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Preface

This dissertation represents the results of research carried out by the author at Utrecht University,
Institute of Information and Computing Sciences, in the group Geometry, Imaging and Virtual En-
vironments. This research was mainly funded by the NWO (the Dutch Organization for Scientific
Research), under project number 612.061.006, with the title ”MINDSHADE, matching and indexing
through shape decomposition”, and partially funded by the FW6 IST Network of Excellence 506766
Aim@Shape.

The aim of the project was to develop new shape decomposition techniques, and new methods
to tackle three fundamental issues in image retrieval (shape matching, indexing, and relevance feed-
back).

New results are presented in Chapters 2 through 6. Chapter 2 and Chapter 3 introduce new
techniques for partitioning the boundary, and the interior of a given shape, respectively. Chapter 4
presents the linear axis, a new skeleton for polygonal shapes. Chapter 5 introduces a new similarity
measure for partial shape matching. Chapter 6 describes a new relevance feedback mechanism for
partial shape matching.

Part of the material presented in this dissertation has been previously published, as follows:
Chapter 1:
Remco C. Veltkamp, Mirela Tănase. A Survey of Content-Based Image Retrieval Systems. In: O.

Marques, B. Furht, Content-Based Image and Video Retrieval, Kluwer, 2002, p47-101.
Remco C. Veltkamp, Mirela Tănase, Danielle Sent. Features in Content-Based Image Retrieval

Systems: A Survey. In: Remco C. Veltkamp and Hans Burkhardt and Hans-Peter Kriegel (eds.),
State-of-the-Art in Content-Based Image and Video Retrieval. Kluwer, 2001, p97-124.

Chapter 3:
Mirela Tănase, Remco C. Veltkamp. Polygon Decomposition based on the Straight Line Skeleton.

In: Proceedings of the 19th ACM Symposium on Computational Geometry (SoCG 2003), p58-67.
Mirela Tănase, Remco C. Veltkamp. Polygon Decomposition based on the Straight Line Skeleton.

In: Theoretical Foundations of Computer Vision, LNCS 2616, Springer, 2003, p247-267.
Chapter 4:
Mirela Tănase, Remco C. Veltkamp. A Straight Skeleton Approximating the Medial Axis. In:

Proceedings of the 12th European Symposium on Algorithms (ESA 2004), LNCS 3221, Springer,
p809-821.

Mirela Tănase, Remco C. Veltkamp. Straight Line Skeleton in Linear Time, Topologically Equiva-
lent to the Medial Axis. In: Proceedings of the 20th European Workshop on Computational Geometry
(EWCG 2004), p185-188.

Chapter 5 is based on:
Mirela Tănase, Remco C. Veltkamp, Herman Haverkort Multiple Polyline to Polygon Matching.

Submitted to the ACM Symposium on Computational Geometry (SoCG 2005).
Chapter 2 and Chapter 6 have not yet been published.
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Chapter 1

Introduction

This dissertation is about geometric algorithms for shape-based image retrieval, a research area within
multimedia research. Image databases have received wide attention in the multimedia field, due to
the recent rapid growth in the number, availability and usage of digital images. With the advent of
digital technology, computers are slowly replacing our bulky photo albums in storing image collec-
tions. More and more organizations are also generating large digital image collections: museums
and art gallery are making their work available for consultation in digital form, hospitals use digital
images for diagnostics and therapy, manufacturers create electronic product catalogs, police archives
photographs and fingerprints of persons with a criminal record, and scientists are gathering satellite,
meteorological, biological, and geographical images. As the size of these digital image collections
increases, searching for images in such collections is becoming an important operation. In particular,
there is an increasing need for describing the complex information of digital images by non-textual
descriptions, that can be used to efficiently search for similar images. The field within the multimedia
research area, focusing on using information about the visual content (such as color, texture or shape)
of the images in order to search an image database, is called content-based image retrieval.

This chapter provides the context and introduction to the next chapters. We start by introducing
the concept of multimedia and presenting a very short historical evolution of multimedia systems.
We then briefly introduce the field of content-based image retrieval. Since this thesis concentrates on
using shape information for image retrieval, three important aspects of shape analysis - description,
matching and decomposition - are discussed next. An overview of the results in this thesis can be
found at the end of this chapter.

1.1 General Multimedia

The word “multimedia” entered the colloquial language in the early 1990s, and it is a much used
word since then. Basically, multimedia refers to the integration of various media, such as text, im-
ages, sounds/audio, video and 3D models, in a single unit, with the purpose of enhancing the quality
of communication. Encyclopedic CD-roms, interactive story-books, on-line art galleries, news and
sport web-sites, computer games, as well as newspapers or television all are examples of multimedia.
The concept of multimedia, however, has a much longer history than the word: newspapers were per-
haps the first mass communication medium to employ multimedia, as they combined text, graphics,
and, later, images. Others trace the concept as far back as ancient, or even pre-historic, times, by
considering theatre and story-telling to be incipient forms of multimedia.
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As a computer science area, multimedia is the field concerned with the computer-controlled in-
tegration of text, images, video, audio and any other media, where every type of information can
be represented, stored, transmitted and processed digitally. A multimedia application is an appli-
cation which uses a collection of multiple media sources, e.g. text, graphics, images, sound/audio,
animation, and/or video. A multimedia system is a system capable of processing multimedia data
and applications. A multimedia system deals with generation, representation, storage, transmission,
manipulation and presentation of data in digital form.

From the more recent history of multimedia, since the digital technology became integral part of
its development, an important event is the publishing in 1945 of an article [33] titled “As We May
Think”. Its author, Vannevar Bush, describes there a device called memex: “A memex is a device in
which an individual stores his books, records and communications and which is mechanized so that
it may be consulted with exceeding speed and flexibility”. The memex was thus to be a storage and
retrieval device, for printed records and microfilms. It would consist of a desk with viewing screens,
a keyboard, selection buttons and levers. In addition to searching and retrieving information, the
memex would also permit the reader to “add marginal notes and comments”. And yet another feature
of the memex was its capacity to make links between documents (which Bush called associative
trails). This makes memex a precursor of the hypertext. Hypertext is the presentation of text as
a linked network of nodes which readers are free to navigate in a non-linear fashion. When the
information presented is not constrained to text, but includes other types of media such as images,
sounds etc, we refer to it as hypermedia.

Another important event in the development of multimedia systems is the creation, throughout the
1960s, of the oN-Line System (NLS) by the Augmentation Research Centre at the Stanford Research
Institute. NLS facilitated the creation of digital libraries, and storage and retrieval of electronic doc-
uments using hypertext. This was the first successful implementation of hypertext. NLS introduced
a new device to facilitate computer interaction, namely the mouse. It also created new graphical user
interfaces with a windowing environment, allowed the user to e-mail other users, and offered word
processing tools. In 1968, at the Fall Joint Computer Conference in San Francisco, Douglas Engle-
bart, initiator of the Augmentation Research Centre, demonstrated NLS in a 90 minute multimedia
presentation, that also included a live video conference with staff members back in the lab 30 miles
away. Since this marked the first public appearance of so many new technologies (the mouse, win-
dows, hypermedia, and video teleconferencing), Englebart’s demo became known as “the mother of
all demos”.

The first hypermedia system was probably The Aspen Movie Map, realized by the Architectural
Machine Group at the Massachusetts Institute of Technology in the late 1970’s. It was a travel appli-
cation that allowed the user to enjoy a simulated ride through the city of Aspen.

The year 1969 marks the birth of the Internet with the creation of the ARPANET, a large wide-area
network created by the Advanced Research Project Agency (ARPA) of the United States Defence.
And 30 years later, Tim Berners-Lee of CERN (European Council for Nuclear Research) proposed an
Internet-based hypertext system, called the World Wide Web. The extraordinary success of the World
Wide Web is confirmed by its sheer size. A study [90] done by Varian and Lyman in 2003, estimated
the total size of the “surface web” at 167 terabytes. In volume this is about seventeen times the size of
the US Library of Congress print collections. It was also at least triple the amount estimated in 2000.
By surface web, the authors understand the static, publicly available web pages which represent a
relatively small portion of the entire Web. (They were not able to download or measure the dynamic,
database-driven websites which comprise the so-called “deep web”).
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1.2 Content-based Image Retrieval
Among the various media types, images are of prime importance. Not only are they the basis for
representing videos, but it is also the most widely used media besides text. When analysing the
composition of the surface web, by total file size, Varian and Lyman [90] estimated that images
account for 23% of the surface web size, while HTML accounted for 18%, and movies/animations
for only 4%. It is apparent that a huge amount of images are available on the World Wide Web only.
Large image collections are also being created in many areas of commerce, academia, government
and health. In order to make good use of the huge amount of information they comprise, efficient
methods for organizing and interacting with such collections are needed.

Content-based Image Retrieval (CBIR) is the process of retrieving desired images from a large
collection on the basis of visual content, which is most of the time automatically computed from
the images. The visual content of an image is represented by attributes (usually called features),
that include general attributes (such as color, texture, shape), and domain-specific attributes (such
as human faces). The general attributes can be extracted from any image, independent of the image
content or application, except, of course, when the image is not characterized by such an attribute
(there is no color information in grey level images, for example). Domain-specific attributes are
application-dependent and may involve domain knowledge. Domain knowledge concerns facts that
are known to be true in the given image domain, and may be provided by a domain expert.

In this section, we briefly introduce a few research issues in CBIR. Reviews of the current state
of art in this field, like [50, 119, 132, 151], give more insight into this fast developing domain.

The description of the image visual content is at the heart of content-based image retrieval. In a
typical content-based image retrieval system, the visual attributes of the images in the collection are
extracted and stored. To retrieve images, the user has to specify the visual content he is looking for,
also called the query, for example by submitting an image to the system. The system then compares
this query image with the images in the collection by comparing their feature representations on
the basis of similarity functions. Those images in the collection for which the similarity function
indicates a close similarity to the query image, are retrieved to the user.

There are of course variations to this general scheme, but the architecture of many image retrieval
system fits into the general framework depicted in figure 1.1. Specifying which images to retrieve
from a collection can be done in other ways than by submitting a query image to the system. One
is to specify the target images in terms of content-based features directly. Another way is to provide
a sketch from which features of the same type must be extracted as for the images in the collection,
in order to match these features. In some CBIR systems the user is asked for feedback on retrieved
results and this feedback is used in subsequent retrievals with the goal of improving retrieval per-
formance. Such an interaction mechanism is called relevance feedback and is detailed in section
1.2.3, and chapter 6. Finally, some systems provide an indexing scheme, which is a mechanism for
efficiently accessing stored images. That is, for very large collections, avoiding a sequential scan of
the entire collection in the querying process could speed up retrieval. One way to do so is to use
data structures to organize the feature space. Simple low-dimensional features can be indexed using
quadtrees [48] or R-trees [60]. Most of the features used in CBIR, though, are vectors of very large
dimensionality (vectors of hundreds of components often appear in CBIR), and therefore such index-
ing structures are not well-suited. For this reason, sometimes a dimension reduction on the feature
space is performed before setting up an indexing scheme.

1.2.1 Applications of Content-based Retrieval

Content-based Image Retrieval has many applications in numerous and diverse domains.
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Figure 1.1: Content-based image retrieval framework.
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Medicine. There is a lot of visual information that is produced in the medical field, like X-ray,
CT, MRI or ultrasound images, biopsy slides, or cell images. CBIR can be of great use in managing
large medical image databases. Such databases could be used by medical students and lecturers to
search for interesting cases. These cases could be selected based on diagnosis or anatomical regions
concerned, but more importantly visually similar cases with different diagnoses or vice versa could
be identified. This not only increases the medical education quality, but also allows researchers in
the field to find new correlations between the visual nature of a case and its diagnosis. But probably
the most important application of CBIR in the medical field will be in the clinical decision-making
process. With a CBIR system at hand, the medical doctor can base his clinical decisions on the
various cases that are supplied by the system, as well as his own experience.

Law enforcement and criminal investigation. In many countries the police archives photographs
and fingerprints of persons with a criminal record. Manually browsing these files in search of a
matching fingerprint is an extremely slow process. Digitising these records offers not only immediate
access to centralised data from every remote place, but more importantly the possibility of automatic
search through face and fingerprint recognition. Face recognition has been a hot research issue in
computer vision for many years. CBIR is also useful in searching databases of stolen objects or
in DNA matching. Police forces also maintain databases of child pornography images, captured at
raids or downloaded from the internet. A content-based search in such databases could focus on
background information, e.g. similar colour or texture of walls, carpets, shape of objects etc. This
would allow police forces to learn more about the origin and distribution of pornographic images in
order to track down the producers of the images and thus prevent child abuse.

Culture, art, education. Museums and art galleries throughout the world are increasingly making
their works available for consultation in digital form. Recent advances in digital recording allow
minute details of a work of art to be accessed with ease and safety at small cost. With the excellent
quality of the high resolution images, one may uncover more details than are visible on a regular
inspection in a museum. Courses teaching analysis of paintings, sculpture and architecture could
benefit from the advantages of content-based searching of these digital collections. Electronic en-
cyclopedias could also incorporate content-based search engines in order to increase the quality of
interaction.

Publishing and advertising. Photographs and pictures are extensively used in the publishing
industry to illustrate books and articles in newspapers and magazines. Over the years, press agencies
like Reuters have gathered large collections of photographs, that are usually indexed based on textual
annotations. These textual annotations usually capture a broad subject of the picture, such as name of
personalities, national or international events depicted etc. People in these fields are very interested
in being able to electronically access such collections and search through them by other means than
textual annotation.

1.2.2 Image Content Descriptors

The research issue that has received the most attention in CBIR was the development of feature
representations. Usually, features are classified as general (color, texture, shape) or domain-specific
(faces, brain tumours, naked bodies). The domain-specific features are more related to the pattern
recognition field, as all the techniques employed are based on developing a model of each class
of object to be recognized. Then image regions which might contain an example of the object are
identified, and evidence is built up to confirm or rule out the presence of the object in the image.
For the general features, many representations have been coined, each characterizing the feature from
a different perspective: ease of computation, correlation with human similarity, or compliance with
various invariance properties.
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Color is definitely the most used feature (see also section 1.2.5), due to the good discriminative
power relative to its computational complexity. Also, extensive research in the area led to satisfactory
solutions to problems such as correlation with human perception [139] and invariance under different
recording conditions [55]. Each pixel in an image can be represented as a point in a 3D color space.
Commonly used color spaces for image retrieval include RGB, HSV, L∗a∗b∗, or L∗u∗v∗. Given a
discretisation of a color space into a number of bins, a color histogram [139] is obtained by counting
the number of image pixels in each bin. Correlation histograms [64, 114] try to compensate for the
traditional histogram’s lack of spatial information, by counting the occurrences of different geometric
configurations of colored pixels. Other color features used in CBIR include color coherence vectors
[108] and dominant colors [86, 75].

The notion of texture generally refers to the presence of repeating patterns of local variations in
image intensity, too fine to be perceived as separate objects. Texture representation has its distinct
place in computer vision and many different approaches have been proposed over the years. Texture
features used in CBIR include statistics derived from a cooccurrence matrix [62], and representations
based on wavelets [156, 134].

There is no generally accepted definition of shape. In the context of content-based image retrieval,
the word shape is used to refer to the geometry of an object’s surface in 3D, or to the geometry of
a region’s bounding contour in 2D. The easiest way to use geometric information about the objects
present in an image is by computing simple scalar descriptors of the regions of interest, such as area,
circularity, eccentricity, major axis orientation, dimensions of the minimum bounding rectangle etc.
[136]. In the absence of a reliable way of automatically extracting the contours of the objects present
in an image (a process called strong segmentation), the object contours can be semi-automatically
computed [101]. That is, in a preprocessing step the user indicates an approximate object outline,
which is then automatically aligned with nearby image edges. A weak segmentation is another option
for extracting region contours. In a weak segmentation process, regions of homogeneous color or
texture are automatically extracted from the image. This is done, for example, by merging fixed-size
cells with similar dominant features [75], or by using a k-means clustering algorithm [106].

These are tailored solutions which arose in CBIR, but other methods of shape representation
were previously developed in the computer vision and pattern recognition field. Among the most
popular shape features are Fourier descriptors [110] and moment invariants [113]. This is due to the
straightforward implementation, and the presence of a well-developed mathematical theory behind
it. More involved shape features include elastic models [109] and curvature scale space (CSS) [96].
Elastic models are based on computing the similarity between two shapes as the amount of stress and
strain energy needed to deform one shape to match the other. The CSS representation is based on the
curvature zero-crossing points of the convolution of the original curve with a Gaussian function of
increasing standard deviation. Other techniques for shape representation and matching are presented
in section 1.3.

The absolute or relative position of color, texture or shape information information is usually
referred to as spatial layout. The simplest approach is to divide the whole image into a fixed number
of sub-images and extract color and/or texture features from each sub-image [125, 106]. A more
elaborate method is to automatically segment the image into regions of uniform color or texture
[46, 75] (weak segmentation). Graphs can then be used to represent the spatial distribution of these
regions.

1.2.3 Relevance Feedback

In the current state of content-based image retrieval, the set of initially retrieved images matching a
query often includes, from the user’s point of view, many “wrong” answers. The images retrieved
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are similar to the query with respect to some features and their similarity measures. The perceived
dissimilarity comes in most of the cases from the gap between the basic (low-level) features employed
by the current CBIR systems, and the semantic (high-level) interpretation the user is mostly looking
for. Also, the relevance of the retrieved results is influenced by the subjectivity of human perception.
Different persons, or the same person under different circumstances, may perceive the same visual
content differently. Obviously, the user understands more about the query than the system. Therefore
it could be advantageous to develop interactive systems, where the user reacts to retrieved results,
and this reaction is used to re-search the database. The refinement of the search guided by the user is
called relevance feedback. Its aim is to improve results and to bring flexibility and adaptability to the
search, through a small number of iterative retrieval steps.

A typical user-system interaction is as follows. Following a query posed by the user, the system
retrieves a number of images. The user then rates these results with respect to how useful each result
is for the intended retrieval. The simplest form of rating the results consists of marking which images
are relevant. Sometimes the user is asked to indicate the irrelevant images too. A five level rating
as in [120] gives more information to the system but makes things more difficult for the user. This
feedback information is then used by the system to select another set of images to retrieve to the user
and so on. Various techniques for adjusting the search in the database are described in chapter 6. The
goal of the system is to effectively infer from the user’s feedback which images in the collection are
targeted by the user.

1.2.4 A Few Examples of Image Retrieval Systems

As a result of intense activity in the area, an explosion of CBIR systems, both commercial and re-
search products, has occurred in the past ten years. We reviewed in [151] the functionality of some
of these systems in terms of technical aspects, such as querying, features, matching, relevance feed-
back, indexing data structures. In this section we highlight the characteristics of a few CBIR systems.
The selection is intended only to suggest the variety of purposes and techniques employed when
developing such a system.

QBIC

QBIC [101] is one of the first content-based image retrieval systems, and its framework and tech-
niques had profound effects on later CBIR systems. One of its applications is the search engine used
to retrieve images from the on-line digital archive of the Hermitage museum in St.Petersburg.

QBIC supports queries based on example images, user-constructed sketches or/and selected color
and texture patterns. The visual content is represented by color features (average color vectors of
an object or the whole image, and a color histogram), texture, and shape features (area, circularity,
eccentricity, major axis orientation and a set of algebraic moment invariants for all the object contours
that are semi-automatically computed when an image is inserted in the database).

An innovation is made in QBIC in the matching process. For matching two color histograms,
two distance measures are used: one easy to compute (the average color distance) and one compu-
tationally expensive (the quadratic histogram distance). The first one (which is computed for all the
images in the database) acts as a filter, limiting the expensive matching computation to the small set
of images retrieved by the first matching.

QBIC was also one of the first systems that applied multidimensional indexing to enhance the
speed performance of the system. Its indexing scheme [15] first uses KL transform [53] to perform
dimension reduction, and then R∗-trees [22] are used to index the feature vectors.
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PicHunter

Most of the available systems are from academia, and therefore often concentrate on one aspect of the
content-based retrieval. The PicHunter [44] system for example was implemented to test an approach
to relevance feedback. Its developers thus opt for known, less complicated content descriptors, like:
color histograms, color-coherence vectors and color autocorrellograms. The novelty of the system is
its probabilistic relevance feedback mechanism. Based on a model of user’s actions, the system tries
to predict the target image the user wants. The user’s actions are the images he selects as similar to
the target in each iteration of a query session. A vector is used for retaining each image’s probability
of being the target. This vector is updated at each iteration of the relevance feedback, based on the
history of the session (images displayed by the system and user’s actions in previous iterations). The
updating formula is based on the Bayes’ rule.

Blobworld

The Blobworld system [36] developed at UC-Berkley uses an image representation based on auto-
matically computed image regions which roughly correspond to objects, and allows querying at the
level of regions rather than global image properties. An important aspect of the system is that the
user is allowed to view the internal representation of the submitted image and of the query results,
and thus he can understand why some seemingly non-similar images are retrieved.

In order to initiate a query, the user selects a region (blob), and indicates the importance of the
blob (‘not’, ‘somewhat’, ‘very’). Next the user indicates the importance of the blob’s color, texture,
location, and shape (‘not’, ‘somewhat’, ‘very’). More than one regions can be used for querying.

The features used for querying are a color histogram, texture attributes, location, and shape at-
tributes (area, eccentricity, and orientation) of regions (blobs), as well as of the background.

Figure 1.2 illustrates the results of querying with the shape of the blob extracted from the upper
left image. To the right of each of the six retrieved images is the internal representation of the image.

ASSERT

Other systems were designed with a particular application in mind, so the solutions found in such a
case are not directly transferable to other applications. The Automatic Search and Selection Engine
with Retrieval Tools (ASSERT) [128] operates only on high resolution computed tomography images
of lungs.

When the images are inserted in the database, a physician delineates a pathology bearing region in
each image, and features are computed for each region. The features extracted from a region include
perceptual features that are specific for HRCT lung images, as well as a number of general purpose
features (texture and shape features).

At query time, the user delineates a pathology bearing region in the query image, from which a
features vector is computed to be matched against those in the database.

1.2.5 Concluding Remarks
People are capable to instantly and effortlessly recognize objects previously seen, or only just de-
scribed – a feat that is far beyond the capability of any sophisticated computer program these days.
Color, shading, texture, shape, motion and context can all be involved in human visual perception, but
they are not always indispensable. By looking at a statue or just a simple drawing, where visual cues
such as motion, color and texture are absent, the recognition can also be easily performed. So, shape
alone often permits successful recognition of objects. Yet, the use of shape information for content
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Figure 1.2: Blobworld: result of querying on the shape of the blob in the upper left image.
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Figure 1.3: Excalibur: result of querying on shape only with the upper left image.
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based retrieval proved to be excruciatingly difficult, and many of the attempts so far give unexpected
results. Figure 1.2, for example, depicts the results of querying on the shape of a region extracted
from an image in the Blobworld system (see section 1.2.4). An image was selected from the database
(the upper left image in figure 1.2), the internal representation of this image (shown to the right of
the image) consists of two regions. The region that corresponds to the zebra is the query region. The
retrieved database images, i.e. those images whose internal representations contain a region with a
shape similar to the shape of the query region, are shown in the three lower rows in figure 1.2. The
internal representation of each retrieved image is depicted to the right of the image. Another query on
shape only, in the Excalibur system [52], is illustrated in figure 1.3: the upper left image is the query
image, the other 11 images are the retrieved images. The set of images retrieved in these two query
examples seem more like random selections from the database than images sharing similar features.

In [151], we investigated the functionality of 42 image retrieval systems (an extended version of
this paper, covering 58 systems, can be found at http://give-lab.cs.uu.nl/cbirsurvey
). We surveyed how the user can formulate a query, what kind of features a system uses, how the
features from a query image and database image are matched, whether and what indexing schemes are
used, whether and how relevance feedback is employed, and how the retrieved results are presented
to the user. The features used in the surveyed systems are listed in table 1.1. Almost no domain-
specific features are used, apart from face detection, because most of the systems retrieve images
from general databases. A description of the feature representations listed in the table is beyond
the purpose of this introduction. We just want to point out the distinct usage frequency of color,
texture and shape features in these systems. Most of the systems in table 1.1 use some sort of color
attributes, and some of those that do not, are particularly interested in shape-based retrieval (SQUID)
or texture-based retrieval (TODAI), or retrieve only grey images (LCPD). Notice also that many
systems use no shape information at all. And those that do, often opt for simple features, such as
centroid, area, major axis orientation, eccentricity, circularity (which in table 1.1 are denoted by
elementary descriptors). Such features are of course easy to extract but have poor discriminative
power, and this is one reason why searching on shape information gives such surprising results.
The reason why color and texture features are preferred over shape features may lie in their low
computational complexity and good retrieval effectiveness. Over the past decades people have come
up with color and texture descriptors that are both easy to compute and give good results, while a
shape descriptor with comparable characteristics has remained elusive.

If a user is interested in retrieving images of cars, for example, the contents of the desired images
share similar shapes, but often have dissimilar color or texture attributes. So shape can not be ignored
when doing image retrieval.

Which properties a shape representation should have is of course application dependent, but the
list of possibly required conditions includes: invariance under various transformations (such as ro-
tation, translation, scaling, or affine transformations), insensitivity to noise, robustness under partial
occlusion, ease of computation, correlation with human judgement (shapes that we perceive as simi-
lar, should have similar representations) etc. Shape features that satisfy even a few of these conditions
are rather complicated.

This thesis is about shape-based image retrieval. In the next section we take a closer look at the
shape matching problem.
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1.3 Shape Matching
Shape matching is the problem of evaluating how much two given shapes resemble each other. Some-
times one of the shapes undergoes certain transformations, like rotations, translations or scalings, in
order to match the other as well as possible. The shape matching problem is important in various
domains such as computer vision, computational biology, pattern recognition, computational geom-
etry, and robotics. The challenges of the problem are to define shape representations (also called
shape descriptors) and similarity measures that are relevant for the intended application and can be
computed efficiently.

Formally, a similarity measure d on a set of shapes S is a non-negative valued function d :
S ×S → R, evaluating the resemblance of any pair of shapes in S. Notice that dissimilarity measure
would me a more intuitive name for most of the similarity measures used, since usually a small value
of the function d means small dissimilarity, thus large similarity between shapes. However, the term
dissimilarity measure is rarely used in literature.

The shape matching problem can be formulated in various forms [148]. Given two shapes A and
B, and a similarity measure d, one can, for example:

• compute d(A, B),

• for a given threshold ε, decide whether d(A, B) < ε,

• find the transformation g (from a specific class of transformations G, like rotations, translations,
scalings) that minimizes d(g(A), B).

Although the term “shape” is very general, and includes point sets and 3-D models, in the rest of
this thesis we restrict our attention to 2-D contours forming the boundaries of objects and regions of
interest in an image. In chapters 2 through 6, we work with polygonal approximations of such 2-D
contours. Some of the representations and similarity measures described in the rest of this chapter are
applicable to more general shapes; in such situations we mention the more general case. A detailed
survey of shape representation and matching methods is beyond the scope of this dissertation; we
present here only a few techniques relevant to the rest of the thesis. More information on shape
representation can be found in [88], while [150] surveys various shape matching techniques.

1.3.1 Shape Descriptors
The first problem in shape matching is defining a shape descriptor. A straightforward mathematical
form in which contours can be expressed is by indicating the position of each point of the contour
in cartesian or polar coordinates as a function of arc-length. This is what is called an arc-length
parametrisation of the contour. A polygonal representation associates to the closed contour a polygon.
From these easy representations of the contours, more involved shape descriptors can be extracted that
satisfy various properties, depending on the intended application. In some applications, the shape
descriptor is required to be invariant under various transformations, i.e. by applying to the shape
an arbitrary transformation from a specific class of transformations (such as translations, rotations,
scalings or affine transformations) the shape representation does not change. Robustness under partial
occlusion and insensitivity to noise are also important properties. Below we present a few shape
descriptors, that are relevant for the rest of this thesis.

Turning function

The turning function ΘA(s) of a curve A measures the angle of the counterclockwise tangent as a
function of the arc-length s, measured from some reference point on A. Let A(0) be a reference



24 Introduction

A(0)

ΘA(0)

ΘA(0)

ΘA(s)

s

A(s)

ΘA(0) + 2π

A(s)

Figure 1.4: The turning function of a polygon.

point on the boundary of a curve A. For a closed curve, A(0) could be any point of A, for an open
curve, A(0) is an endpoint of A. Let A(s) be the point that is reached when walking a distance s
from A(0) in counterclockwise direction along A. The turning function ΘA of A measures the angle
of the tangent at any point A(s) as a function of s. The value of ΘA(0) is the angle formed by the
tangent at A(0) with some reference orientation (the x-axis, for example). The value of ΘA(s) is
given by ΘA(0) + α, where α is the total turn accumulated when walking a distance of s from A(0),
counterclockwise along A.

For polygonal curves (or polylines) the turning function is piece-wise constant, with jump points
corresponding to the vertices of A (see figure 1.4), increasing with left-hand turns and decreasing with
right-hand turns. For a simple, closed curve the turning function is periodic: ΘA(s+l) = ΘA(s)+2π,
where l is the perimeter length of A.

By definition, ΘA(s) is invariant under translation, and for closed curves invariance under scaling
can be achieved by normalizing the curves to perimeter length 1. Rotation of A by θ degree corre-
sponds to a shift of ΘA(s) with θ in the vertical direction. For a closed curve, a change with t ∈ (0, l]
along A of the location of the reference point O corresponds to a horizontal shift of ΘA(s) with t.

Skeletons

Other shape descriptors use not only boundary information, but region information as well. Such
shape descriptors are, for example, based on a skeleton of the shape. Skeletons have been defined in
various ways in literature.

The most known and widely used skeleton is the medial axis [29]. One way to define the medial
axis of a simple, closed curve is as the locus of centers of maximally inscribed disks (see 1.5 (a)). A
maximally inscribed disk is a disk wholly contained within the curve so that there is no other disk
inside the curve that contains it. A more picturesque definition is given by the so-called grassfire
analogy, in which one imagines the interior of the curve filled with dry grass and fire is started
simultaneously at all points on the curve. The fire propagates at constant speed, and the quench
points, where it meets itself and extinguishes, constitute the medial axis (see 1.5 (b)).

The medial axis has always been regarded as an attractive shape descriptor. The main reason for
this is that it is capable of capturing important visual cues of the shape, such as symmetry (each arc
of the skeleton represents a local symmetry axis) and complexity (reflected by its branching points).
It is also invariant under translation, rotation or scaling. If the radius of the maximally inscribed disk
centered at each point of the skeleton is incorporated into the skeleton description, the recovery of
the original shape from this descriptor is possible.
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(a) (b)

Figure 1.5: The medial axis of a polygon is defined as the locus of centers of maximally inscribed
disks (a) or through the grassfire analogy (b).

Variations of medial axis include smoothed local symmetries [31] and the process inferring sym-
metric axis [84].

1.3.2 Similarity Measures

Having decided on a shape representation, the next problem is to define a similarity measure for
comparing two shapes. In this section we focus on shape matching methods developed in the field
of computational geometry. Computational geometry is a subarea of algorithms design that deals
with the design and analysis of algorithms for geometric problems. These are problems that involve
objects like points, lines, polygons or polyhedra. In computational geometry, the emphasis is on
provably correct and efficient algorithms.

A similarity measure based on the turning function

Arkin et al. [17] proposed, as a method for comparing two polygons, using the L2 distance between
their turning functions (see section 1.3.1), minimized with respect to vertical and horizontal shifts (in
other words, minimized with respect to rotation and choice of reference points). More precisely, if
A and B are two polygons of perimeter length 1, the distance between their corresponding turning
functions ΘA and ΘB is given by:

min
θ∈R, t∈[0,1)

(∫ 1

0

(ΘA(s + t)−ΘB(s) + θ)2ds

)1/2

.

Hausdorff distance

The Hausdorff distance is one of the most studied similarity measures, and it is defined on a large
class of shapes. In its most general setting, the Hausdorff distance is defined between compact sets
in a metric space. Given two such sets, we consider for each point in one set the closest point in
the other set, and the Hausdorff distance is the maximum over all these values. More formally, the
Hausdorff distance between two compact sets P and Q in a metric space (X, d) is given by

h(P, Q) = max(~h(P, Q),~h(Q, P )),
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P

Q

h

Figure 1.6: The Hausdorff distance (h) between two curves.

where
~h(P, Q) = sup

x∈P
inf
y∈Q

d(x, y)

is the directed Hausdorff distance from P to Q. The results on Hausdorff distance computation that
we present here are for contours in the 2-dimensional Euclidean space.

The Hausdorff distance between two convex polygons can be computed in linear time [19]. The
Hausdorff distance between two sets A, B ∈ R

2 consisting of n and m pairwise not properly inter-
secting line segments can be found in time O((m + n) log(m + n)) [9], where two line segments are
not properly intersecting if they do not intersect or have an intersection point that does not lie in the
interior of both segments. The minimal Hausdorff distance under translation between two polygons
can be obtained in O((mn)2 log3(mn)) [4], while matching under rigid motions can be achieved in
O((mn)3 log2(mn)) [40].

The computation of the Hausdorff distance for more general shapes is considered in [13]. They
consider curves given by rational parametrisations and arrive at an O(nm log m) time algorithm for
computing the directed Hausdorff distance from a shape made of n curves to a shape made of m
curves, when the degrees of the curves are bounded.

One disadvantage of the Hausdorff distance is that it has sometimes unintuitive results, giving a
small score for curves that do not look similar. The two shapes in figure 1.6 do not look similar at
all , but still they have a small Hausdorff distance. The reason for this is that the Hausdorff distance
treats the two shapes as sets of points, not taking into account the course of the curves in the shape.
Indeed, if we imagine walking along the two curves in 1.6 simultaneously, and measuring the distance
between corresponding points, the maximum of these distances is larger. One similarity measure that
takes into account the course of the matched curves is the Fréchet distance.

Fréchet distance

A picturesque definition of the Fréchet distance between two planar curves is as follows: suppose a
man is walking his dog, and that he is constrained to walk on one of the curves and his dog on the
other curve. Both the man and a dog are allowed to control their speed independently, but are not
allowed to go backwards. Then, the Fréchet distance of the curves is the minimal length of leash that
is necessary. Formally, the Fréchet distance between two curves A and B is given by

fd(A, B) = inf
α,β

max
t∈[0,1]

d(A(α(t)), B(β(t))),

where the parametrisations α and β : [0, 1] → [0, 1] range over all continuous, and monotone in-
creasing functions from [0, 1] onto [0, 1], and d denotes the underlying metric in the plane (usually
the Euclidean metric).

For polygonal curves in the 2-dimensional Euclidean space, Alt and Godeau [10] showed that
the Fréchet distance can be computed in time O(mn log(mn)), where m and n are the number of
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vertices of the two polylines. A simpler algorithm, which runs in time O(mn(m + n) log(mn))
is given in [57]. The algorithm in [10] is based on parametric search [93], a rather complicated
optimization technique, which makes its implementation challenging. The first implementation of
the algorithm in [10] is described in [147]. For closed polygonal curves, the Fréchet distance can be
computed in O(mn log2(mn)) [10]. The partial matching of two polygonal curves (i.e. identifying
the part of one curve such that the other curve has the smallest Fréchet distance to it) can also be done
in O(mn log2(mn)). Matching two polygonal curves under translation with respect to the Fréchet
distance is studied in [11]; they give an exact algorithm that runs in O((mn)3(m + n)2 log(m + n)),
and an (1 + ε)-approximation algorithm that runs in O(ε−2mn).

The only result so far on computing the Fréchet distance between more general curves can be
found in [118]. It considers curves that are given as a sequence of smooth curve pieces, where each
piece is a smooth piece of an algebraic curve whose degree is bounded by a fixed constant. For such
curves, the Fréchet distance can be computed in O(mn log(mn)), where m and n are the number of
smooth pieces of the two curves.

A comparison between the Fréchet distance and the Hausdorff distance is provided in [12]. For
closed convex curves it is shown that the Fréchet distance equals the Hausdorff distance. Moreover,
for k-straight curves (curves where the arc length between any two points on the curve is at most k
times their Euclidean distance), the Fréchet distance of two such curves is bounded by k + 1 times
their Hausdorff distance.

Reflection visibility distance

The reflection visibility distance [61] is defined on finite unions of curves in the plane. Each such
shape is converted into a real-valued function on the plane by considering the visibility from each
point in the plane. The shapes are compared by comparing these functions. More precisely, given a
union of curves A, for each point x ∈ R the visibility star V x

A is defined as the union of open line
segments connecting x to points of A visible from x (see figure 1.7 (a)). The reflection visibility
star is Rx

A is the intersection of V x
A with its reflection in x (see figure 1.7 (b)). Let ρA : R

2 ← R

denote the area of the reflection visibility star in each point, for shape A. The reflection visibility dis-
tance between shapes A and B, is given by the normalized integral difference of their corresponding
functions ρA and ρB :

r(A, B) =

∫

R2 |ρA(x)− ρB(x)|dx
∫

R2 max(ρA(x), ρB(x))dx
.

The reflection visibility distance is invariant under affine transformations, and it is also defor-
mation, blur, crack, noise robust [150]. The reflection visibility distance can be computed by con-
structing and traversing an arrangement that is an overlay of two reflection visibility partitions (i.e.
partitions of the plane in which the combinatorial structure of the reflection star is constant). For two
finite unions A and B of m and, respectively, n line segments, the distance r(A, B) can be computed
in O(c(m+n))-time, where c is the complexity of the overlay the corresponding visibility partitions.
The complexity c of the overlay is O(m4 + n4).

1.3.3 Concluding Remarks

The shape matching problem has been approached in many ways, including Fourier descriptors [110],
moment invariants [113], deformable templates [124], curvature scale space [96], or various geomet-
ric approaches [4, 10, 17]. Different approaches have different properties, regarding aspects such as
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xA xA

(a) (b)

Figure 1.7: (a) The visibility star V x
A . (b) The reflection visibility star V x

A .

invariance under various transformation, robustness under occlusion, correlation with human judge-
ment, computational complexity etc. Depending on the application, different properties of the match-
ing process are relevant.

For a shape-based searching in a large general image database, the following aspects of the match-
ing process can not be ignored:

• insensitivity to noise, which is necessary due to flaws in the segmentation of raster images;

• occlusion robustness, which is necessary due to the fact that many images depict cluttered
scenes;

• computational efficiency.

When the matching process is a time-consuming one, shape-based retrieval in a large database
can still be effective, if the matching process is suitable for indexing (see section 1.2). A very simple
way of achieving effective retrieval in a large database is by using a similarity measure that satisfies
the triangle inequality [154]. Most of the similarity measures mentioned above are metrics, thus
satisfy the triangle inequality (d(A, B)+ d(B, C) ≥ d(A, C), for all shapes A, B and C). Occlusion
robustness, however, is a much harder requirement to achieve, when comparing shapes as a whole.

Almost all of the above approaches are global shape matching techniques, i.e. they compare the
given shapes as a whole. There has been considerably less work done on partial shape matching. Par-
tial shape matching is the problem of matching a piece of one shape with a piece of the other. Partial
matching could help identifying similarities even when a significant portion of one shape boundary is
missing or is seriously distorted, due to occlusion by other shapes. Notice that similarity measures for
partial matching, giving a small distance d(A, B) if a piece of A matches a piece of B, do not have
the same properties as similarity measures for global matching. The triangle inequality, for example,
is desirable for global shape matching. A similarity measure for partial matching, however, may not
obey the triangle inequality. Indeed, let A and C be two rather dissimilar shapes (thus giving a large
value to the partial similarity d(A, C)), and B be a shape that contains two disjoint pieces, one very
similar to a piece of A (thus giving a small value to d(A, B)), and one very similar to a piece of C.
For such three shapes A, B and C, obviously, d(A, B) + d(B, C) ≥ d(A, C) does not hold.

An overview of partial matching techniques is given in section 5.1. One approach to partial shape
matching is to use a decomposition of the shape into parts. Having such a decomposition of the
given shapes, we could do partial matching by comparing parts. Moreover, parts could be matched
by using similarity measures that satisfy the triangle inequality, and this brings on the possibility of
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Figure 1.8: (a) Hoffman and Richards’ contour codons (a black box marks a curvature minima, and a
gray disk marks a zero curvature point). (b) The representation of a curve as a string of codons.

using indexing techniques to speed up the retrieval process. Rather than indexing on images as a
whole, we could index on the parts from the decomposition.

1.4 Shape Decomposition
Shape decomposition is a representation of the shape as a combination of component shapes (parts).
The idea is to represent complex shapes in terms of simpler components. One argument in favour
of such a representation comes from psychological evidence that the human visual system uses a
part-based representation for tasks such as object recognition, classification and categorization (see
chapter 2). Parts are also useful for representing the shape of objects which are not rigid. The contour
of a sitting cat would correlate poorly with the contour of a walking cat when matching the contours
globally. If we have a decomposition of the contours into parts, instead of matching the contours
globally we could proceed by matching parts. Finally, as we already noticed, parts enable both partial
shape matching, and indexing using triangle inequality.

Existing decomposition methods can be classified into those that are boundary-based, using only
contour information for extracting parts, and those that are region based, using information about the
interior of the shape.

Probably the most widely known and influential approach in the first category is that proposed
by Hoffman and Richards [63]. They argue that the human visual system partitions a contour at
points of negative curvature extrema. They base their theory on a regularity of nature, transversality,
which states that when two objects interpenetrate they almost surely meet in a contour of concave
discontinuity of their tangent planes. In particular, this is true for two intersecting parts of a 3D object.
They call the 2D equivalent of this property the minima rule, which states that for any silhouette, the
negative minima of curvature of the contour are boundary points that separate different parts. The
minima rule leads to a representation of the shape boundary based on codons [45]. Each contour
codon is a piece of the boundary bounded by curvature minima and which contains either zero, one
or two points of zero curvature. The five types of contour codons, induced by the possible orderings
of curvature singularities, are depicted in figure 1.8 (a). Any curve can then be represented as a string
of codons, as in figure 1.8 (b).

Axial shape description and curvature properties are combined by Rom and Medioni [116] in a
unified scheme that produces an axial description of the parts in a hierarchical decomposition of the
shape. The input shape is approximated by B-splines and the contour is first segmented at curvature
sign changes. Potential parts are considered to be delimited by curve sections of positive curvature
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bounded by sections of negative curvature. The description of these parts is based on smoothed local
symmetries [31]. Global relationships between different parts are recorded using parallel symmetries
[146].

More decomposition techniques are described in the following chapter, section 2.1.

1.5 Overview of this thesis

This thesis deals with geometric algorithms for shape analysis. Specifically, we concentrate on the
shape decomposition problem in chapters 2 and 3, we introduce a new shape descriptor (a skeleton
for polygonal shapes) in chapter 4, and tackle the partial shape matching problem in chapter 5.

Chapters 2 and 3 focus on the shape decomposition problem. We introduce two new decomposi-
tion methods, one for decomposing the boundary of a given polygonal shape and one for decomposing
the interior of the shape. In the former case, the boundary of the polygonal shape is represented as
a union of polylines, which constitute the parts in the decomposition. In the latter case, the parts are
polygons, such that the given shape boundary and its interior equals the union of part boundaries and
their interiors.

We present in chapter 2 a framework for decomposing the boundary of a given polygonal shape
that uses a skeleton of the shape. The skeleton branching points are points of special significance
since they may capture connections between different parts of the shape. One difficulty in using
branching points for a decomposition is that skeletons often have more branching points than con-
nections between parts. The decomposition framework we propose here applies to any skeleton,
provided that some additional information is given. This additional information allows on one hand
to identify those skeleton branching points that capture connections between parts, and on the other
to find out the boundary demarcation points between these parts.

We also describe in this chapter an instantiation of the proposed framework that uses the medial
axis. Medial axis is the most popular skeleton, but using it for decomposing a shape into perceptually
significant parts has proven to be a difficult task due to its sensitivity to noise. In order to deal with
this disadvantage of the medial axis, we introduce a simplification of the medial axis. The simplified
version of the medial axis is intended to retain the most significant spines of the skeleton, and thus its
branching points are likely to incorporate connection information about different parts of the shape.
Unlike most of the methods for pruning the medial axis, our simplification process does not involve
any thresholds, that need to be tuned. The simplification we propose uses a classification of the
skeleton nodes based on the way they are generated in the wavefront propagation defining the medial
axis. Results indicate that the simplification is rather robust to noise, despite the sensitivity to noise
of the medial axis.

A decomposition of the interior of a polygonal shape, that uses the straight skeleton, is introduced
in chapter 3. The straight skeleton is a variant for polygons of the medial axis, that is also defined
based on a wavefront propagation process. While the wavefront defining the medial axis propagates
by moving its points at constant, equal speed, the wavefront defining the straight skeleton propa-
gates by translating its edges, at constant, equal speed, in a self-parallel manner. In both cases, the
initial wavefront is the original polygon. The skeleton nodes and the way they are generated in the
propagation are also central to this decomposition method.

The way nodes are generated in the propagation process is exploited in deciding how each node
contributes to our decomposition (globally, locally, or not at all). The decomposition process de-
scribed has two steps. In the first step nodes generated in splittings of the propagating wavefront are
used to decompose the polygon into a set of non-overlapping polygons. These parts are usually the
most striking parts of the polygonal shape. In the second step nodes that appear following an edge
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annihilation are used to locally simplify the boundary of the parts computed in the first decomposition
step. This results in a decomposition into overlapping polygons. The actual computation of parts,
in both steps, is based on a backward propagation process, similar to the inward propagation that
generates the straight skeleton.

One disadvantage of this decomposition, however, is that sharp reflex vertices, that have a big
impact on the form of the straight skeleton, may lead to decompositions that look counterintuitive.
This is especially the case, when the sharp reflex vertex corresponds to an insignificant indentation of
the contour.

The reason why sharp reflex vertices have a big impact on the form of the straight skeleton, is that
points in the defining wavefront close to such reflex vertices move much faster than other wavefront
points. In chapter 4, we introduce the linear axis, a new skeleton for polygonal shapes. It is related
with both the medial axis and the straight skeleton, being defined based on a wavefront propagation
process. The wavefront is linear, and propagates by translating its edges in a self-parallel manner, like
the wavefront defining the straight skeleton. The discrepancy in the speed of the wavefront points,
however, is decreased through the insertion, at each reflex vertex of the initial wavefront, of a number
of zero-length edges (named “hidden edges”). The linear axis is also a subset of the straight skeleton
of a modified version of the original polygon.

The insertion of hidden edges leads to linear skeletons that closely approximate the medial axis.
This chapter offers also a thorough analysis of the relation between the number of inserted hidden
edges and the quality of this approximation. We introduce the notion of ε-equivalence between
two skeletons. Nodes in the two skeletons are clustered based on a proximity criterion, and the ε-
equivalence between the two skeletons is defined as an isomorphism between the resulting graphs
with clusters as vertices. This allows us to compare skeletons based on their main topological struc-
ture, ignoring local detail. We give an algorithm for computing the number of hidden edges for each
reflex vertex such that the resulting linear axis is ε-equivalent to the medial axis. A linear axis, ε-
equivalent to the medial axis, can then be computed from the medial axis. The whole linear axis
computation takes linear time for polygons with a constant number of nodes in any cluster. There is
only a limited category of polygons not having this property. The fastest known algorithms for the
straight skeleton computation are sub-quadratic. Implementation results suggest that in practice only
a few hidden edges are necessary to yield a linear axis that is ε-equivalent to the medial axis. Also the
results of a decomposition based on the splittings of the linear wavefront defining the linear axis are
much more intuitive than the decomposition based on the straight skeleton. An instantiation of the
boundary decomposition framework introduced in chapter 2 that uses the linear axis is also presented.

We concentrate on the partial shape matching problem in chapter 5. Specifically, we were inter-
ested in evaluating how closely an ordered set of polylines is to being part of a given polygon, in the
given order in counterclockwise direction around the polygon. We introduce in this chapter a similar-
ity measure for such a part-based matching, that is based on the turning function representation of the
given polylines. We present two algorithms for computing this similarity measure: one straightfor-
ward O(km2n2)-time dynamic programming algorithm, and an O(kmn log mn)-time improvement
of it.

This similarity measure was tested in a part-based shape retrieval application. The retrieval prob-
lem we considered is the following: given a large collection of shapes and a query consisting of a set
of polylines, we want to retrieve those shapes in the collection that best match our query. The set of
polylines forming the query are boundary parts in a decomposition of a database shape. Specifically,
they are selected by the user from the parts resulting from applying the boundary decomposition
framework introduced in chapter 2 to the medial axis.

We compared this part-based approach to shape matching with a global shape matching tech-
nique, based on a curvature scale space representation (CSS) of the shape. As test set we used the
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CoreExperiment “CE-Shape-1” subset of the MPEG-7 database, for which the CSS matching has one
of the best reported retrieval rates. Experimental results indicate that for those classes with a low av-
erage performance of the CSS matching, our approach consistently performs better. A prerequisite of
such a performance of the part-based matching, however, is the selection of query parts that capture
relevant and specific characteristics of the shape. And this has to be done by the user in this approach
to part-based matching.

In the last chapter, we present another approach to part-based shape retrieval, in which the user
is relieved of the responsibility of identifying the parts with good discriminative power, so that he
maximizes his chances of finding similar shapes in the database. The query, in this case, is a polygon,
and in order to select among the large number of possible searches in the database with parts of
the query, the user interacts with the system over a few successive searches in the database. His
interaction, in the form of marking relevant results from those retrieved by the system, has the purpose
of allowing the system to guess what the user is looking for in the database.

This relevance feedback mechanism has two distinct steps. In a first, rough search in the database,
each database polygon has its constituent parts matched against the query polygon. The best matches
are shown to the user, who has to decide which are relevant to its query. In the successive iterations,
based on the set of results marked by the user as relevant, the system computes a set of parts of the
query polygon, that are used to re-search the database. In reconsidering the query, the system is trying
to guess from the user’s feedback which parts of the query are of interest to him, and thus with which
query parts to search the database. It then makes another search with those parts only.



Chapter 2

A Framework for Skeleton-based
Boundary Decomposition

There is evidence that, for the task of object recognition, the human visual system uses a part-based
representation. Biederman [27], for example, suggested that objects are segmented at regions of deep
concavity into an arrangement of simple geometric components such as blocks, cylinders, wedges,
and cones (he calls these components geons). In support of this view he conducted several exper-
iments on the perception of objects whose contours have been partially deleted. The experiments
showed that if small sections of the contours are deleted at regions of concavity, the components of
the object are not identified properly, which makes the objects unrecognizable. If pieces of the con-
tours are deleted at mid-segments of geons, recognition is less impaired, since deleted regions can be
replaced through collinearity or smooth curvature continuation (see figure 2.1).

Parts, has been argued, play also a role in object classification and categorization. Tversky and
Hemenway [145] examine the role of parts in determining the basic level of abstraction in a taxonomy.
The basic level categories are the most general categories having members with similar and recog-
nizable shapes; they are also the most abstract categories for which a single image can be formed as a
category (fish, and bird for example are basic categories in a taxonomy of animals). The experiments
conducted indicate that basic-level objects are distinguished from one another by means of their parts
(while a bird has two legs, wings, feathers, and beak, a fish has none of these), while members of
subordinate categories share parts but differ from one another in other attributes (different types of
birds have different ways of feeding or building nests).

In addition, parts allow matching and recognition that is robust under occlusion and local severe
distortion. Indeed, if the object to be recognized is partially occluded by other objects, a part-based
representation allows us to identify the object based on its visible parts. Moreover, as we already
noted in the introduction, parts are useful in matching and recognizing non-rigid objects.

In this chapter we present a framework for decomposing the boundary of a given polygon that uses
a skeleton of the shape. The skeletal branching points are points of special significance since they may
capture connections between different parts of the shape. One difficulty in using branching points
for a decomposition is that skeletons often have more branching points than connections between
parts. Moreover, a decomposition should not be affected by the sensitivity to noise of the skeleton.
The proposed decomposition framework, that is presented in section 2.2, applies to any skeleton,
provided that some additional information is given. This additional information allows on one hand
to identify those skeletal branching points that capture connections between parts, and on the other
hand to find out the boundary demarcation points between these parts. The decomposition results in
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Figure 2.1: When pieces of object contours are deleted in regions where they can be replaced through
collinearity or smooth curvature continuation (middle column), object recognition is not impaired.
When pieces of object contours are deleted at regions of concavity (right column), object recognition
becomes impossible. (Pictures are taken from Biederman [27].)
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a hierarchy of boundary parts. In section 2.3 the proposed framework is applied to the medial axis.
Results presented indicate that the decomposition is robust to noise, despite the sensitivity to noise of
the medial axis. The same framework is applied in chapter 4 to the skeleton introduced there.

2.1 Previous Work

Existing shape decomposition methods can be classified into those that are boundary-based, using
only contour information for extracting parts, and those that are region based, using information
about the interior of the shape.

Probably the most well known and influential approach in the first category is that proposed by
Hoffman and Richards [63]. Their minima rule (see also section 1.3.1) states that for any silhouette,
the negative curvature minima of the contour are boundary points that separate different parts. The
minima rule leads to a decomposition of the shape boundary into codons (see section 1.4).

Siddiqi and Kimia [129] proposed using minima of curvature in combination with the minima of
maximally inscribed radii. They observe that negative curvature minima do not always correspond
to intuitive part boundaries, and propose an augmentation to the minima rule, by considering pairs of
negative minima of curvature with a “smooth continuation” of their boundary tangents. They define
the smooth continuation of tangents as cocircularity, i.e. one boundary tangent continues to the other
along a circular arc. Such a pair of curvature extrema define a limb. Since using only minima of
curvature seems insufficient, Siddiqi and Kimia proposed to also partition the shape at its narrowings,
called necks. Formally, a neck is a minimum diameter of an inscribed circle. Limbs and necks
are also related to singularities (shocks) in a curve evolution process, based on a reaction-diffusion
equation, introduced by Kimia, Tannenbaum and Zucker [73]. A contour evolution under constant
deformation (contour points move along the normal with constant speed) is equivalent to Blum’s
grassfire interpretation of the medial axis (see section 1.3.1). The locus of shocks formed under
constant deformation of the boundary is thus the medial axis. The formation of the shocks however
provides additional information to the axis, and this is exploited in an organization of shocks into a
shock-graph [130].

Latecki and Lakämper [78] propose a contour evolution and hierarchical decomposition method.
They consider a simple contour simplification process: at every step, the two consecutive line seg-
ments with the least relevance, as defined by some relevance measure, are substituted with a single
line segment joining their endpoints. This process yields a hierarchy of simplifications, which are
used next in the decomposition, starting from the highest level in the hierarchy (corresponding to the
simplest shape in the evolution) down to the lowest level (corresponding to the original shape). The
parts of the contour at any level of the shape hierarchy are the maximal convex arcs.

Polygon decomposition is a well-established research area in computational geometry. There
is a substantial body of literature that focuses on developing efficient algorithms for partitioning or
covering a polygon with the smallest number of a particular type of subpolygons (triangles, convex,
monotone, spiral or star-shaped subpolygons), see [71] for a survey. The emphasis on the smallest
number of parts comes from the fact that polygon decomposition often serves as a preprocessing
step for many geometric algorithms. Many geometric problems have simpler and faster solutions
on such a restricted type of polygon, so the strategy of solving these problems for general polygons
is to decompose them into simpler parts, solve the problem on each part and combine the partial
solutions. For polygon recognition purposes, however, a minimal number of parts may not be a
desirable property of the decomposition. Moreover, the results of a decomposition into components
of a fixed type, convex polygons included, often correlate poorly with human judgement.
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Figure 2.2: The sensitivity to noise of the medial axis: small changes in the boundary may induce
significant changes in the medial axis.

2.2 Proposed Framework
We propose a boundary decomposition method based on a skeleton of the shape. The skeleton of a 2-
dimensional outline of an object is a 1-dimensional graph-like set composed of curve segments, joined
together at branching points. It represents the general form of the object. The skeleton of a simple,
closed contour has the graph structure of a tree. We can thus talk about nodes of the skeleton, and
edges or branches. A skeleton node may be of one of two types: ending point (corresponding to a leaf
in the skeleton tree structure) or branching point (corresponding to an internal node). The branching
points of a skeleton of the shape are points of special significance, since they may capture the binding
together of separate parts of the shape. This has been pointed out by Blum in the early 70’s when he
proposed a shape representation derived from the medial axis [30]. In the past decades, the medial
axis became the most popular skeleton, but using it to decompose a shape into perceptually significant
parts has been difficult due to its sensitivity to noise. Tiny changes in the boundary may induce rather
large changes in the medial axis, with new long branches being added to the skeleton (see figure 2.2).
Moreover, though the medial axis of a simple shape like a rectangle has two branching points, such a
shape is perceived as a single-part shape. Thus not all branching points signify connections between
parts of the shape.

We propose a simple decomposition technique that applies to any skeleton of the shape, provided
that a relevance value for each branching point, and a segmentation rule are given. The relevance
value should be positive for those branching points that signify a joint between parts of the shape,
and should be zero for other branching points. The segmentation rule indicates how to identify the
breakpoints between these parts on the boundary of the shape.

Let A be a simple polygon, and let S be a skeleton of A. We assume that the skeleton S is
endowed with the following information:

• A function ρ : B → R, on the set B of branching points of S, that gives a measure of the
relevance of each branching point in the skeleton S: a positive relevance ρ(b) of the branching
point b signifies a connection between parts of A; moreover, the larger the relevance ρ(b), the
more prominent these parts are.

• A function π that maps any skeletal point x to a subset π(x) of A, in such a way that:

i)
⋃

x∈S π(x) = A,

ii) for all points x in S, if S1, . . . ,Sk are the connected components of S\{x}, and π(Si) =
⋃

y∈Si
π(y), then:

(π(Si) ∩ π(Sj)) \ π(x) = ∅, ∀i 6= j,
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iii) π(Sj) is connected, and (
⋃k

j=1 π(Sj)) \ π(x) has exactly k connected components.
A function x ∈ S 7→ π(x) ⊂ A, with properties i)-iii) above is called a boundary-
correspondence function of skeleton S. For any skeletal point x, we call π(x) the boundary-
correspondence set of point x.

Property i) requests that the union of the boundary-correpondance sets of all points in the
skeleton covers the polygon. Property ii) implies that the boundary-correspondence sets of any
two subtrees of the skeleton S may share only points in the boundary-correspondence sets of
the intersection of these subtrees. Finally, some topological characteristics of the boundary-
correspondence function are expressed by property iii). For each branching point x ∈ S with k
incident branches, its boundary-correspondence set π(x) consists of k connected components.
Each connected component in A \ π(x) is a subset of the boundary-correspondence set of one
connected component in S \ {x}. (It is a subset since we may have π(Si)∩ π(Sj)∩ π(x) 6= ∅,
for any two connected components Si, and Sj of S \ {x}.)

• A segmentation rule Υ: We propose to segment the boundary of A at points in the boundary-
correspondence sets of the skeleton branching points. The segmentation rule identifies, for each
skeleton branching point b, the points in π(b) that mark the demarcation between two boundary
parts. Such points are called segmenting points. The highest relevant branching point must have
at least two segmenting points.

Given a skeleton S of A, endowed with a boundary-correspondence function π, a relevance func-
tion ρ, and a segmentation rule Υ, the proposed decomposition is an iterative process which results
in a hierarchy of boundary parts.

The first level of the hierarchy consists of parts induced by applying the segmentation rule to the
branching point in S with the highest positive relevance. If P ⊂ A is a boundary part of A, we denote
by π−1(P ) = {x ∈ S | ∃a ∈ P, such that a ∈ π(x)}. If P1, P2, . . . ,Pmi

are the parts at level i of the
hierarchy, the branching points with the highest positive relevance value in π−1(P1), . . . , π−1(Pmi

)
induce the next level of the hierarchy. If bj for example is the branching point in π−1(Pj) with the
highest positive relevance, each segmenting point in π(bj) divides one of the parts in level i of the
hierarchy into two. The process continues as long as there remain unhandled branching points of
positive relevance.

Figure 2.3 gives an illustration of this decomposition process. The skeleton of the shape in the
figure has three branching points, with the following ordering of their relevance values: ρ(b1) >
ρ(b2) > ρ(b3) > 0. The boundary-correspondence sets of these branching points are marked on the
shape by a thicker line style. The segmenting points in all these boundary-correspondence sets are
marked with arrows. Thus when handling the branching point with the highest relevance value (b1),
the segmentation rule decomposes the shape into three parts (since π(b1) contains three segmenting
points d1, d2, and d3) which are depicted in figure 2.3, lower row, left. When handling the next
branching point (b2), its segmenting points d4 and d5 (marked with grey arrows) subdivide one of
these parts. Finally, the only segmenting point d6 in π(b3) subdivides one of the parts in the second
level of the hierarchical decomposition.

The parts in each hierarchy level are uniquely defined by an ordered set of segmenting points
along the contour. Without loss of generality we can assume a counterclockwise ordering of these
points along the contour. If di and dj are two segmenting points, consecutive along the contour
at some level of the hierarchical decomposition, we denote by A(di : dj) the part having di and
dj as endpoints. The part A(di : dj) is the piece of A covered when walking from di to dj in
counterclockwise order along the contour.
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Figure 2.3: An example of the proposed boundary decomposition. (Top) Example boundary-
correspondence function π: the boundary-correspondence sets of the three skeletal branching points
are drawn in a thicker line style; the boundary-correspondence set of each skeletal branch is
marked along the contour. Example segmentation rule Υ: the segmenting points in each boundary-
correspondence set of a branching point are indicated by arrows. (Bottom row, from left to right) The
resulting hierarchical decomposition if ρ(b1) > ρ(b2) > ρ(b3).



2.2 Proposed Framework 39

The algorithm described above can be summarized as follows:

Algorithm HierarchicalDecomposition(A,S, π, ρ, Υ)
Input A simple polygon A, a skeleton S of A, a boundary-correspondence function π, a relevance
function ρ, and a segmentation rule Υ.
Output A hierarchical boundary-decomposition of A. The demarcation points between the parts in
level i of the hierarchy, in counterclockwise order along A, are returned in an ordered list Di.

1. Initialize the first iteration: i← 1.
2. Initialize the set of branching points handled in this iteration: Bi ← ∅.
3. Find the branching point b of S with the highest positive relevance ρ(b).
4. Add b to the set Bi, and mark b as handled.
5. while Bi 6= ∅
6. if (i = 1) Di ← empty list of segmenting points
7. else Di ← Di−1

8. for all nodes b in Bi

9. Insert in Di the segmenting points of π(b) as indicated by Υ.
10. Bi+1 ← ∅
11. mi ← size of Di

12. for all j ∈ {1, . . . , mi}
13. Pj ← A

(

Di[j] : Di[(j + 1) mod mi]
)

14. if π−1(Pj) contains unhandled branching points of positive relevance
15. Add to Bi+1 the unhandled branching point in π−1(Pj) with the highest

positive relevance, and mark this node as handled.
16. i← i + 1

Each iteration of the while loop in the above algorithm corresponds to one level of the hierar-
chical decomposition. More precisely, in iteration i we generate the ordered list Di of segmenting
points separating the parts in the decomposition level i (lines 6-9), and then compute the set B i+1 of
branching points that induce the next hierarchy level (lines 10-15). The algorithm stops when there
are no unhandled branching points of positive relevance left.

The time complexity of this algorithm depends on the complexity of the evaluation of the input
functions ρ and π, and on the time complexity of the segmentation rule Υ. For the computation of
the set of branching points Bi+1, we also have to identify the sets π−1(Pj) (see line 14). In section
2.2.1 we concentrate on the computation of the set of branching points that induce the next hierarchy
level (lines 10-15). We give there a few properties of the boundary-correspondence function π, that
lead us to a representation of this function, and a way of computing the set of branching points B i+1.

2.2.1 Refinement of the algorithm HierarchicalDecomposition

In this section we concentrate on the representation of the boundary-correspondence function π, and
the computation of the set of skeleton branching points that induce a level of the hierarchical boundary
decomposition.

We will first show that the boundary decomposition is associated with a hierarchical decomposi-
tion of the skeleton S into non-disjoint trees. Let P1, . . . , Pmi

be the parts in level i of the boundary
decomposition. For each part Pj , let Sj be the skeleton subgraph consisting of those branches B,
with B ⊂ {π−1(Pj)}. Level i of the hierarchical skeleton decomposition is made of the distinct
subgraphs in {S1, . . .Smi

}. Level i + 1 is obtained by decomposing some of the subgraphs in the
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previous level of the skeleton decomposition. We also consider a level 0 of the skeleton decomposi-
tion, given by {π−1(A)} = {S}. A branching point of π−1(Pj) is then a node in Sj . Thus the set of
branching points Bi that induce the level i (i ≥ 1) of the boundary decomposition consists of nodes
of highest positive relevance in the graphs at level i− 1 of the skeleton decomposition. The sets B i

can then be identified by computing the above hierarchical skeleton decomposition.
We give properties of the boundary-correspondence function π, that allows us to prove that the

subgraphs in the above skeleton decomposition are connected, and also lead us to an algorithm for
computing this decomposition. In this algorithm, the skeleton decomposition at some level i (i ≥ 1),
is obtained by subdividing those subgraphs in the skeleton decomposition at level i − 1, that have
a node in Bi. More precisely, we show how, every time we handle a node of Bi (by inserting its
segmenting points in Di - see line 9 of algorithm HierarchicalDecomposition), we can also subdivide
correspondingly the subgraph in the skeleton decomposition at level i−1 that contains this branching
point.

Hierarchical Skeleton Decomposition

We start by illustrating the skeleton decomposition with an example. The skeleton in figure 2.3 is
made of 7 branches denoted by B1, . . . ,B7. Since each connected component of π(b1) contains
one segmenting point, the properties i)-iii) of the function π imply that each part in the resulting
decomposition corresponds to one of the three connected components of A \ π(x). More precisely,
for the example in figure 2.3, we have that: A(d1 : d2) ⊆ π(B1), A(d2 : d3) ⊆ π(B2), and
A(d3 : d1) ⊆ π(∪7

k=3Bk). Since π(B1) \A(d1 : d2) ⊂ π(b1), we have that π−1(A(d1 : d2)) = B1.
Similarly, we have π−1(A(d2 : d3)) = B2, and π−1(A(d3 : d1)) = ∪7

k=3Bk, and thus the first
level of the skeleton decomposition consists of the subtrees B1, B2 and ∪7

k=3Bk. In the second level
of the hierarchical boundary decomposition, A(d3 : d1) is subdivided into A(d3 : d4), A(d4 : d5),
and A(d5 : d1) (see figure 2.3, bottom row, middle) following the handling of the branching point
b2 with the highest relevance in π−1(A(d3 : d1)) = ∪7

k=3Bk. The branching point b2 is also
the only branching point handled in this second iteration, since π−1(A(d1 : d2)) and π−1(A(d2 :
d3)) do not contain other branching points. Consequently, the skeleton decomposition at the second
level is given by: {B1,B2,B3,∪7

k=4Bk} (since π−1(A(d3 : d4)) = π−1(A(d5 : d1)) = B3, and
π−1(A(d4 : d5)) = ∪7

k=4Bk). Finally, the last level of the skeleton decomposition is given by:
{B1,B2,B3,∪6

k=4Bk,B5 ∪ B7} (since π−1(A(d4 : d6)) = B5 ∪ B7, and π−1(A(d6 : d5)) =
∪6

k=4Bk). Notice that the skeleton subgraphs in a level of the skeleton decomposition may share
branches.

Let S denote the directed graph obtained from S, by replacing each branch B of S with two
directed, opposite half-edges B and twin(B). The above illustrated hierarchical decomposition of S
is equivalent, we will show below, with a hierarchical decomposition of S. In the rest of this section
we formalize this decomposition of S, and describe its computation.

In order to define a boundary-correspondence function π for S, we make the following observa-
tions:

- each node bi of S has a boundary-correspondence set π(bi) made of k connected components,
where k is the number of skeleton branches incident in bi;

- each point x inside a skeleton branch of S has a boundary-correspondence set made of two
connected components.

Obviously each point inside a branch B of S appears twice in S, once as a point of B, and once as
a point of twin(B). If x is a point inside a branch B of S, one of the connected components of π(x)
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Figure 2.4: If x is a point inside the half-edge from bi to bj , its boundary-correspondence set π(b)
lies between a point a ∈ π(bi) and a point b ∈ π(bj), such that any other point z, outside this edge,
has the set π(z) \ π({bi, bj}) disjoint of A(a : b).

lies, by convention, to right of B, and the other to the left of the same half-edge. The component
of π(x) that lies to the right of B is the one that is reached first when walking in counterclockwise
order around A from an arbitrary point of π(bi), where bi is the source node of B. In figure 2.3, for
example, if x is a point inside B5, the half-edge of B5 directed from b2 to b3, the component of π(x)
that lies to the right of B5 is the one included in A(d4 : d6). Obviously, a connected component of
π(x) lies to the left of B if it lies to the right of twin(B).

With this convention, we consider π to be given by :

• π(bi) = π(bi), for all nodes bi of S;

• for any point x inside a half-edge B, π(x) = the connected component of π(x) lying to the
right of B.

Each point inside a half-edge of S has thus a boundary-correspondence set π(x) consisting of one
connected component.

The following two lemmas characterize the boundary-correspondence set π(B) of a half-edge
B of S, and are used in describing and computing the above mentioned hierarchical decomposition
of S. Together, they express that fact that the boundary-correspondence set of the points inside the
half-edge B, from bi to bj , consists of points lying between a connected component of π(bi) and a
connected component of π(bj), that are closest along the contour. Here, “closest along the contour”
means that no other connected component of π({bi, bj}) lies in between these components.

Lemma 2.1 Let B be a half-edge of S from node bi to node bj . If x is a point inside B, and y ∈ π(x),
then there exists a ∈ π(bi) and b ∈ π(bj) such that y ∈ A(a : b), and for any point z of S \B, we
have (π(z) ∩ A(a : b)) ⊂ π({bi, bj}).

Proof: Let Si
x and Sj

x be the two connected components of S\{x}, where the notations were chosen
to indicate that bi ∈ Si

x, and bj ∈ Sj
x. From the properties of the boundary-correspondence function

π, we have that π(Si
x) is connected and contains all points of π(bi). Similarly, π(Sj

x) is connected
and contains all points of π(bj). Since A \ π(x) =

(

π(Si
x)
⋃

π(Sj
x)
)

\ π(x), and it consists of two
connected components, let π(Si

x) \ π(x) = A(y1 : y2) and π(Sj
x) \ π(x) = A(y3 : y4) (see figure

2.4). If y is an arbitrary point of π(x), obviously y ∈ π(x), and thus it follows that y ∈ A(y2 : y3) or
y ∈ A(y4 : y1). More precisely, from the way we defined π, it results that y ∈ A(y2 : y3).

We select a to be the point in π(bi), closest to y2 along A(y1 : y2), and b to be the point in π(bj)
closest to y3 along A(y3 : y4). Obviously, we have y ∈ A(a : b).
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Figure 2.5: If y is a point in A(a : b), where a ∈ π(bi) and b ∈ π(bj) satisfy the conditions in lemma
2.2, then a point x outside the acyclic path from bi to bj may not have y ∈ π(x).

It remains to show that for any point z of S \ B we have (π(z) ∩ A(a : b)) \ π({bi, bj} = ∅.
Suppose, for the sake of contradiction, that there exists a point z ∈ S \B, such that (π(z) ∩ A(a :
b)) \ π({bi, bj} 6= ∅. Let u be a point in (π(z) ∩ A(a : b)) \ π({bi, bj}).

Notice that S \B, consists of ki − 1 connected components from S \ {bi}, and kj − 1 connected
components from S \ {bj}, where ki and kj is the degree in S of node bi and bj , respectively. The
only connected component of S \ {bj} that is not in S \B is the one that contains the node bi. Let
Si

j denote this connected component of S \ {bj}. Also, the only connected component of S \ {bi}
that is not in S \B is the one that contains the node bj . Let Sj

i denote this connected component of
S \ {bi}.

Regarding z, we distinguish two cases: either z ∈ S \B, or z ∈ twin(B).
We first consider the case when z ∈ S \B. Specifically, let z be in a connected component Sk

i of
S \ {bi}, other than Sj

i . Since z ∈ Si
x, we have π(z) ⊂ A(y4 : y3), thus u ∈ A(y4 : y3)∩A(a : b) =

A(a : y3) Let v be a point of π(z) closest to y4 along A(y4 : y3).
Among the connected components of S \ {z}, there is only one Sij

z that contains B, and its
endpoints bi and bj . The properties of the boundary-correspondence function π imply then that π(Sij

z )
is a connected subset of A, that contains all the points of π(B). From the properties of the boundary-
correspondence function π we have then that π(Sij

z ) ⊂ A(u : v). Since a ∈ π(bi) ⊂ π(Sij
z ),

we should have a ∈ A(u : v), which is false. Thus, in the case that z ∈ S \ B, we must have
(π(z) ∩ A(a : b)) \ π({bi, bj} = ∅.

It remains to consider the case when z lies inside twin(B). If for such a point, we would have
(π(z) ∩ A(a : b)) \ π({bi, bj} 6= ∅, let u ∈ π(z), such that u ∈ A(a : b), and u /∈ π({bi, bj}. Let v
be a point in π(z) such that v ∈ π(B). From the way we defined π, since v ∈ π(B), it results that
v ∈ A(a : u). On the other hand, since u ∈ π(z), and z ∈ twin(B), we should have u ∈ A(b : v).
But this relation can not occur at the same time with v ∈ A(a : u). Thus, in this case we also have
(π(z) ∩ A(a : b)) \ π({bi, bj} = ∅. 2

If y is an arbitrary point of A, let π−1(y) = {x ∈ S | y ∈ π(x)}. With this notation, we have:

Lemma 2.2 Let bi and bj be two nodes of S. If a and b are points in π(bi) and π(bj), respectively,
belonging to connected components of π({bi, bj}) that are closest along the contour, and such that
A(a : b) does not contain any point in π(B) \ π({bi, bj}), where B is the set of nodes of S, then for
any y ∈ A(a : b) \ π({bi, bj}), π−1(y) lies on the unique acyclic path from bi to bj .

Proof: Obviously, there exists a unique acyclic path in S from bi to bj . Let y be a point of A(a :
b) \ π({bi, bj}). Let us assume that at least one point x of π−1(y) does not lie on the acyclic path
from bi to bj .
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Let Sj
i denote the connected component of S \ {bi}, containing bj . Similarly, Si

j denote the
connected component of S \ {bj}, containing bi.

Regarding x, we distinguish three cases:
- x ∈ S \ ({bi} ∪ Sj

i );
- x ∈ S \ ({bj} ∪ Si

j);
- x lies on the acyclic path from bj to bi.
The first two cases are similar, so we treat only the first one. Let Sx

i denote S \ ({bi} ∪ Sj
i ), and

let A(y1 : y2) be the shortest connected subset of A including π(Sx
i ) \ π(bi). Since π(Sx

i ) \ π(bi)

and π(Sj
i ) \ π(bi) are disjoint, it follows that A(y1 : y2) does not contain a, and b, but it contains

y. This implies that y1 ∈ A(a : y) and y2 ∈ A(y : b) (see figure 2.5 (a)). Notice that Sj
i \ π(bi)

is a connected component in A(y2 : y1), that contains b. Since Sj
i \ π(bi) and A(y1 : y2) are two

connected components of A separated only by points of π(bi), it follows that there exists a point of
π(bi) in A(y2 : b), that is also in a connected component of π(bi), other than that containing a. This
however contradicts our assumption that a and b lie in connected components of π({bi, bj}) that are
closest along the contour. Thus it is not possible that x ∈ S \ ({bi} ∪ Sj

i ).
We now treat the last case, when x lies on the path from bj to bi. Let then bk and bl be the source

and, respectively, destination node of the half-edge containing x. From lemma 2.1, it results that there
exists a point c ∈ π(bk), and a point d ∈ π(bl) such that y ∈ A(c : d). From the fact that A(A : b)
does not contain any point in π(B) \ π({bi, bj}), we have that c, d ∈ π({bi, bj}). Moreover since a
and b lie in connected components of π({bi, bj}) that are closest along the contour, we conclude that
c ∈ pi(bi), and d ∈ π(bj).

Let y′ ∈ π( twin(x)), where twin(x)) is twin of x lying on the half-edge from bl to bk. From
lemma 2.1, we have that y′ ∈ A(d : c) (see figure 2.5 (b)).

Let Si
x be the connected component of S\{x}, containing bi. From the properties of the function

π, since y, y′ ∈ π(x), it follows that we have either π(Si
x) ⊂ A(y : y′) or π(Si

x) ⊂ A(y′ : y). Since
π({bi, bl}) ⊂ Si

x, we should have both c and d lying either in A(y : y′) or in A(y′ : y), which is not
possible (because y′ ∈ A(d : c) and y ∈ A(c : d)).

We can conclude thus that there is no point x ∈ π−1(y) that lies outside the acyclic path from bi

to bj . 2

The following lemma makes the connection between the hierarchical boundary decomposition
and a hierarchical skeleton decomposition.

Lemma 2.3 If P1, . . . , Pmi
are the parts in level i of the boundary decomposition, and Sj denotes the

subgraph of S made of the half-edges B, with B ⊂ π−1(Pj), then {S1, . . . ,Smi
} is a decomposition

of S into directed, connected graphs .

Proof: Let Pk be an arbitrary part in level i of the boundary decomposition. Let us assume that
Pk = A(di : dj), where di and dj are segmenting points in the boundary-correspondence sets of
nodes bi and bj , respectively.

We show that Sk is a connected subgraph of S. Let B denote the set of nodes of S. From each
connected component of π(B) ∩ A(di : dj), that does not contain di or dj , we select one arbitrary
point. Let {yk1 , . . . , ykp

} denote this set of points in counterclockwise order along the contour. Let
bki

denote the node in B with yki
∈ π(bki

), for i ∈ {1, . . . , p}. From lemma 2.2, it results that there
exists an acyclic path Bik1 from bi to bk1 , and π−1(A(di : bk1)) ⊂ Bik1 . The proof of lemma 2.1,
and lemma 2.2 ensure that any point x inside Bik1 , has the property that π(x) ∈ A(di : bk1). We
can thus conclude that π−1(A(di : bk1)) = Bik1 The same lemmas imply that there exists an acyclic
path Bkiki+1 from bki

to bki+1 , and π−1(A(bki
: bki+1)) = Bkiki+1 , for all i ∈ {1, . . . , p − 1}.
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Also π−1(A(bkp
: bj)) = Bkpj , where Bkpj denotes the acyclic path from bkp

to bj . It follows that
π−1(A(bi : bj) = Bik1 ∪ (∪p−1

i=1 Bkiki+1) ∪Bkpj , which is a connected subgraph of S.
2

It remains to prove the equivalence of the above decomposition of S, with the decomposition
of S introduced at the beginning of this section. Let {S1, . . . ,Smi

} be the graphs in level i of the
skeleton decomposition of S. If Sj is the graph made of the half-edges in π−1(Pj) we have that
Sj ⊂ π−1(Pj). Let Sj be the subtree of S obtained from Sj , by removing the orientation of its
half-edges (opposite half-edges collapse into one un-oriented edge). From the way the function π
was defined, we have that π(Sj) ⊃ π(Sj). We will now show that Sj does not contain any branch
that is not in π−1(Pj). Indeed, if the opposite would be true, and x would be a point inside such
a branch, such that x /∈ π−1(Pj), then π(x) ∩ Pj = ∅. This also means that π(x) ∩ Pj = ∅, and
π(twin(x)) ∩ Pj = ∅ and thus x, twin(x) /∈ π−1(Pj). But this contradicts the fact that either x or
twin(x) lies in Sj , about which we know that Sj ⊂ π−1(Pj). Thus we have that Sj ⊂ π−1(Pj).
Moreover, we can similarly show that any branch of S, fully contained within π−1(Pj), it lies in Sj .
Thus Sj consists of the branches of S, fully contained within π−1(Pj).

Computing the Hierarchical Skeleton Decomposition

We next describe the computation of the above described hierarchical decomposition of S. Let Sj

be a graph in level i of this decomposition of S that contains at least one unhandled node of positive
relevance. The unhandled node bj of Sj of highest positive relevance is one of the nodes of Bi+1,
the set of branching points that induce the level i + 1 of the boundary decomposition. At the same
time bj induces a decomposition of Sj , into subgraphs, contained in level i + 1 of the above skeleton
decomposition. These subgraphs, we will show in this section, can be identified in one traversal of
Sj . More precisely, starting from bj we traverse Sj , such that each half-edge is visited exactly once.
Whenever a half-edge is visited, it is inserted in a subgraph of Sj .

Before detailing the way the subdivision of a graph in the above decomposition is done, we rewrite
the algorithm HierarchicalDecomposition. The lines 10-15 of the algorithm HierarchicalDecompo-
sition, where the computation of the set of branching points inducing the next level of the boundary
decomposition takes place, are replaced by line 12 in the algorithm below. In this line we decompose
the graph in the level i of the skeleton decomposition containing the branching point bj ∈ Bi that
is currently handled. Thus while we handle the branching points in Bi (and compute this way the
level i of the boundary decomposition), we also compute the level i + 1 of the associated skeleton
decomposition. Any branching point in Bi+1 is an unhandled node of highest positive relevance in a
graph in level i of the skeleton decomposition. Thus the set Bi+1 can be identified when computing
the level i of the skeleton decomposition, since the graphs in this level are traversed when computed.

Algorithm HierarchicalBoundaryAndSkeleletonDecomposition(A,S, ρ, π, Υ)
Input A simple polygon A, a skeleton S of A, represented as a directed graph S, a relevance function
ρ, a boundary-correspondence function π, and a segmentation rule Υ.
Output A hierarchical boundary decomposition of A. The demarcation points between the parts in
level i of the hierarchy, in counterclockwise order along A, are returned in a list Di. A hierarchical
decomposition SD of S into disjoint, connected graphs is updated in each iteration.
1. Initialize the first iteration: i← 1.
2. Initialize the set of branching points handled in this iteration: Bi ← ∅.
3. Initialize the skeleton decomposition SD = {S}.
4. Find the branching point b of S, with the highest positive relevance ρ(b).
5. Add b to the set Bi, and mark b as handled.
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Figure 2.6: The two segmenting points d1 and d2 in the boundary-correspondence set of node b2

induce a decomposition of the shape A above into two parts A(d1 : d2) and A(d2 : d1). The
corresponding skeletal decomposition consists of two trees: one spanned by nodes b1, b2, b3, one the
other spanned by b2, b4, b5 and b6.

6. while Bi 6= ∅
7. if (i = 1) Di ← empty list of segmenting points
8. else Di ← Di−1

9. Bi+1 ← ∅
10. for all nodes bj in Bi

11. Insert in Di the segmenting points of π(bj) as indicated by Υ.
12. Decompose the graph Sj in the decomposition SD of S that contains bj .

Identify in the resulting subgraphs the unhandled branching points
with the highest positive relevance, and add these to Bi+1.

13. i← i + 1.

We now detail the step 12 of the above algorithm. In this step, given a particular graph Sj in the
current decomposition SD and its branching point bj of highest positive relevance, we decompose
this graph, and at the same time identify the unhandled branching points of positive relevance to be
handled in the next iteration. The decomposition of Sj is done in one traversal of this graph, starting
from bj , such that each half-edge is visited exactly once.

We start by describing the representation of the function π, that is needed in this process. We
assume that:

• for each branching point bi ∈ S, we know the components of π(bi);

• for each connected component of π(bi), we have a link to the half-edge of S, having bi as a
source node, and whose boundary correspondence set neighbours this component;

• for each half-edge of B ∈ S, having bj as a target node, we have a link to the connected
component of π(bj) that neighbours π(B).

Also for each branching point bi ∈ S of positive relevance, let Υ(bi) denote the set of segmenting
points , obtained from the segmentation rule, applied to node bi; we assume that each point in Υ(bi)
is also linked to the component of π(bi) that contains it (this, for avoiding an inclusion check).
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The traversal of Sj is done as follows. We select an arbitrary segmenting point d in Υ(bj), and
let πd(bj) be the connected component of π(bj) containing d. The first half-edge we visit is the half-
edge having bj as source node whose boundary-correspondence set is first encountered when walking
from d in counterclockwise order along A (i.e. the half-edge linked to πd(bj)). If B denotes the last
visited half-edge, and bk is the target node where this half-edge, the next half-edge to be visited is
given by the half-edge of Sj with source bk, not yet visited, whose boundary-correspondence set is
first encountered when walking from a point on the connected component of π(bk) linked to B (i.e.
it is the half-edge linked to the connected component of π(bk), that is linked to B). If there is no
such half-edge incident to bk, we continue by returning to the last visited half-edge to have such a
successor in Sj .

At the beginning of the traversal of Sj , the decomposition of Sj consists of an empty subgraph.
Each edge that is visited is inserted in this subgraph as long as the connected component of π(bk),
linked to the last visited half edge B with target node bk, does not contain a segmenting point from
Di. A new empty subgraph becomes the current subgraph each time the last visited half-edge points
to a connected component of the boundary-correspondence set of its target node that contains a seg-
menting point from Di.

We now illustrate this process with a simple example. The skeleton S of the shape in the fig-
ure 2.6 has two branching points (b2 and b4) and four ending points (b1, b3, b5, b6). The boundary-
correspondence sets of these nodes are marked with a thicker line style. The boundary-correspondence
sets of the half-edges in S are also marked on the figure, where Bij denotes the half-edge from bi to
bj . Let us assume that b2 induces a decomposition of S, through two segmenting points d1 and d2,
marked with arrows in the figure. The traversal of S is done as follows. We select the segmenting
point d2, for example. Then the first edge visited is B24, followed by B45, B54, B46, B64, B42.
Since the connected component of π(b2), neighbouring π(B42) contains the segmenting point d1, we
introduce a new empty subgraph to the decomposition of S. The first half-edge inserted in this new
graph is B21, followed by B12, B23 and B32. We are back in b2 and all half-edges of S have been tra-
versed once. The decomposition of S consists of two subgraphs, one given by B12∪B21∪B23∪B32,
and the other containing the remaining half-edges of S.

Notice that the traversal of Sj is equivalent with a traversal of π(Sj) in counterclockwise order
along A (this results from the proof of lemma 2.3). Also Sj is made of the skeleton edges in π−1(Pj),
where Pj is a part in level i−1 of the boundary decomposition. The traversal of Sj is thus equivalent
with a traversal of Pj starting from an arbitrary segmenting point d in π(bj), and ending in the same
segmenting point. Moreover, each subpart P of Pj in level i of the boundary decomposition has the
property that the skeletal edges in π−1(P ) form a subgraph in the decomposition of Sj . This ensures
the correctness of the above described decomposition for the graphs in SD.

We now analyse the time complexity of the algorithm HierarchicalBoundaryAndSkeletonDecom-
position. We need for this to make a few assumptions regarding the evaluation of the functions ρ and
π and the segmentation rule Υ. Let us suppose that the value of the relevance function ρ in any
skeleton branching point can be evaluated in constant time. Let also assume that the segmentation
rule Υ identifies each segmenting point in Υ(bj) in constant time, for any skeleton branching point
bj . Regarding the representation of the boundary-correspondence function π, we already made a few
assumptions at the beginning of this section. Let also assume that the boundary-correspondence sets
of all skeleton nodes are stored in counterclockwise order along A. This allows us to decide in con-
stant time whether a segmenting point dk, when inserted in the list Di in line 11, should go to the left
or right of a segmenting point dl ∈ Di.

The ordered list Di is computed at iteration i (lines 10-11) in O(mi−1 +
∑mi

k=mi−1
log k) =

O(mi log mi) time, where mi is the number of parts in level i of the decomposition. The traversal



2.3 An Application of the Proposed Framework 47
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Figure 2.7: If ρ(b1) > . . . > ρ(b5) > 0, when handling the i-th branching point, we have to traverse
a graph made of 2n− 2(i− 1) half-edges.

of Sj (line 12) is actually a depth-first traversal, thus it takes O(nj)-time, where nj is the number of
half-edges in Sj . Iteration i of the while loop in the algorithm HierarchicalBoundaryAndSkeleton-
Decomposition takes thus O(mi log mi) + O(Ni) time, where mi is the number of boundary parts
in the level i of the hierarchy, and Ni is the total number of half-edges in all subgraphs of the current
skeleton decomposition that are traversed in this iteration.

A worst case example for the skeleton decomposition computation is depicted in figure 2.7. All
branching points of the skeleton in the figure have a positive relevance, and they form a path in the
skeleton, such that the relevance of the branching points is monotone along the path. When handling
the i-th branching point, we have to traverse a graph made of 2N − 2(i − 1) half-edges, where N
is the number of branches in the un-oriented skeleton. The the whole skeleton decomposition takes
∑(N−1)/2

i=0 O(2N − 2(i − 1)) = O(N2). If only k branching points of the path have a positive
relevance, the skeleton decomposition takes O(k(2N − k)).

We can thus conclude that for a given simple, closed contour A, and a skeleton S of A, endowed
with a boundary-correspondence function π, a relevance function ρ, and a segmentation rule Υ,
satisfying the assumptions above, the corresponding hierarchical boundary decomposition of A can
be computed in O(m log m)+O(k(2n−k)), where n is the number of vertices in A, m is the number
of boundary parts in the last hierarchy level, and k is the number of levels in the decomposition.

2.3 An Application of the Proposed Framework
In this section we give an application of the proposed framework based on the medial axis. Another
application, based on a linear approximation of the medial axis, the linear axis, can be found in
chapter 4. Section 2.3.1 describes the medial axis; we give here a classification of the events in the
wavefront propagation defining the medial axis. This is used in defining the segmentation rule, and
also in computing a simplification of the medial axis. The simplified medial axis is used in identifying
the branching points of the medial axis that incorporate connection information about parts.

2.3.1 Medial Axis
A picturesque definition of the medial axis, the so-called grassfire analogy, was given in section 1.3.1.
We now take a closer look at this propagation process.

Given a polygon A, the set of points U(d), inside A, having some fixed distance d to A is called
a uniform (isotropic) wavefront (see figure 2.8). The wavefront U(d) is the inner envelope of circular
waves of radius d generated from every point of A. It is thus composed of straight line segments and
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Figure 2.8: The medial axis is traced in a wavefront propagation process. Instances of the wavefront
are drawn in dotted line style. The dashed lines are not part of the medial axis (drawn with continuous
line style). The events occurring in the propagation process are marked by disks and boxes.

circular arcs, referred to in the rest of this chapter as wavefront elements. As the distance d increases,
the wavefront points move at equal, constant velocity along the normal direction, a process that is
called uniform wavefront propagation. The propagating wavefront has the following property: when
waves from one direction intersect waves from another direction the wavefront undergoes cancellation
at the intersection points (also called quench points). The medial axis of A is defined as the set of
quench points, and it is made of straight line segments and parabolic arcs. The medial axis has a
tree structure and contains nodes of degree 1 (vertices of A), nodes of degree 2 (breakpoints between
parabolic arcs and line segments) and nodes of degree 3 or larger (branching points).

In the propagation process, the wavefront changes continuously between certain events, when the
configuration of the wavefront changes. There are two main types of such events:

1. Element Annihilation : An element of the wavefront (line segment or circular arc) may collapse
into a point, its neighbouring elements becoming adjacent. We distinguish:

(a) Concave Element Annihilation: The element that annihilates in the event is a circular arc
(see figure 2.8, where such events are marked by black disks); in such an event a concavity
of the wavefront smoothes out.

(b) Convex Element Annihilation: The element that annihilates in the event is a line segment
(see figure 2.8, where such events are marked by grey disks).

(c) Front Annihilation: A special case of an element annihilation event is when all elements
of a wavefront component collapse simultaneously into a point, or into one or more seg-
ments (see figure 2.8, where such events are marked by grey boxes).

2. Wavefront Splitting: Elements of the wavefront may bump into another, splitting the wavefront
into two components (see figure 2.8, where such an event is marked by a black box).

2.3.2 Medial Axis Simplification
Most of the algorithms for medial axis computation from raster data incorporate some regularization
in order to overcome the sensitivity to noise of the skeleton. The regularization is either in the form
of boundary preprocessing, or in the form of pruning the resulting skeleton. The preprocessing of the
boundary consists of boundary smoothing, while in the pruning process, “superfluous” branches of
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the resulting skeleton are deleted. Most of the pruning methods are based on computing a significance
measure for the skeletal points, followed by the deletion of all skeletal points whose significance
measure is lower than a threshold. An example of such a significance measure is the velocity of
tracing the skeletal branches in the wavefront propagation [97] . The velocity by which a skeletal
branch is traced depends on the angle between the tangents of the corresponding boundary points.
More precisely, the velocity of a skeletal branch traced by the intersection of two wavefront elements
with an angle α between their tangents, is given by 1/cos(|α− π|/2). Another significance measure
is given by the lengths ratio of the branch and the boundary it unfolds [104] . Other significance
measures use the radius function and the branch length function. In [47] skeletal points with smaller
radii are deleted, and in [112] all branches are uniformly shortened by a given length (the maximal
value of the radius function). Other pruning methods are described in [127].

Our simplified version of the medial axis is intended to retain only the most significant spines of
the skeleton. That is, the edges of the simplified skeleton should be the main symmetry axes of the
parts composing the shape. The least significant edges, we noticed, are those incident to the polygon,
and those traced by a convex angle of the wavefront, whose incident edges propagated from edges of
a convex chain of the polygon.

The skeleton simplification uses a node classification: the skeletal nodes are grouped into classes
based on their formation in the propagation process. The formation criterion gives us five types of
nodes in the skeleton M: vertices of A, convex element annihilations, concave element annihilations,
front annihilations and wavefront splittings.

The simplification consists of successively removing edges with one endpoint of degree 1, that
is either generated in a convex element annihilation or is a vertex of A. Such an edge is called a
spurious edge. Notice that in the simplification the connectivity of the skeleton is preserved. The
algorithm for the medial axis simplification can be summarized as follows:

Algorithm SimplifyMedialAxis
Input A simple polygon A, the medial axis M of A.
Output A simplified skeleton M′.
1. M′ ←M
2. while M′ contains spurious edges do
3. e← spurious edge of M′

4. Remove e from M′.

A few examples of results of this medial axis simplification are given in figure 2.9.

2.3.3 A Boundary Decomposition based on the Medial Axis
Let M denote the medial axis of a simple polygon A. In order to apply the framework described in
section 2.2, we have to define a boundary-correspondence function π, a relevance function ρ, and a
segmentation rule Υ.

The function that associates to each point x ∈ M the set of points in A that quench in x in the
propagation is the boundary-correspondence function π. Note that for any x ∈ M, π(x) consists
of a finite number of points. These are the points where the maximally inscribed disk centered at x
touches A.

We now define the relevance function ρ. In other words, we have to identify those branching
points of M that incorporate connection information about parts of A, and also define an order in
which these points are handled in the decomposition process. Those branching points that do not
incorporate connection information will have a relevance value zero, and in order to identify them we
compute the simplified version M′ of the medial axis. The branching points of this simplified skeleton
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Figure 2.9: Medial axis (left) and its simplification (right).
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have a positive relevance; the relevance of such a branching point is defined based on the moment in
time in the propagation process when the branching point was generated. All other branching points
of M have relevance zero. The only branching point in M, that may not be a branching point of M′,
but still has a positive relevance is the latest occuring front annihilation. Such a situation occurs for
example in the elephant shape example in figure 2.9. If t(b) denotes the moment in the propagation
process when the branching point b is generated, the relevance value of b is given by:

ρ(b) =







t(b) if b is branching point in M′, or
b is the latest occuring front annihilation ;

0 otherwise.
(2.1)

Finally, we have to define the segmentation rule Υ. Let b be a branching point of M of relevance
ρ(b) > 0. A boundary point p, where the maximally inscribed disk Db centered at b touches A,
and such that the radius of Db is a local maximum among the radii of the maximally inscribed disks
touching A in a vicinity of p, constitute a breakpoint between two parts of A. In other words, a point
p ∈ π(b) is a segmenting point if and only if the points in any arbitrarily small vicinity of p in A
quench before p in the propagation process.

Notice that if b is generated in a front annihilation event, all the points in π(b) are segmenting
points. If b is generated in a convex or concave element annihilation, the number of segmenting points
in π(b) is equal to the number of wavefront elements collapsing in the event. The segmenting points
are those points where the maximally inscribed disk centered at b touches the reflex vertices and/or
line segments that in the propagation give rise to the collapsing elements.

2.3.4 Results
A few examples of results of this medial axis simplification were given in section 2.3.2 (see figure
2.9). Although the medial axis differs widely across various polygonal approximations of a given
shape, its simplification is relatively stable. Figures 2.10 and 2.11 illustrate the changes in the medial
axis (left column) and the simplified medial axis (right column) for various polygonal approximations
of the contour extracted from the binary image on top of the figure. These approximations were
obtained as follows. The outer closed contour of the object in the binary image was extracted. In this
contour, each pixel corresponds to a vertex. The number of vertices were then decreased by applying
the Douglas-Peucker [49] polygon approximation algorithm.

A very simple example of the resulting boundary decomposition hierarchy can be seen in figure
2.12. The branching point with the highest relevance, corresponding to the latest front annihilation
event to occur in the propagation, induces a decomposition of the shape into three parts (see 2.12 (c)),
which form the first level of the resulting hierarchy. The only remaining branching point of the sim-
plified medial axis (in 2.12 (b)), corresponding to an edge annihilation event, induces a decomposition
of one of the parts in the first hierarchy level into two (see 2.12 (d)).

Other examples with results of the proposed decomposition are given in figure 2.13. The medial
axis and its corresponding simplification that lead to these decompositions are illustrated in figure
2.9.

2.4 Concluding Remarks
In this chapter we introduced a boundary decomposition method that uses the branching points of
a skeleton of the shape. The use of the original medial axis for shape decomposition is hampered
by its sensitivity to noise. In order to identify those branching points that incorporate connection



52 A Framework for Skeleton-based Boundary Decomposition

Figure 2.10: A binary image (top) and the medial axis (left column) and the simplified medial axis
(right column) of polygonal approximations with 100 (upper row), 50 (middle row) and 30 (lowest
row) vertices of the contour in the binary image.
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Figure 2.11: A binary image (top) and the medial axis (left column) and the simplified medial axis
(right column) of polygonal approximations with 150 (upper row), 100 (middle row) and 55 (lowest
row) vertices of the contour in the binary image.
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(a) (b) (c) (d)

Figure 2.12: An example of the proposed boundary decomposition. (a) Medial Axis. (b) Simplified
Medial Axis. (c) First level of the hierarchical decomposition. (d) Second level of of the hierarchical
decomposition.

information about different parts of the shape we proposed to use a simplification of the medial axis.
The simplification process uses the formation of nodes in the propagation process, and examples
presented suggest it is able of retaining the most significant branches of the medial axis. Moreover,
although the medial axis is very sensitive to noise, its simplification is more stable. Because of this,
the resulting decomposition is also relatively robust to noise.

In chapter 4, we present another instantiation of the framework, using the linear axis, a straight
skeleton closely approximating the medial axis. The proposed framework is used in a part-based
shape retrieval application described in chapter 5.
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Figure 2.13: The proposed boundary decomposition for the medial axis and its corresponding sim-
plification from figure 2.9.





Chapter 3

A Decomposition based on the
Straight Skeleton

In the previous chapter we introduced a boundary decomposition framework based on a skeleton
of the polygonal shape. An instantiation of the framework based on the medial axis was also pre-
sented. In this chapter we present a decomposition of the interior of a polygonal shape, based on
the straight skeleton, a variant of the medial axis, introduced by Aichholzer and Aurenhammer [6].
Previous applications of the straight skeleton include architecture (computation of a fixed-slope roof
of a building over a given set of walls [7]), and geographic information systems (terrain reconstruc-
tion from a given river network [6]). Similar to the grass-fire analogy of the medial axis, the straight
skeleton is defined by a wavefront propagation process. The wavefront is linear and propagates by
translating its edges inward at a fixed rate. The counterparts of the medial axis branching points,
called nodes, are induced by changes of the wavefront configuration (called events). The nodes and
the way they are generated are also central to this decomposition method. The wavefront events as-
sociated with the nodes endows them with additional information, in the same way as shocks add a
coloring to the medial axis points in shock graphs [130]. We exploit this information in deciding how
the node contributes to our decomposition (globally, locally or not at all). This results in a two-step
decomposition. Nodes corresponding to splittings of the propagating wavefront (split events) lead
to a decomposition into non-overlapping polygons. These are usually the most striking parts of the
polygon. Nodes corresponding to annihilations of edges (edge events) lead to a local simplification of
the boundary of these parts, together with a removal of smaller protrusions. The successive boundary
simplifications constitute the second step of our decomposition. The final output is a decomposition
into overlapping polygons. In both stages, the actual computation of the parts is based on a backward
propagation process, similar to the inward propagation that generates the skeleton.

The rest of this chapter is organized as follows. In section 3.1 we present the straight skeleton.
Specifically, we discuss its relation with the medial axis, give a complete categorization of the events
occurring in the wavefront propagation and give a few properties useful in the rest of the chapter. We
detail the proposed decomposition method in section 3.2 and analyze its computational complexity in
section 3.2.3. Examples of the implementation results are presented in section 3.3, which is followed
by some concluding remarks in section 3.4.
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(a) (b)

Figure 3.1: Medial Axis (a) vs. Straight Skeleton (b). In (b) the black disk marks a reflex edge
annihilation, while gray disks mark convex edge annihilations. An edge-edge collision generates the
arc between the black box (vertex-edge collision) and a gray disk (convex edge annihilation).

3.1 Straight Skeleton
Aichholzer and Aurenhammer [6] introduced the straight skeleton, a new type of skeleton for poly-
gons. It is closely related to the medial axis (see section 2.3.1), being also based on a wavefront
propagation. To construct the straight skeleton, we let wavefront edges move parallel to the polygon
sides. In contrast to the medial axis, edges incident to a reflex vertex will grow in length. The front
remains a polygon, whose vertices during the process trace out the skeleton (see figure 3.1(b)). As
its name suggests, it consists of straight line segments only. In this section we take a closer look at
the straight skeleton definition, identifying all the possible morphological changes in the wavefront,
as these events are of prime importance for our decomposition.

3.1.1 Preliminaries

Let A be a simple polygon. By convention, the polygon has a counterclockwise orientation. The
orientation of the polygon is of no consequence for our decomposition, but allows us to speak of left
and right of an edge. If ~ei is an edge of A, let l~ei

denote its supporting line.
The bisector Bij of ~ei and ~ej is the half-line angular bisector of l~ei

and l ~ej
lying to the left of

both ~ei and ~ej . As we do not assume the polygon to be in general position, we need to define two
degenerate bisectors as in figure 3.2. For two disjoint edges, ~ei and ~ej , having the same orientation
and supporting line, Bij is the ray perpendicular to l~ei

, originating in a point of l~ei
, equally distant

to ~ei and ~ej and to the left of both (see figure 3.2, left). If ~ei and ~ej have opposite orientation
and parallel supporting lines, Bij is the line parallel to l~ei

and l ~ej
, and equally distant to them (see

figure 3.2, right).
We call an edge whose endpoints are convex vertices of A, a convex edge. An edge with at least

one endpoint being a reflex vertex of A, will be called a reflex edge.
The following propagation process is defined on A: edges are translated at constant speed remain-

ing self parallel, keeping sharp corners at reflex vertices (see figure 3.1(b)). Such a shrunk version
of A is called a wavefront. During propagation, the wavefront can split, after which it is a union of
simple, disjoint polygons. Edges of the wavefront are also referred to as wavefront elements. Wave-
front vertices move, in the propagation, on angular bisectors of wavefront edges, which in turn may
increase or decrease in length. If x is a point inside A, we denote by F(x) the wavefront that has x
on its boundary.
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~ei
~ej

Bij
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~ej

Bij

Figure 3.2: Degenerate bisectors.

Definition 3.1 The straight skeleton S of A is defined as the union of pieces of angular bisectors
traced out by the wavefront vertices during the above propagation process.

These pieces of bisectors are called arcs. The endpoints of the arcs in S that are not vertices of A
are called nodes.

3.1.2 Event taxonomy
In the propagation, the wavefront repeatedly changes continuously until events occur. The following
is a complete categorization of these events:

1. Edge Events (or Element Annihilations). A wavefront edge may collapse into a point, its neigh-
bouring edges becoming adjacent. We distinguish:

(a) Convex Edge Annihilation. If the collapsing edge is a convex edge of A.

(b) Reflex Edge Annihilation. If the collapsing edge is a reflex edge of A. In this case, also a
reflex vertex disappears from the front.

See figure 3.1(b) for examples of convex and reflex edge annihilations. Multiple edge events
can occur at the same location.

(c) Front Annihilation. An entire simple polygon of the wavefront may collapse into a point
(equivalent with at least three edge annihilations at the same location), into a line segment,
or into two or more line segments. (See figure 3.3(b)).

2. Split Events (or Wavefront Splittings). A simple polygon of the wavefront may be split into
a number of polygons following one or a combination of the following events at the same
location:

(a) Vertex-Edge Collision. A reflex vertex of the front may collide into an edge, thus splitting
the front into two (see figure 3.3(a)).

(b) Vertex-Vertex Collision. Two vertices (at most one being convex) may meet at the same
location, splitting the front into two. See figure 3.3(a), where the event, marked with a
gray box, is generated by two reflex vertices that reach the same location simultaneously.
Unlike edge annihilations or vertex-edge collisions, this kind of event can introduce a
new reflex vertex to the wavefront.

(c) Edge-Edge Collision. Two parallel front edges may collapse into each other (see fig-
ure 3.3(b)). This may give rise to a front splitting at one or both endpoints of the arc in
the S generated by the event. See figure 3.1(b) where such an event generates a splitting
of the front into a simple polygon and a degenerate rectangle.
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(a) (b)

Figure 3.3: (a) Events in the wavefront propagation: gray disks mark convex edge annihilations, the
black box marks a vertex-edge collision, while the gray box is a vertex-vertex collision. (b) Front
annihilation: the front collapses down to two line segments.

Note that in the paper introducing the straight skeleton [6] a split event is only what we call a
vertex-edge collision. In [51], the paper describing the first sub-quadratic algorithm for the straight
skeleton computation, a vertex-vertex collision between two reflex vertices is called a vertex event.
Vertex-vertex collisions involving a convex vertex and edge-edge collisions do not appear in their
classification. The reason for this is that a small perturbation of the polygon removes these types of
events from the skeleton without altering its structure. Vertex-vertex collisions between two reflex
vertices, on the other hand, cannot be removed by perturbations of the original polygon without
changing the structure of the skeleton.

3.1.3 Properties of the Straight Skeleton

For a simple polygon with n vertices, S has at most n−2 nodes and 2n−3 arcs, and both bounds are
smaller than those for the medial axis (n + r− 2 and 2n + r− 3, respectively, where r is the number
of reflex vertices) [6].

The skeleton S gives rise to a polygonal partition of the interior of A. Each cell in this partition is
the region swept out during the propagation by one of the edges of A. For the rest of this chapter, we
say that an edge ~e is involved in an event, if the node introduced in S by that event is on the boundary
of the cell swept out by ~e. Let C(~ei) denote the cell swept out by ~ei. Aichholzer and Aurenhammer
[6] observed that the cells of the partition induced by S are monotone polygons. We extend this result
by showing that they are quasi-normal histograms.

A normal histogram is a polygon that is monotone with respect to one of its edges (see figure 3.4,
(a)). A monotone polygon is called quasi-normal histogram if one of the two monotone chains
is convex. If the convex chain has two or three edges, we call it a pseudo-normal histogram (see
figure 3.4, (b)).

Lemma 3.1 The cells of the partition induced by S are quasi-normal histograms.

Proof: Let ~e be an edge of A and C(~e) its corresponding cell. Let C(~e) = {q0, q1, ..., qn+1}, with
~e = qn+1q0. We can assume without loss of generality that ~e is horizontal and qx

0 > qx
n+1. The first

observation is that new reflex vertices may appear in the wavefront only following a vertex-vertex
collision.



3.1 Straight Skeleton 61

q0

q1

qn+1

qn

qn+1 q0

q1

qn

(a) (b)

Figure 3.4: A normal histogram (a) and a pseudo-normal histogram (b).

Let qk (qp) be the first event that is not a vertex-vertex collision in a counterclockwise (clockwise)
traversal of C(~e) starting from q0. After both these events occur, the wavefront edge(s) originating
from ~e are incident only with convex vertices. Thus in the subchain C2 = {qk, ..., qp} there is no
vertex-vertex collision that gives rise to a new reflex vertex.

Because the subchain C1 = {qp, ..., qk} is convex, it suffices to show that C2 is monotone with
respect to the horizontal line l~e. We have thus to show that qk

x ≥ qk+1
x ≥ . . . ≥ qp

x. If there exists
i ∈ {k, . . . , p − 1} so that qi

x < qi+1
x, then let ~e′ be the edge in A so that qiqi+1 is a piece of the

bisector of ~e and ~e′. This implies that at the moment that the front reaches qi, the wavefront edges
corresponding to ~e and ~e′ become adjacent and form a reflex vertex. This contradicts the fact that
there are no such vertex-vertex collisions in C2, so C2 is monotone with respect to l~e. 2

The following corollary is used in proving the bounds on the number of Steiner points added to
the decomposition in the first phase of the proposed method.

Corollary 3.1 If an edge of A is not involved in any vertex-vertex collision, then its corresponding
cell is a pseudo-normal histogram.

Proof: Let ~e be such an edge of A and C(~e) its corresponding cell. If C1 and C2 are the subchains
of C(~e), as defined in the proof of lemma 3.1, then C2 is monotone with respect to the line l~e, while
C1 is convex and consists of only three edges. Thus C(~e) is a pseudo-normal histogram. 2

3.1.4 Straight Skeleton Computation
The medial axis can be computed in linear time [41]. Despite its similarity to the medial axis, the
fastest known algorithms for the straight skeleton are slower. A straightforward computation [7]
of the straight skeleton consists of simulating the sequence of events occurring in the propagation
process. Possible edge events are given by intersections of the bisectors of adjacent vertices of the
current wavefront. By maintaining a priority queue E of all these events, indexed by the moment in
time when they occur, the next edge event can be detected in constant time. Also after each event
occurring in the propagation, only a constant number of updates in E are necessary. These updates
come from changes in the wavefront at the location of the newly occurred event. The priority queue
can be created in O(n log(n)) time, and each update requires O(log(n)) time, where n is the number
of vertices in A. Unlike the edge events, the computation of possible split events can not be done
locally. By maintaining a priority queue S of all pairs (reflex vertex, wavefront edge), indexed by the
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Figure 3.5: A straight skeleton and its corresponding roof (the picture is taken from Aichholzer and
Aurenhammer [6]).

moment in time when a split between them would occur, after each event in the propagation a linear
number O(n) of updates in S are necessary. Thus S can be created in O(nr log(n)) time, and the
updates after each event take O(n log(n)) time, where r is the number of reflex vertices of A. The
straight skeleton S can thus be computed in O(nr log(n)) time, and the above algorithm requires
O(nr) space.

The first sub-quadratic algorithm was proposed by Eppstein and Erickson [51]. It runs in O(n1+ε+
n8/11+εr9/11+ε) time with a similar space complexity, where r is the number of reflex vertices and
ε is an arbitrarily small positive constant. This algorithm also simulates the sequence of interactions
between edges and vertices in the propagation process. The algorithm is based on a technique of
Eppstein for maintaining closest pairs of a dynamic set of objects. If the polygon A is interpreted as
the outline of a building’s groundwalls, the straight skeleton is the projection of a roof over A, whose
facets are all of equal slope (see figure 3.5). In simulating the events defining the skeleton, time is
viewed as a third spatial dimension, so that the propagation process becomes an upward sweep of the
roof of the polygon with a horizontal plane. Each edge of the polygon defines a (possibly unbounded)
triangle in R

3, whose other two edges are defined by the initial paths of the two endpoints. Similarly,
each reflex vertex defines a ray in R

3. If the first event is an edge event, it happens when the sweep
plane reaches the top of a triangle. If the first event is a split event, it happens when the sweep plane
hits the intersection of a ray and a triangle. The triangles and rays are stored in dynamic data struc-
tures that maintain the first event of each type. Potential edge events are maintained by storing the
triangles in a priority queue, where the priority of a triangle is the z-coordinate of its top vertex. To
find the next split event, a datastructure that maintains the lowest intersection between a set of rays
and a set of triangles in R

3 is used.
By reducing the straight skeleton computation to a motorcycle graph computation, Cheng and

Vigneron [39] arrive at an algorithm that computes the straight skeleton of a non-degenerate simple
polygon in O(n log2 n + r

√
r log r) expected time. For a degenerate simple polygon, its expected

time bound is O(n log2 n + r17/11+ε). The motorcycle graph problem was proposed by Eppstein
and Erickson [51] to capture the most difficult part of the construction of the straight skeleton: the
interaction of the arcs traced by reflex vertices of the wavefront. The input of the problem consists of n
motorcycles, which start moving simultaneously, each of them in a straight line, and at a fixed speed.
If any motorcycle meets the track previously left by another motorcycle, it immediately crashes. If
two motorcycles reach the same point simultaneously, they both crash. When all motorcycles have
either crashed or moved to infinity, their tracks form a planar graph which is the motorcycle graph.
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Figure 3.6: The straight skeleton and a decomposition induced by its split and reflex edge events.

In chapter 4, we define the linear axis, a new skeleton for polygons closely related to the straight
skeleton. The linear axis of a polygon A is a subset of the straight skeleton of a modified version of
A (zero-length edges are inserted at reflex vertices of A). In section 4.4 we describe an algorithm for
computing the linear axis of a polygon that runs in linear time for most polygons. The only polygons
for which the linear axis computation is not linear are those whose medial axis contains at least two
ε-clusters, each with a linear number of nodes.

3.2 Proposed Decomposition
We saw in the previous section that in the propagation process, the wavefront suffers two types of
modifications: it can be split into two or more parts, and edges of the front can disappear. The first
type of modifications are generated by split events. They give information about the number and
the configuration of the most striking parts of the polygon. The second type of modifications are
generated by edge events. Through these events the boundary of the shape is simplified by removing
the edges roughly in an order of increasing significance. A special type of edge event is the reflex
edge annihilation, because it corresponds to a protrusion of the shape. All events are related to
changes in the shape of the wavefront during propagation. While split events are induced by drastic
modifications of the wavefront, reflex edge annihilations are caused by smaller protrusions of the
polygon, that annihilate ‘smoothly’ in the propagation. The events generated in the propagation
process capture thus two different types of information about the shape. It is natural then to use the
split events first in order to identify the most striking parts, and then use the reflex edge annihilations
to simplify those parts, by removing detail (protrusions). Our decomposition process has these two
stages.

The basic idea for computing the parts in our decomposition is to reverse the process that caused
the events in the first place, by back-propagating the wavefront at the moment that any of these events
occur. As explained in detail below, each stage of the decomposition process handles the events
sequentially, in the increasing chronological order of their occurrence. In the first stage, each split
event induces a division of one of the parts in the current decomposition. In the second stage, reflex
edge annihilations induce simplifications of the parts computed in the first stage, removing some of
their smaller details (protrusions). In figure 3.6, we see a simple example of such a decomposition.
The vertex-edge collision, marked with a square box, is a split event that induces a decomposition of
the polygon into two parts. Next, the protrusion in the larger right part is removed with the handling
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Figure 3.7: Vertex-vertex collisions and the split-chains they generate. Thick arrows indicate ordered
contour edges, dotted line indicate wavefront edges, solid lines denote the split chain.

of the reflex edge annihilation marked with a disk in the figure.

In the rest of this section we concentrate on the computation of the proposed decomposition.

3.2.1 Phase 1: Global Splitting

The handling of all split events results in a decomposition of A into r1 +1 non-overlapping polygons,
A0, . . . , Ar1 , where r1 is the number of split events. The split events are treated in the order that they
occur in the inward propagation process. Degenerate cases (simultaneous split events at the same
location) can be treated in arbitrary order.

A split-chain is a polygonal chain that divides a polygon Aj into two components. A split-chain
has both endpoints on the boundary of Aj and all the other points inside Aj . Each split event induces
such a split-chain that will divide one of the parts in the previously computed decomposition into two.
In our decomposition, we construct the split-chain in a back-propagation process, similar to the one
that leads to the straight skeleton. We prove that any split-chain consists of at most three segments,
with one or two new Steiner points being added to the decomposition.

Let x be a point inside A so that when the wavefront reaches x it is split. The wavefront at the
moment x is reached, F(x), contains a union of two simple polygons, with disjoint interiors and
having x as a common vertex. We propagate backwards these polygons simultaneously and at the
same speed until the edges of F(x) adjacent to x reach their counterparts on the original polygon.
The split-chain induced by x is the trace of the intersection of the back-propagating polygons.

Before detailing the computation of the split-chain for each type of split event, we make a few
observations. First, the inward propagation process defined in Section 3.1.1 is not a reversible one.
The result of the backward propagation process, a polygon A′, is usually not the original polygon
A, but a simplified version of it. Edges of A lost in edge events during propagation are not in A′.
Secondly, an edge-edge collision is taken care of by handling its endpoints. If an edge-edge collision
splits the wavefront at one of its endpoints then this endpoint is handled as a vertex-edge collision,
otherwise an edge of the wavefront must also collapse into that endpoint, so the endpoint is treated as
an edge event.
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Figure 3.8: The reflex vertex generating a vertex-edge collision at x can originate in a vertex of A
(left) or may have appeared in the propagation process (right). In both cases, the split-chain contains
on this side of x only one segment (xu = b12). On the other side of x, the split-chain contains one
segment (xy) also, but only when y, the projection of x onto the edge that is split, falls inside it.

Handling a Vertex-Vertex Collision

Let x be a vertex-vertex collision: two vertices of the front and nothing else meet at x, and split the
front. In figure 3.7, at the moment that x is reached, the wavefront F(x) is split into two polygons.
They share a vertex (x) in F(x), ~f1 and ~f4 are adjacent in one polygon, while ~f2 and ~f3 are adjacent
in the other. The split-chain is defined as the trace of the intersection of these two polygons in their
propagation backwards to the original polygon. The growth of the edges in the back-propagation is
restricted by the interaction with each other, in the same way as in the inward propagation defining
the skeleton. Let Aj be the part in the current decomposition of A that has x in its interior. This is the
part that will be divided through a split-chain in the handling of the event. We now prove a bound on
the number of segments in the split-chain induced by a vertex-vertex collision. This bound is given
by the following lemma.

Lemma 3.2 The split-chain induced by a vertex-vertex collision consists of two line segments, intro-
ducing one Steiner point (the event itself) to the decomposition.

Proof: If x is our vertex-vertex collision, let ~fi, i = 1 . . . 4, be the edges of F(x) incident to x

so that, prior to the event, ~f1 was incident to ~f2 and ~f3 to ~f4, respectively. Let ~ei, i = 1 . . . 4, be
their counterparts on A. Shortly before reaching x, the two front vertices that caused the event were
moving along arcs of S. Let b12 be the arc of S, piece of the bisector B12 of ~e1 and ~e2, and b34

be the arc of S, piece of the bisector B34 (see figure 3.7). One of these arcs (b12, for example) can
have length zero, when the vertex-vertex collision coincides with the moment that the front edges
corresponding to ~e1 and ~e2 become incident. In other words, when x is also an edge event.

We distinguish two cases:

• Reflex-Reflex Collision. If the vertices that caused the event were both reflex (see figure 3.7,
left), b12 has one endpoint at x, and one on A, or at a vertex-vertex collision, wherein the
wavefront edges corresponding to ~e1 and ~e2 became adjacent. In either case this endpoint of
b12 is on the boundary of a part in the current decomposition. The same holds for b34. So the
split-chain in this case is included in b12 ∪ b34.
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Figure 3.9: The split-chain may contain, on the side of the edge that is split (~e3), two segments (xy
and yw on the left, xy and yz on the right). This may happen only when the projection of the event
x onto l ~e3

falls outside ~e3.

• Reflex-Convex Collision. If one of the vertices is convex, assume this is the one that moved
previously along b34 (see figure 3.7, right). Based on the above mentioned argument, b12 has
its endpoint other than x on the boundary of a part in the current decomposition. The other
endpoint of b34, though, may or may not lie inside A. The split-chain induced by x in this case
is included in b12 ∪B34. In figure 3.7 right, the split-chain is given by b12 ∪ xy, where y is the
intersection of the bisector B34 with the boundary of A.

So in both cases the split-chain consists of two segments. 2

Handling a Vertex-Edge Collision

Let x be a vertex-edge collision: at the moment the wavefront reaches the point x, this point is a reflex
vertex of F(x) that collides with and splits a wavefront edge. As in the previous case, the split-chain
is the trace of the intersection of two polygons in F(x) in their back-propagation towards A.

Lemma 3.3 The split-chain induced by a vertex-edge collision consists of two or three line segments,
introducing one or two Steiner points to the decomposition.

Proof: If x is a vertex-edge collision, let ~e1 and ~e2 be the edges of A that propagated gave rise to
the reflex vertex x in F(x). If ~e denotes the wavefront edge that is split in the event, let ~e3 be its
counterpart on A. Finally, let A be the part in the current decomposition that has x in its interior.

• Tracing the intersection point of the fronts backwards to the vertex. On this side of x, that
intersection point moves along the arc b12 in S, piece of the bisector B12 of ~e1 and ~e2. This has
one endpoint in x, the other lies on A, or is a vertex-vertex collision prior to x in the propagation
(see figure 3.8). In both cases it is on the boundary of a part in the current decomposition. So
the intersection trace contains on this side of x at most one segment.

• Tracing the intersection of the polygons backwards to the edge. On this side of x, the inter-
section is traced along the line perpendicular to the supporting line l ~e3

of ~e3. If the projection
of x on l ~e3

falls inside ~e3 (see figure 3.8), there are no morphological changes in the back-
propagating front along the intersection trace, so the split-chain on this side contains only one
segment. Let’s suppose now that the projection of x on l ~e3

falls outside ~e3 (see figure 3.9).
Because x ∈ ~e, which originates in ~e3, x lies inside the cell C(~e3) in the subdivision of A
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Figure 3.10: A reflex edge annihilation (x) and the protrusion-cut it generates (the dashed line).

induced by S. It follows that in projecting x on l ~e3
we meet first the boundary of C(~e3). It

also follows that the closest endpoint of ~e3 to the above projection must be a reflex vertex w.
Let B denote the arc of S incident to w. If ~e3 is not involved in any vertex-vertex collision
previous to x (see figure 3.9 left), from Corollary 2 we have that in projecting x on l ~e3

, we
must intersect B. If we denote this intersection by y, it’s interpretation is the following: one
of the pieces of ~e shrinks to y in the back-propagation, and the other piece becomes adjacent
with the other edge of A incident to w. This way, if y is not already on the boundary of A, our
intersection is further traced along B towards w. In this case, the trace on this side of x contains
two segments sharing y as endpoint. If ~e3 is involved in at least one vertex-vertex collision,
which must be previous to x (see figure 3.9 right), then in projecting x onto l ~e3

we may meet
any of the segments on the boundary of C(~e3) between w and x. The intersection trace again
may contain at most two segments, as all the vertex-vertex collisions on the boundary of C(~e3)
between w and the last vertex-vertex collision (z in figure 3.9 right) prior to x were handled,
so all these segments in C(~e3) between w and z are edges of parts in our decomposition.

2

3.2.2 Phase 2: Locally Removing Detail
The outcome of the first phase of the algorithm is a decomposition of A into r1 + 1 non-overlapping
parts, where r1 is the number of split events in S. Let Ai, i = 0, . . . , r1, denote these parts. We
see three examples of such decompositions induced by split events in the left column of figure 3.12.
We can further simplify some of the parts in these decompositions. Reflex edge annihilations are
related to protrusions of the shape. In the second step of the algorithm, these events are handled
in the increasing chronological order of their occurrence, in order to locally simplify the boundary
by removing detail (protrusions). We use for this purpose the events in the straight skeleton of the
original polygon. A recomputation of the skeletons for Ai would induce new splittings that are
not significant for the original polygon. In the rest of this section, we give a simple method for
locally simplifying the boundary of the parts Ai based on reflex edge annihilations. Each reflex
edge annihilation inside Ai induces a simplification of the boundary of Ai. Because we do not
know in advance the appropriate level of detail removal needed, we generate the whole sequence of
simplifications for each Ai. This leads to a decomposition of A into overlapping parts.

Let x be a reflex edge annihilation: a wavefront edge incident to a reflex vertex collapses down to
x, its neighbouring edges becoming adjacent and forming a convex angle in F(x) (see figure 3.10).
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Figure 3.11: There are only 5 possible configurations of ~e1 and ~e2 with respect to {q} = l ~e1
∩ l~e2

,
that propagated become adjacent in a reflex edge annihilation x. The protrusion-cut induced by the
event, in each case, is the thick dashed segment.

Let ~f1 and ~f2 (in this order along the wavefront) denote the edges in F(x) incident to x, and ~e1, and
~e2 their counterparts on A. We also denote by ~e the edge in A collapsing in the event. On A, ~e1 and
~e may not be adjacent, but then the edges in between ~e1 and ~e collapse before ~e during the wavefront
propagation. The same holds for ~e and ~e2. We call the chain P (x) = {~e1, . . . , ~e2} a protrusion-chain.
Our purpose is to find a simplification of this chain that cuts the protrusion off. A protrusion-cut is
a segment with its endpoints resting on the extremal edges, ~e1 and ~e2, of the protrusion-chain. Each
reflex edge annihilation induces, in our decomposition, such a protrusion-cut that locally simplifies
the boundary by removing the protrusion. In figure 3.10, we have a simple example of a boundary
simplification. The protrusion-chain here consists of only 3 edges (~e1, ~e and ~e2), and the dashed
line shows how its corresponding protrusion is separated from the part. We now describe a way of
computing such a protrusion-cut, which is also based on a back-propagation.

We consider this process only in the close vicinity of the event x, as we are interested in simplify-
ing only a portion of the boundary. It can be shortly described as follows. We back-propagate the two
wavefront edges in F(x) incident to x until we hit both their counterparts on A. Among the points
of ~e1 and ~e2 that were reached by the back-propagating chain we select the two points, u ∈ ~e1 and
v ∈ ~e2, that are closest along P (x). They define the endpoints of the protrusion-cut segment induced
by x.

The back-propagation of these two edges is done in the same way as the inward propagation that
defines the straight skeleton. Their growing, however, is restricted by the intersection with A. Their
intersection point moves along B12, the bisector of ~e1 and ~e2, towards its origin {q} = l ~e1

∩ l~e2
.

We will show that defined in this way, the computation of the protrusion-cut is very simple, requiring



3.2 Proposed Decomposition 69

little information, namely only the relative position of ~e1 and ~e2 with respect to q. We first note
that the areas swept in the inward propagation by ~e1 and ~e2, before x is reached, are disjoint. As a
consequence, only the following configurations can occur (see figure 3.11):

1. q ∈ ~e1 and ~e2 is to the left of l ~e1
(as defined by the orientation of ~e1);

2. q ∈ ~e2 and ~e1 is to the left of l ~e2
;

3. q /∈ ~e1, q /∈ ~e2, ~e1 is to the left of l ~e2
and ~e2 is to the left of l ~e1

;

4. q /∈ ~e1, q /∈ ~e2, ~e1 is to the left of l ~e2
and ~e2 is to the right of l ~e1

;

5. q /∈ ~e1, q /∈ ~e2, ~e1 is to the right of l ~e2
, and ~e2 is to the left of l ~e1

.

When back-propagating ~f1 and ~f2 in the way defined above, one of the following cases can occur:

• ~e1 and ~e2 are hit simultaneously. This happens in cases 1-3 from above. If q /∈ ~e1 and q /∈ ~e2

(case 3), all of their points are reached by the back-propagating chain (see figure 3.11 (3)).
The protrusion-cut is then the segment between the end point of ~e1 and the start point of ~e2,
as these are closest along P (x). In the other two cases, there is a part of the edge containing
q not reached by the back-propagating chain, all points on the other edge being reached. The
protrusion-cut in these cases will connect q with the closest point along P (x) on the edge not
containing q (see figure 3.11 (1) and (2)).

• ~e1 and ~e2 are not hit simultaneously. This happens in cases 4 and 5 from above. Let ~e1 be the
one that is hit first (case 4, see figure 3.11 (4)), all of its points being reached. We continue the
back-propagation, inside A, until the target v of ~e2 is hit. The point on ~e1 closest to v along
P (x), is then the end point u of ~e1 and uv is then the protrusion-cut segment.

A protrusion-cut segment often has both endpoints on the boundary of the Ai that contains the
event generating it. It may be that, because of a split event that involves an edge and/or vertex of
the protrusion-chain, the endpoints of the protrusion-cut segment lie on different parts. A reflex edge
event inducing such a protrusion-cut is ignored in the decomposition process because its handling
would not remove detail of Ai.

3.2.3 Computational Complexity
The polygonal decomposition we described above requires the computation of the straight skeleton
as a preprocessing step. The basic approach for computing the straight skeleton (see section 3.1.4)
is to simulate the sequence of split and edge events that define the skeleton. With no additional
computational complexity we can modify these algorithms in order to retain the information required
by our decomposition process. So, for the rest of this section, we assume that, after the preprocessing,
along with the straight skeleton, we have a list of split events and a list of reflex edge annihilations,
ordered according to their occurrence in time. Also, for each event we have pointers to the edges
involved in the event.

In the first phase of our decomposition, split events are handled in chronological order of their
occurrence, the outcome being a decomposition into non-overlapping polygons. In the handling of a
split event, a part in the current decomposition of A is divided by a chain (split-chain) of at most three
segments. The first difficulty here is finding the endpoints of this split-chain, as defined in section
3.2.1, on the current part. For a vertex-edge collision, an endpoint of the split-chain is a vertex of A
or lies on an edge involved in the event or on a previously computed split-chain. For a vertex-vertex
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collision involving one reflex and one convex vertex, one endpoint of the split-chain may also lie on
an edge of A not involved in the event, so that this edge is not known. Finding out this edge requires
searching in the current part boundary. The naive approach (checking the split-chain for intersection
with the current part boundary) leads, over all split events, to O(r1(n − r1)) time in the worst case,
where n is the number of vertices in A and r1 ≤ r is the number of split events. This is a ray-shooting
problem in a dynamic planar subdivision. A solution for this problem is found in the dynamic data
structure introduced by Goodrich and Tamassia [58]. It uses linear space and supports ray-shooting
queries and updates, like vertex and edge insertions and deletions, in O(log2 N) time, where N is
the current complexity of the subdivision. Point locations can also be performed in O(log2 N) time,
and this solves the second difficulty of this step, which is identifying the part that gets divided by the
event. This is the part that has the event in its interior.

So, the first step of the decomposition takes time O(r1 log2 n), after the construction of the above
mentioned ray shooting data structure for A in O(n log2 n) time.

The handling of the reflex edge annihilations in the second step leads to successive simplifications
of Ai, i = 0, . . . , r1, the parts resulted from splitting. When handling such an event x, the part Aj

that has x in its interior is further simplified, if the protrusion-cut segment has both its endpoints
on Aj . Identifying the part Aj takes O(log2 n) time using the above mentioned data structure for
∪r1

i=1Ai. The construction of the protrusion-cut segment takes constant time, but we have to check its
intersection with the protrusion-chain. This is again a ray shooting problem that can be solved, over
all reflex edge annihilations, in r2

2 log2 n time, where r2 = r − r1 is the number of such events in S.
We can thus conclude that:

Theorem 3.1 For a simple polygon with n vertices, r1 split events and r2 reflex edge annihilations
in its straight skeleton construction, the proposed decomposition can be computed in O((n + r1 +
r2
2) log2 n) time, once the straight skeleton is constructed.

3.3 Results
We have implemented the method described in section 3.2. We opted for a simple implementa-
tion. For the straight skeleton computation, a simple, straightforward method [54] was preferred to
the faster algorithm in [51]. Ray-shooting in dynamic subdivisions, as introduced by Goodrich and
Tamassia [58], requires the maintenance of balanced decompositions of simple polygons via geodesic
triangles. Instead, we used the arrangement package of CGAL, the Computational Geometry Algo-
rithms Library [2].

Without strict evaluation criteria, it is difficult to judge how good a decomposition method works.
Also, without having available software and test shapes used by others, it is difficult to compare one
method with another. We show a few example results of our decomposition method, and a few results
presented by others, in order to allow visual comparison.

The examples we present in figure 3.12 come from the SQUID database [3] which contains 1100
images of contours of marine animals and are part of the MPEG7 test set. After thinning these con-
tours to one pixel width, a polygonal contour is extracted from the image. In this contour, each pixel
corresponds to a vertex. To decrease the number of vertices, we applied the Douglas-Peucker [49]
polygon approximation algorithm. Figure 3.12 illustrates the results of the proposed decomposition
technique for three such contours. The output of the first stage (global splitting) in the decomposition
is on the left. The parts in this non-overlapping decomposition are further locally simplified in the
second stage. These successive local simplifications, are shown on the right.

In figure 3.13, a comparison with the recent method of Latecki and Lakämper [78] is provided.
Their decomposition is based on a discrete evolution of the contour. Boundary points with a small
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Figure 3.12: Examples of the proposed decomposition: the parts resulted after the global splitting
(left) are further locally simplified (right), by means of protrusion-cut segments. The boundary of the
shape is drawn in thick lines, the split-chains in thin solid lines and the protrusions cut segments in
dotted lines.
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not in their paper

not in their paper

Figure 3.13: A comparison of our decomposition results (left) with those from Latecki and Lakämper
[78] (middle), and Siddiqi and Kimia [129] (right).
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Figure 3.14: A decomposition based on split events of the straight skeleton gives counter-intuitive
results if the polygon contains sharp reflex vertices.

relevance measure are iteratively removed from the contour. This induces a hierarchy of shape sim-
plifications, that serves as a basis for the decomposition. Maximally convex arcs of the shapes in the
hierarchy define parts on the original contour. These parts are simply cut by joining the endpoints of
the maximal convex arcs. It is unclear from [78], however, how the selection of levels in the hier-
archy is done. We can’t associate each iteration in the contour simplification with a hierarchy level,
even for the contours in figure 3.13, because this would lead to a very fragmented decomposition.
The way the hierarchy levels are selected among the large number of iterations in the simplification
step influences greatly the resulting decomposition. A second drawback of their method comes from
the fact that the proposed contour evolution may lead to self-intersections. Finally, only boundary
information is used for decomposition. The contour evolution often fails to capture region infor-
mation. Parts like the kangaroo foot and the tails of the rabbit and the donkey cannot be properly
partitioned in any hierarchy selection, since only contour convexity information is not sufficient here.
The counter-intuitive partitioning of the rabbit’s head, in their decomposition, has other causes. A
different simplification hierarchy could lead here to a different partitioning. Our method is region-
based and, as can be seen also from figure 3.12 and figure 3.13, the first stage of the decomposition
is powerful enough to extract the main visual parts of the shape.

In figure 3.13, a comparison is also made with the method of Siddiqi and Kimia [129], which
aims at identifying parts called necks and limbs. Most striking in their result is that the tail of the
kangaroo is not separated from the body, and that the ear of the rabbit is cut into two.

The decomposition resulting from our method appear to be plausible for a variety of shapes. Note
that the decomposition need not be anatomically correct in order to be useful for shape recognition.
The split of the elephant body in figure 12 is caused by the reflex vertex between the legs.

3.4 Concluding remarks

In this chapter we presented a method for decomposing the interior of a polygonal shape. The nodes of
the straight skeleton of the shape and the way they are generated are the basis for the decomposition.
The wavefront propagation events associated with the skeletal nodes indicate not only where the
partitioning should be done, but also how it should be done (globally, locally, or not at all). The first
step in our decomposition was motivated by the observation that split events are usually related with
the most perceptually significant parts of the contour.

Sharp reflex angles have a big impact on the form of the straight skeleton, and a large effect
on the resulting decomposition. If the incident edges are large, the decomposition may look natural.
However, if the edges are small, the effect on the decomposition can be equally large, while the indent
in the contour looks insignificant. Figure 3.14 shows three examples of the results of the first step of
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the proposed decomposition. It clearly shows that the sharp reflex vertices cause a counterintuitive
decomposition. A disadvantage of our decomposition is thus its sensitivity to this kind of noise.

The new skeleton for polygons we describe in chapter 4, the linear axis, is closely related to the
straight skeleton. In fact, it is a subset of the straight skeleton of a altered version of the polygon.
By inserting zero-length edges at reflex vertices, the impact of the sharp reflex vertices on the form
of the resulting straight skeleton is diminished. We could therefore use the split events of the linear
axis, instead of those of the straight skeleton, to decompose a polygon.



Chapter 4

Linear Axis

The medial axis has always been regarded as an attractive shape descriptor. The main reason for this
is that it is capable of capturing important visual cues of the shape, such as symmetry and complexity
(reflected by its branching points). It also allows recovery of the original shape and provides rich
local support (local boundary modifications affect only a small portion of the skeleton). However, the
medial axis of a polygonal shape contains parabolic arcs and this may constitute a disadvantage for
some of its applications. Various linear approximations were therefore proposed. Since the medial
axis of a polygon is a subset of the Voronoi diagram whose sites are the line segments and the reflex
vertices of the given polygon, one approach is to use the Voronoi diagram of a sampled set of bound-
ary points [104]. In computer vision, many algorithms were proposed that extract the medial axis
from raster data, either by topological thinning or through a distance transform. The computation
from raster data usually is accompanied by some regularization (see also section 2.3.2), either as a
pre-processing step (by smoothing the boundary) or as a post-processing step (by pruning superfluous
edges).

In chapter 3, we described the straight skeleton, which is defined for polygonal shapes, and is
composed only of line segments. Like the medial axis, the straight skeleton is defined by a wavefront
propagation process (see section 3.1). In this process, edges of the polygon move inward at a fixed
rate. We noticed in chapter 3 that a disadvantage of the straight skeleton is that sharp reflex angles
have a big impact on the form of the straight skeleton, leading to unnaturally looking skeletons. This
in turn has a large effect on the decomposition described in chapter 3 (see figure 3.14). The reason
why sharp reflex vertices have a big impact on the form of the straight skeleton, is that points in
the defining wavefront close to such reflex vertices move much faster than other wavefront points.
In contrast, points in the wavefront defining the medial axis move at equal, constant speed (but this
leads to the presence of parabolic arcs).

In this chapter we introduce the linear axis, a new skeleton for polygons. It is based on a linear
propagation, like in the straight skeleton, but the discrepancy in the speed of the wavefront points
is much smaller. The speed of the wavefront points originating from a reflex vertex is decreased by
inserting in the initial wavefront at each reflex vertex a number of zero-length edges, called hidden
edges (see figure 4.2). In the propagation process, wavefront edges translate at constant speed in a
self-parallel manner. The linear axis is the trace of the convex vertices of the propagating wavefront.
It is therefore a subset of the straight skeleton of an altered version of the polygon.

In section 4.1 we discuss the relation between the medial axis and the Voronoi diagram of a poly-
gon. We introduce the linear axis and give a few properties of it in section 4.2. We compute there
upper bounds on the speed of the points in the propagating wavefront, that also allows us to iden-
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tify localization constraints for the skeleton edges, in terms of parabola, hyperbola and Apollonius
circles. These properties also prove that the larger the number of hidden edges, the better the linear
axis approximates the medial axis. A thorough analysis of the relation between the number of the
inserted hidden edges and the quality of this approximation is given in section 4.3. We introduce
the notion of ε-equivalence between two skeletons in section 4.3.1. Nodes in the two skeletons are
clustered based on a proximity criterion, and the ε-equivalence between the two skeletons is defined
as an isomorphism between the resulting graphs with clusters as vertices. This allows us to compare
skeletons based on their main topological structure, ignoring local detail. We then give in section
4.3.2 an algorithm for computing the number of hidden edges for each reflex vertex such that the re-
sulting linear axis is ε-equivalent to the medial axis. This linear axis can then be computed from the
medial axis (the algorithm is described in section 4.4). The whole linear axis computation takes linear
time for polygons with a constant number of nodes in any cluster. There is only a limited category
of polygons not having this property. Implementation results shown in section 4.4.1 suggest that in
practice only a few hidden edges are necessary to yield a linear axis that is ε-equivalent to the medial
axis. Also the results of a decomposition based on the split events in the linear propagation defining
the linear axis are much more intuitive than the decomposition based on the straight skeleton. Finally,
in section 4.5 we apply the boundary decomposition framework described in chapter 2 to the linear
axis.

4.1 Medial Axis and the Voronoi Diagram

Let P be a simple, closed polygon. The medial axis M of P is closely related to the Voronoi diagram
V D of the polygon P . The Voronoi diagram [48] of a set of sites is the partition of the plane among
the sites, according to the nearest-neighbour rule: each site S gets assigned the region which is closest
to S. The sites defining V D are the line segments and the reflex vertices of P ; V D partitions the
interior of P into Voronoi cells, which are the regions with one closest site. Let U(d) denote the
uniform wavefront from P at distance d (see section 2.3.1). If S is an arbitrary site of P , let US(d)
denote the set of points in U(d) closest to S. We call US(d) the (uniform) offset of S. The offset
of a line segments is also a line segment, while the offset of a reflex vertex is a circular arc (see
figure 3.1). During the uniform wavefront propagation, the breakpoints between adjacent offsets
trace the Voronoi diagram V D. The medial axis M is a subset of V D; the Voronoi edges outside of
P and those incident to the reflex vertices are not part of the medial axis.

The region V C(S) swept in the propagation by the offset of site S is the Voronoi cell of S. It is
also the set of points inside P whose closest site is S; the distance d(x, S) of a point x to S is the
length of the shortest path inside P from x to S. There are two types of edges in M: straight line
segments (separating the Voronoi cells of two line segments or two reflex vertices) and parabolic arcs
(separating the Voronoi cells of a line segment and a reflex vertex). A branching node (or branching
point) b ∈ M is a node of degree at least three, and the sites whose Voronoi cells intersect in b are
referred to as the generator sites of b. The medial axis contains also nodes of degree two, which will
be referred to as the regular nodes. They are breakpoints between parabolic arcs and line segments.

As we have seen in section 2.3.1, there are two types of changes in the configuration of the uniform
wavefront during propagation. The first type of change is induced by the annihilation of a line
segment or circular arc, i.e. the respective segment or arc collapses down to a point, its neighbouring
offsets becoming adjacent. The second type of change is induced by the collision of a circular arc with
a line segment or another circular arc, leading to a splitting of the wavefront into disjoint components.
It follows that at any moment in time, the counterclockwise order of the uniform offsets in any
wavefront component coincides with the counterclockwise order of the corresponding sites along P .
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Si

Sj

Figure 4.1: Medial Axis and the Voronoi Diagram. Instances of the propagating wavefront generating
the skeleton are drawn with dotted line style in both cases. The Voronoi edges that are not part of the
medial axis are drawn with dashed line style. The nodes on the path between V C(Si) and V C(Sj)
are marked with gray disks.

This leads to the following observations, useful in proving lemma 4.1 below.

Observation 1 For any vertex b of V D, the counterclockwise order around b of the Voronoi cells
incident in b is given by the counterclockwise order of their corresponding sites along P .

Observation 2 For any site S, the counterclockwise order around V C(S) of the Voronoi cells
adjacent with V C(S) is given by the counterclockwise order of their corresponding sites along P .
This is a consequence of the fact that once the offset of some site disappear from the configuration of
a uniform wavefront component, it cannot reappear at a later moment in the propagation.

Since the medial axis has a tree structure, there exists a unique path in M between any two points
p, q ∈ M. Let Si and Sj be two arbitrary sites of P with disjoint Voronoi cells. The path between
two disjoint Voronoi cells V C(Si) and V C(Sj) is the shortest path between a point of V C(Si)∩M
and a point of V C(Sj) ∩M (see figure 4.1). The following lemma characterizes this path and is
used in proving the ε-equivalence lemma in section 4.3.1. Let Cij and Cji denote the two chains in
P \ {Si, Sj}.

Lemma 4.1 A point p ∈ M lies on the path between V C(Si) and V C(Sj) if and only if it has one
closest site on Cij and one on Cji.

Proof: Let Vij denote the set of nodes of M whose generator sites include at least one site from Cij ,
and at least one site from Cji (see figure 4.1, where the nodes in Vij are marked with gray disks).
Let Gij be the subgraph of M induced by Vij . We first show that Gij is a path with one endpoint on
V C(Si) and one on V C(Sj).

Indeed, observation 1 implies that among the Voronoi edges incident to a node b ∈ Vij , there are
at most two Voronoi edges traced by a site in Cij and a site in Cji. Thus any node of Gij has at most
degree 2. Moreover, the degree of a node in Vij equals 1 only if Si or Sj is among its generator sites.
On the other hand, observation 2 implies that there is only one node bi in Vij lying in V C(Si) and
similarly, only one node bj of Vij is lying in V C(Sj). We can conclude that Gij has two nodes of
degree 1 (bi and bj), while the rest have degree 2, thus Gij is a path in M between a point on V C(Si)
and one on V C(Sj).
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Since M is a tree, the path between any point pi ∈ V C(Si)∩M and any point pj ∈ V C(Sj)∩M
should contain the path between bi and bj (Gij). Thus Gij is the shortest path between a point of
V C(Si) ∩M and a point of V C(Sj) ∩M, and thus represents the path between the Voronoi cells
V C(Si) and V C(Sj). The way we constructed Gij insures the equivalence condition in the lemma.
2

4.2 Definition and Properties of the Linear Axis
When a simple polygon contains sharp reflex angles with short incident edges, its straight skeleton
gives counter-intuitive results (see figure 4.11, left column). This is because points in the wavefront
near such reflex vertices move at a much larger speed than other wavefront points. In fact, the speed
of the wavefront points originating from a reflex vertex gets arbitrary large when the internal angle of
the vertex gets arbitrary close to 2π. In this section we define the linear axis. It is based on a linear
wavefront propagation like the straight skeleton, but the discrepancy in the speed of the points in the
propagating wavefront, though never zero, can decrease as much as wanted. Actually, as it turns out
from lemma 4.3 below, the speed of the points of this wavefront is bounded from above by

√
2.

4.2.1 Definition
Let {v1, v2, . . . , vn} denote the vertices of a simple polygon P and let κ = (k1, k2, . . . , kn) be a
sequence of natural numbers. If vi is a convex vertex of P , ki = 0. Let Pκ(0) be the polygon
obtained from P by replacing each reflex vertex vi with ki + 1 identical vertices, the endpoints of ki

zero-length edges, which will be referred to as the hidden edges associated with vi. The directions of
the hidden edges are chosen such that the reflex vertex vi of P is replaced in Pκ(0) by ki + 1 “reflex
vertices” of equal internal angle.

The polygon Pκ(t) represents the linear wavefront, corresponding to a sequence κ of hidden
edges, at moment t. The propagation process consists of translating edges at constant unit speed,
in a self-parallel manner, i.e. it is the propagation of the wavefront defining the straight skeleton of
Pκ(0).

Definition 4.1 The linear axis Lκ of P , corresponding to a sequence κ of hidden edges, is the trace
of the convex vertices of the linear wavefront Pκ in the above propagation process.

Obviously, Lκ is a subset of the straight skeleton of Pκ(0); the bisectors traced by the reflex
vertices of the wavefront (see figure 4.2 (a)) are not part of the linear axis. If new reflex vertices
appear in the wavefront propagation process (like in figure 3.3 (a), chapter 3), the linear axis is a
union of disjoint trees. The following lemma insures that if each reflex vertex vj of internal angle
greater than 3π/2 has at least one associated hidden edge (kj ≥ 1), then Lκ is a connected graph.
This is because only bisectors incident to reflex vertices of P are removed from the straight skeleton
of Pκ(0) in order to obtain Lκ.

Lemma 4.2 If any reflex vertex vj of internal angle αj ≥ 3π/2 has at least one associated hidden
edge, then no new reflex vertices are generated in wavefront during the propagation of Pκ.

Proof: New reflex vertices are introduced to the wavefront only following a collision between
two reflex vertices (see section 3.1): two reflex vertices of the wavefront and nothing else meet at the
same location, splitting the wavefront into two polygons. Moreover, only if one of the two vertices
has an internal angle strictly greater than 3π/2, a new reflex vertex may appear.
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Figure 4.2: (a) The linear axis in the case when one hidden edge is inserted at each reflex vertex. A
linear wavefront is drawn in dotted line style; the dashed lines are the bisectors that are not part of
the linear axis. (b) The linear offset (solid line) of a reflex vertex with 3 associated edges is made of
5 line segments tangent to the uniform offset (dotted line) of this vertex.

A reflex vertex vj ∈ P of internal angle αj gives rise to kj reflex vertices in Pκ, each of internal
angle π + (αj − π)/(kj + 1). The condition in the lemma thus implies that all reflex vertices of Pκ

have internal angle ≤ 3π/2. Thus, no vertex-vertex collision can occur such that a new reflex vertex
appears in the wavefront. 2

For the rest of this chapter, we will assume that each selection κ of hidden edges that is considered,
satisfies the condition in lemma 4.2.

4.2.2 Properties of the linear axis

A site of P is a line segment or a reflex vertex of the polygon. If S is an arbitrary site of P , we
denote by Pκ

S(t) the points in Pκ(t) originating from S. We call Pκ
S(t) the (linear) offset of site S

at moment t. Figure 4.2(b) illustrates the linear and the uniform offsets of a reflex vertex vj , with
kj = 3 associated hidden edges. We see that the linear offset of vj is made of kj + 2 segments, each
tangent to the uniform offset of vj . Both endpoints of the offset lie on perpendiculars through vj

onto its incident edges. There are edges of the linear wavefront composed of points in different linear
offsets (see the wavefront edges parallel with the edges incident to vj in figure 4.2(b)). If S is a line
segment, its offset is initially a line segment which decreases in length and may be split into two or
more line segments when it collides with the offset of a reflex vertex. If S is a reflex vertex, its offset
is initially a chain of line segments. It may split following a collision with the offset of another site
of P .

Individual points in Pκ move at different speeds. The fastest moving points in Pκ are its reflex
vertices. The slowest moving points have unit speed. The next lemma gives bounds on the speed of
the points in the linear wavefront Pκ.

Let vj be a reflex vertex of P , of internal angle αj , and with kj associated hidden edges. Let
Pκ

vj
(t) be the offset of vj at some moment t.



80 Linear Axis

Lemma 4.3 Points in Pκ
vj

(t) move at speed at most

sj =
1

cos
(

αj−π
2∗(kj+1)

) .

Proof: At moment t shortly after the propagation started, Pκ
vj

(t) is a chain of kj + 2 segments. The
segments of Pκ

vj
(t) are tangent to the uniform offset Uvj

(t) of vj . The tangent points between the
linear and the uniform offsets are the only points in Pκ

vj
(t) with unit speed. The distance covered

by these points up to moment t is thus equal to t. The fastest moving points in Pκ
vj

are the reflex
vertices. Since the distances covered by the reflex vertices in Pκ

vj
(t) up to moment t are all equal,

these vertices have equal speed sj . Thus the distance covered by any reflex vertex in Pκ
vj

(t) up to
moment t is sjt. The angle between the trace of the reflex vertex w ∈ Pκ

vj
(t) and the trace of the unit

speed point h is equal to θj =
αj−π

2∗(kj+1) (see figure 4.2(b)). Thus sj = 1/ cos
(

αj−π
2∗(kj+1)

)

. 2

The linear axis Lκ is the trace of the convex vertices of the propagating linear wavefront. Each
convex vertex of Pκ(t) is a breakpoint between two linear offsets. Lemmas 4.5 and 4.6 describe the
trace of the intersection of two adjacent offsets in the linear wavefront propagation. They are central
to our linear axis computation in section 4.4.

First, we establish the needed terminology. If v is a vertex and e is an edge non-incident with v,
we denote by P (v, e) the parabola with focus v and directrix the line supporting e. For any real value
r > 1, we denote by Hr(v, e) the locus of points whose distances to v and the line supporting e are
in constant ratio r. This locus is a hyperbola branch (the hyperbola with focus v, the line supporting e
as directrix, and eccentricity r). If u and v are reflex vertices, we denote by Cr(u, v) the Apollonius
circle associated with u,and v, and ratio r 6= 1. Cr(u, v) is the locus of points whose distances to u
and v, respectively, are in constant ratio r. The following property of the parabola is used in proving
lemma 4.5.

Lemma 4.4 If l is an arbitrary line passing through the focus of the parabola P (v, e), then the
angular bisectors between l and the directrix e are tangent to the parabola. Also the lines connecting
the tangent points with the focus are perpendicular to l.

Proof: Let B(l, e) denote one of the angular bisectors between l and the directrix e. Let l′ be
a line perpendicular to l and passing through the focus v. If p is the intersection of l′ with B(l, e),
then d(p, l) = d(p, e). Since d(p, l) is the length of the segment connecting p and v, we have that
p ∈ P (v, e). It remains to show that p is the only intersection point between B(l, e) and P (v, e). If
there exists another point q 6= p such that q ∈ P (v, e) and q ∈ B(l, e), we have that d(q, v) = d(q, e),
and d(q, e) = d(q, l), thus d(q, v) = d(q, l). But this means that the line passing through q and v is
perpendicular to l, which contradicts the fact that p, q and v are not collinear. Thus B(l, e) is tangent
to P (v, e), and also the line passing through p (the tangent point) and v is perpendicular to l. 2

Let e be an edge and vj a reflex vertex of P (see figure 4.3 left). The points in the offset Pκ
e

move at unit speed, the points in the offset Pκ
vj

move at speeds varying in the interval [1, sj ], where
sj is given by lemma 4.3. During the propagation, the the offsets Pκ

e and Pκ
vj

may become adjacent
following a vertex-edge collision event, or following an edge annihilation event (see section 3.1.2).
Then:

Lemma 4.5 If the linear offsets of vj and e become adjacent, the trace of their intersection is a
polygonal chain that satisfies:
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Figure 4.3: (a) The linear offsets of reflex vertex vj and edge e trace, in the propagation, a polygonal
chain that lies in the region between parabola P (vj , e) and hyperbola Hsj (vj , e). (b) The linear
offsets of the reflex vertices vi and vj trace a polygonal chain that lies outside the Apollonius circles
Csj (vj , vi) and Csi(vi, vj).

1. it lies in the region between P (vj , e) and Hsj (vj , e);

2. the lines supporting its segments are tangent to P (vj , e); the tangent points lie on the traces of
the unit speed points in Pκ

vj
;

3. Hsj (vj , e) passes through those vertices which lie on the trace of a reflex vertex of Pκ
vj

.

Proof: 1. Let t be a moment in the linear propagation when Pκ
vj

(t) and Pκ
e (t) are adjacent. Let

point p ∈ Pκ
vj

(t)∩Pκ
e (t) be contained in their intersection. Then d(p, e) = t and t ≤ d(p, vj) ≤ tsj .

This implies that d(p, e) ≤ d(p, vj), which means that p lies in the region in the plane bounded by
P (vj , e) that contains e. From d(p, vj)/d(p, e) ≤ sj we have that p lies in the region in the plane
bounded by Hsj (vj , e) that contains vj . Thus p lies in the region between P (vj , e) and Hsj (vj , e)
(see figure 4.3 (a)).

2. Any segment f in the trace of Pκ
vj
∩Pκ

e is a piece of an angular bisector between e and an edge
g ∈ Pκ(0) passing through vj . This edge g may be one of the hidden edges associated to vj or one
of the edges of P incident to vj . From lemma 4.4, it follows that the line supporting f is tangent to
P (v, e), and also that the line passing through the tangent point and vj is perpendicular to the edge g.

3. Reflex vertices originating from vj move at speed sj . If p ∈ Pκ
vj

(t) ∩ Pκ
e (t) lies on the trace

of a reflex vertex of Pκ
vj

, we have d(p, vj) = tsj , so d(p, vj)/d(p, e) = sj , thus p ∈ Hsj (vj , e). 2

Let vi and vj be reflex vertices of P (see figure 4.3 (b)). The points in the offset Pκ
vi

move at
speeds varying in the interval [1, si] while the points in the offset Pκ

vj
move at speeds varying in the

interval [1, sj ]. During the propagation, the offsets Pκ
vi

and Pκ
vj

may become adjacent following a
collision event, or following an edge annihilation event. Then:

Lemma 4.6 If the linear offsets of vi and vj become adjacent, the trace of their intersection is a
polygonal chain that lies outside the Apollonius circles Csi(vi, vj) and Csj (vj , vi).

Proof: Let t be a moment in the linear propagation when Pκ
vi

(t) and Pκ
vj

(t) are adjacent. Let point
p ∈ Pκ

vi
(t) ∩ Pκ

vj
(t) be contained in their intersection. Then t ≤ d(p, vi) ≤ tsi and t ≤ d(p, vj) ≤



82 Linear Axis

tsj . This leads to d(p, vi)/d(p, vj) ≤ si, which means that p is outside Csi(vi, vj) (see figure 4.3
(b)). Similarly, because d(p, vj)/d(p, vi) ≤ sj , p must lie outside Csj (vj , vi). 2

The last lemma of this section is a property common to both linear propagation and uniform
propagation. It is useful in proving the ε-equivalence lemma in section 4.3.1 below. Let Si and Sj be
two arbitrary, non-adjacent sites of P and let Cij and Cji denote the two chains in P \ {Si, Sj}.

Lemma 4.7 The offsets of Si and Sj become adjacent in the propagation if and only if for all Sk ∈
Cij and Sl ∈ Cji, the offsets of Sk and Sl are at any moment disjoint in the propagation.

Proof: (i) Let us suppose that the offsets of Si and Sj become adjacent in the propagation at some
moment t. We distinguish two cases:

• The offsets of Si and Sj become adjacent following a wavefront splitting. This means that the
offsets of Si and Sj collide into each other, splitting the wavefront into two components. One
of these components contains the offsets of the sites in Cij that are still in the wavefront at
moment t, while the other contains the offsets of the sites in Cji that are still in the wavefront
at moment t.

• The offsets Si and Sj become adjacent following a wavefront element annihilation. This means
that a wavefront element, part of the offset of a site Sk with Sk ∈ Cij for example, annihilates
at moment t and the offsets Si and Sj become adjacent. This is possible only if all the offsets
of the sites in Cij are already annihilated, or the ones that are still in the wavefront propagate
in a different wavefront component.

Thus for all Sk ∈ Cij and Sl ∈ Cji, the offsets of Sk and Sl are at any moment disjoint in the
propagation.

(ii) Let us suppose now that the offsets of Si and Sj are at any moment disjoint in the propagation.
Let t be the moment in the propagation when one of these offsets disappears from the wavefront, while
the other continues to propagate. Let Si be the site whose offset disappears from the wavefront at
moment t. We distinguish two cases:

• The offset of Si collapses in a wavefront annihilation event. This means that a component of the
wavefront containing the offset of Si collapses at moment t. Since the offset of Sj continues to
propagate, we conclude that there was a wavefront splitting occurring prior to moment t, after
which the offsets of Si and Sj continued to propagate in different components. Thus there
exists Sk ∈ Cij and Sl ∈ Cji whose offsets become adjacent in the propagation.

• The offset of Si collapses in a wavefront element annihilation event. Let Sk and Sl be the two
sites whose offsets are incident to the offset of Si prior to moment t. Then the offsets of Sk

and Sl become adjacent at moment t. Also, either Sk ∈ Cij and Sl ∈ Cji, or Sl ∈ Cij and
Sk ∈ Cji.

Thus if the offsets of Si and Sj are at any moment disjoint in the propagation, there exists Sk ∈
Cij and Sl ∈ Cji, whose offsets become adjacent in the propagation. 2

4.3 Topological Equivalence to the Medial Axis
Obviously, the larger the number of hidden edges associated with the reflex vertices, the closer the
corresponding linear axis approximates the medial axis. In this section we explore more closely
the relationship between the sequence of hidden edges κ and the quality of this approximation. We
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Figure 4.4: An ε-edge bibj is a Voronoi edge generated by four almost co-circular sites.

start by describing the geometric graph structure of the two skeletons, followed by defining the ε-
equivalence between them in section 4.3.1. We then give in section 4.3.2 an algorithm for computing a
sequence of hidden edges such that the corresponding linear axis and the medial axis are ε-equivalent.

4.3.1 Topological equivalence
Both the medial axis and the linear axis contain nodes of degree two (regular nodes) which are
topologically less significant than the branching nodes. This distinction between the nodes is captured
by the geometric graph structure of the skeletons.

Definition 4.2 A geometric graph (V, E) is a set in R
2 that consists of a finite set V of points, called

vertices, and a finite set E of mutually disjoint, simple curves called arcs. Each arc connects two
vertices of V .

Let (VM, EM) be the geometric graph induced by the medial axis M of polygon P on the set of
vertices VM composed of the convex vertices of P and the branching nodes of M. The arcs in EM

are unions of a finite number of line segments and parabolic arcs. Let (VLκ , ELκ) be the geometric
graph induced by the linear axis Lκ of P on the set of vertices VLκ composed of the convex vertices
of P and the branching nodes of Lκ.The arcs in ELκ are unions of a finite number of line segments.
The two graphs share the set of vertices of degree one, which are the convex vertices of P .

Obviously, in some situations an isomorphism between the geometric graphs of the two skeletons
requires a large number of hidden edges at some reflex vertices. This happens for example when the
medial axis contains degeneracies (nodes of degree larger 3 induced by at least 4 co-circular sites) or
if P contains quadruples of sites that are “nearly co-circular” (which induce a pair of close nodes).
Intuitively, the closer two branching nodes, the larger the number of hidden edges for their generator
sites may get. For many applications of the medial axis, an approximation that preserves the main
visual cues of the shape, though perhaps non-isomorphic to the medial axis, is perfectly adequate.
The way we define the ε-equivalence between the medial axis and the linear axis, will allow us to
compute close approximations with a small number of hidden edges.

Let ε ≥ 0. We now introduce the notion of ε-edge. It is a Voronoi edge generated by four almost
co-circular sites (see figure 4.4).

Definition 4.3 A Voronoi edge between node bi generated by Sk, Si and Sl and node bj generated
by Sk, Sj and Sl is an ε-edge if d(bi, Sj) < (1 + ε)d(bi, Si) or d(bj , Si) < (1 + ε)d(bj , Sj).
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An edge of M that is not an ε-edge, will be referred to as a non-ε-edge. A path between two nodes
of M is an ε-path if it is made only of ε-edges. For any node b of M, a node b′ such that the path
between b and b′ is an ε-path, is called an ε-neighbour of b. Let Nε(b) be the set of ε-neighbours of
b. The set {b} ∪Nε(b) is called an ε-cluster. The two nodes bi and bj in figure 4.4 form an ε-cluster.
A node incident only to non-ε-edges forms an ε-cluster.

Definition 4.4 M and Lκ are ε-equivalent if there exists a surjection f : V M → V Lκ

so that:

1. f (p) = p, for all convex p of P ;

2. ∀ bi, bj ∈ V M with bj /∈ Nε(bi), ∃ an arc in EM connecting bi and bj ⇔ ∃ an arc in ELκ

connecting f(b′i) and f(b′j) where b′i ∈ {bi} ∪Nε(bi) and b′j ∈ {bj} ∪Nε(bj).

The following lemma gives a sufficient condition for the ε-equivalence of the two skeletons and
is the basis for the algorithm to compute a sequence of hidden edges in section 4.3.2.

Lemma 4.8 If the only sites whose linear offsets become adjacent in the propagation, are sites whose
uniform offsets trace an edge in the medial axis or sites whose path between their Voronoi cells is an
ε-path, then the linear axis and the medial axis are ε-equivalent.

Proof: Let Si and Sj be two sites whose uniform offsets trace a non-ε-edge of the medial axis M.
Let Cij and Cji be the two chains of P \ {Si, Sj}. We first show that the linear offsets of Si and Sj

must become adjacent. If we suppose the opposite, then from lemma 4.7 it follows that there are two
sites Sk ∈ Cij and Sl ∈ Cji, whose linear offsets become adjacent. The assumption in this lemma
then implies that either there is an edge in M traced by USk

and USl
, or the path between V C(Sk)

and V C(Sl) is an ε-path. But since USi
and USj

trace an edge of M, lemma 4.7 insures that USk
and

USl
may not become adjacent. Thus the path between V C(Sk) and V C(Sl) must be an ε-path. If

we denote by Ckl and Clk the two chains in P \ {Sk, Sl}, then Si is in one of these chains and Sj

in the other. Lemma 4.1 implies then that the edge traced by USi
and USj

lies on the path between
V C(Sk) and V C(Sl). But this path is an ε-path, thus cannot contain a non-ε-edge. This means that
the assumption that Pκ

Si
and Pκ

Sj
are disjoint is false. Thus there is a one-to-one correspondence

between non-ε-edges of M and edges of the linear axis Lκ traced by the linear offsets of the same
sites.

We define the following relation on VM: bi ∼ bj ⇔ the path in M between bi and bj is an ε-path.
Obviously, “∼” is an equivalence relation. Let VM/∼ be the quotient set of VM by this relation. The
equivalence classes in VM/∼ are the ε-clusters of M. Any arc of EM that is not an ε-path connects
vertices in different ε-clusters. Let M/∼ = (VM/∼, EM/∼) be the graph with vertices VM/∼ and
arcs induced by the arcs of EM.

We now define an equivalence relation on VLκ : bi ' bj ⇔ any edge of the path in Lκ between bi

and bj is traced by two sites S and S ′ with the property that either V C(S) ∩ V C(S ′) is an ε-edge of
M, or the path between V C(S) and V C(S ′) is an ε-path. Let VLκ/' be the quotient set of VLκ by
this relation. Let bibj be an arc in ELκ with its endpoints in different equivalent classes of VLκ/h.
Then the segments composing bibj are traced by pairs of sites S and S ′ such that V C(S) ∩ V C(S ′)
is a non-ε-edge. Let Lκ/' = (VLκ/', ELκ/') be the graph with vertices VLκ/' and arcs induced
by the arcs of ELκ connecting vertices in different equivalent classes.

Both graphs M/∼ and Lκ/' are trees. Since any leaf in these graphs is the equivalence class of a
convex vertex of P , there is a one-to-one correspondence between their leaves. Also, as we proved in
the beginning, there is a one-to-one correspondence between the arcs of M/∼ and Lκ/'. It follows
that M/∼ and Lκ/' are isomorphic. Thus there is a bijection F : VM/∼ → VLκ/h such that any
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vertices b̃i, b̃j ∈ VM/∼ are connected by an arc in EM/∼ iff F (b̃i) and F (b̃j) are connected by an
arc in ELκ/'.

For any b̃ ∈ VM/∼, let fb̃ denote a surjection mapping the nodes in b̃ to the nodes in F (b̃). Then
let f : VM → VLκ be given by: f(p) = p, for all convex vertices p of P , and f(bi) = fb̃i

(bi).
Obviously, f is a surjection and it satisfies the conditions in definition 4.4. 2

4.3.2 Computing a sequence of hidden edges
In this section we describe an algorithm for computing a sequence κ of hidden edges such that the
resulting linear axis is ε-equivalent to the medial axis. As lemma 4.8 indicates, the linear axis and
the medial axis are ε-equivalent if only the linear offsets of certain sites become adjacent in the
propagation. Namely, those with adjacent Voronoi cells, and those whose path between their Voronoi
cells is an ε-path. Our algorithm thus concentrates on pairs of sites whose path between their Voronoi
cells is not an ε-path. Lower bounds on the number of hidden edges are computed so that the linear
offsets of no such pair become adjacent in the propagation.

From lemma 4.3, an upper bound on the speed of the points in the linear offset of a reflex vertex
gives a lower bound on the number of hidden edges. Our algorithm computes upper bounds on the
speed of the points originating from reflex vertices of P , so that the offsets of the above mentioned
pairs of sites do not become adjacent in the linear propagation. This will give us lower bounds on the
number of hidden edges required at each reflex vertex, so that the resulting linear axis and the medial
axis are ε-equivalent.

Conflicting sites

The algorithm handles pairs of sites whose linear offsets must be at any moment disjoint in order to
ensure the ε-equivalence of the two skeletons. These are sites with disjoint Voronoi cells and whose
path between these Voronoi cells is not an ε-path. However, we do not have to consider each such
pair. Lemma 4.9 indicates that only pairs with at least one reflex vertex must be handled.

Lemma 4.9 If Si and Sj are line segments of P with disjoint Voronoi cells, their linear offsets are
always disjoint.

Proof: Let us assume that there is a moment t in the linear propagation when Pκ
Si

(t) and Pκ
Sj

(t)

become adjacent. Let {p} = Pκ
Si

(t) ∩ Pκ
Sj

(t), then d(p, Si) = d(p, Sj) = t. On the other hand,
since P is reached in the linear propagation by the offsets of Si and Sj at moment t, we have that
d(p, Sk) ≥ t, ∀k 6= i, j. But this contradicts the fact that V C(Si) and V C(Sj) are disjoint. 2

Consider two sites Si and Sj , at least one being a reflex vertex. If the path between their Voronoi
cells contains only ε-edges, the linear offsets of Si and Sj are allowed to become adjacent in the
propagation because this does not infringe the ε-equivalence between the two skeletons. If the path
between their Voronoi cells contains at least one non-ε-edge, the linear offsets of Si and Sj must
not be allowed to become adjacent. If the path between their Voronoi cells contains exactly one
non-ε-edge, the sites Si and Sj are said to be conflicting. We show below how a pair of conflicting
sites is handled in order to prevent their linear offsets to become adjacent. If the path between the
Voronoi cells of Si and Sj contains more than one non-ε-edges, the separation of their linear offsets is
guaranteed by the handling of the conflicting sites, as will be proved in theorem 4.1 of the end of this
section. The algorithm handles thus pairs of conflicting sites in an arbitrary order. When handling
the pair Si, Sj we check and, if necessary, adjust the speed of the offsets of Si and Sj , so that these
offsets remain disjoint in the propagation.
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Algorithm

The algorithm for computing a sequence κ of hidden edges can be summarized as follows.

Algorithm ComputeHiddenEdges (P, ε)
Input A simple polygon P and a real constant ε > 0.
Output The number of hidden edges for each reflex vertex such that the resulting linear axis is ε-
equivalent to the medial axis.
1. Compute the medial axis M of P .
2. For each reflex vertex Sj of P

if αj ≥ 3π/2 then sj ← 1/ cos(
αj−π

4 )

else sj ← 1/ cos(
αj−π

2 )
3. ComputeConflictingSites(ε)
4. For each pair of conflicting sites Si, Sj

HandleConflictingPair(Si,Sj)
5. For each reflex vertex Sj of P

kj ←
⌈

αj−π
2 cos−1(1/sj)

⌉

.

In step 2 of the above algorithm, for each reflex vertex Sj we initialize the speed sj of the reflex
vertices in its linear offset. If the angle αj of Sj is greater than 3π/2, we associate one hidden edge
with vj , otherwise the initial number kj of hidden edges associated to Sj is 0 (see section 4.2.1).
The value of sj is then given by lemma 4.3. The computation of the set of conflicting sites in step 3,
and the handling of a pair of conflicting sites Si, Sj in step 4 are described in detail in the following
subsections. Finally in step 5, the number kj of hidden edges associated with each reflex vertex Sj is
determined. It is the smallest number of hidden edges such that the speed of the vertices in the linear
offset of Sj is at most sj . The correctness of the algorithm is proved at the end of the section.

HandleConflictingPair

Let Si and Sj be a pair of conflicting sites, and let bi ∈ V C(Si) and bj ∈ V C(Sj) denote the
endpoints of the path between their Voronoi cells. In this section we indicate how to decrease (if
necessary) the speed of the points in the linear offsets of Si and Sj , such that these offsets remain
disjoint.

The handling of the pair Si, Sj depends on the composition of the path between V C(Si) and
V C(Sj), as well as on the type (reflex vertex or line segment) of Si and Sj . We make below a case
analysis of all possible combinations. For each case, we give upper bounds on the speed of the points
in the linear offsets of Si and Sj , such that these offsets remain disjoint. These bounds, given by
the lemmas 4.10-4.18 below, are used in handling pairs of conflicting sites in step 4 of the algorithm
ComputeHiddenEdges. After identifying in which of the cases described below a conflicting pair
Si, Sj falls into, we check whether the current speeds si or/and sj satisfy the condition(s) in the
corresponding lemma. If they do not, we adjust si or/and sj to the bound(s) given by the lemma.

When taking into consideration the composition of the path between V C(Si) and V C(Sj), we
distinguish two main cases in the handling of the conflicting pair Si, Sj .

A. The path between the Voronoi cells V C(Si) and V C(Sj) is made of exactly one non-ε-edge.
Let Sk and Sl denote the sites whose uniform offsets trace this edge. When handling the pair Si, Sj

we look locally at the configuration of the uniform wavefront shortly prior to the moment the Voronoi
edge bibj starts being traced in the propagation. We take into consideration not only the type of the
sites Si, and Sj , but also the type (regular node or branching node) of bi and bj . We now detail the
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Figure 4.5: Handling the conflicting sites Si and Sj when the path between their Voronoi cells consists
of one edge. An instance of the uniform wavefront is drawn in dotted line style, the medial axis is
drawn in solid line style, and the dashed lines indicate how far the points in the linear offsets of the
reflex vertices may advance.

handling for all possible cases.
A.1. Si is reflex vertex and Sj is line segment. Regarding bi and bj we have the following cases.
A.1.1. bi is a branching node and bj is a branching node or a node of degree two of M.

Lemma 4.10 If the speed of the points in the linear offset of Si is at most d(bj , Si)/d(bj , Sk), the
linear offsets of Si and Sj are at any moment disjoint.

Proof: We consider the case when Sk and Sl are both reflex vertices (see figure 4.5, (A.1.1)). In
the other cases (when both sites are line segments and when one site is line segment and the other
reflex vertex) the proof is similar. From lemma 4.6, we have that the trace of Pκ

Si
(t) ∩ Pκ

Sk
(t) lies

in the region between the Apollonius circles Csi(Si, Sk) and Csk (Sk, Si), and also that the trace of
Pκ

Si
(t) ∩ Pκ

Sl
(t) lies in the region between Csi(Si, Sl) and Csl(Sl, Si). If bj lies inside Csi (Si, Sk),

then the linear offset of Si is at any moment disjoint with the segment connecting bj with Sk. Indeed,
let p be an arbitrary point on this segment and let t be the moment when p is reached by the linear
wavefront. Since Sk and bj lie inside Csi(Si, Sk), p lies also inside this Apollonius circle, which
in turn gives us d(p, Si) > sid(p, Sk). No matter which linear offset contains p at moment t, we
have d(p, Sk) ≥ t. Thus d(p, Si) > sit, which means that the linear offset of Si does not reach
p. Similarly, if bj lies inside Csi(Si, Sl), the linear offset of Si is at any moment disjoint with the
segment connecting bj with Sl. Since the trace of Pκ

Sj
(t) ∩ Pκ

Sk
(t) lies in the region between the

parabola P (Sk, Sj) and hyperbola Hsk (Sk, Sj) (see lemma 4.5), we have that the linear offset of Sj

is at any moment disjoint with the segment connecting bj with Sk. Also the linear offset of Sj is at
any moment disjoint with the segment connecting bj with Sl. Thus the linear offsets of Si and Sj

are at any moment disjoint. The conditions on bj to lie inside Csi(Si, Sk) and inside Csi(Si, Sl) are
equivalent to d(bj , Si)/d(bj , Sk) > si. 2

A.1.2. bi is a node of degree two of M that occurs sooner than bj , and bj is a branching node
(see figure 4.5, (A.1.2)). Since bi is a of degree two node (regular node), one of the sites tracing the
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Figure 4.6: Handling the conflicting sites Si and Sj when the path between their Voronoi cells consists
of one edge.

Voronoi edge bibj is a line segment incident to Si. Let this be Sk and let b be the intersection of the
segment connecting bj with its closest point on Sl with the perpendicular through Si onto Sk.

Lemma 4.11 If the speed of the points in the linear offset of Si is at most d(b, Si)/d(b, Sl), the linear
offsets of Si and Sj are at any moment disjoint.

Proof: The proof of this lemma is similar to the proof of lemma 4.10. The condition in the lemma
means that b lies inside the Apollonius circle Csi(Si, Sl) and it ensures that the linear offset of Si

does not intersect the segment connecting b with its closest point on P (the segment bSl for the
configuration in figure 4.5, (A.1.2)). 2

A.1.3. bi is a node of degree two that occurs later than bj , which is a branching node or a node
of degree two. In this case the linear offsets of Si and Sj are always disjoint, because they lie at any
moment in disjoint regions in the interior of P . These are the regions that P is divided into by the
segments connecting bi with its closest points of P . In figure 4.6 (A.1.3) bi is a node of degree two,
occurring later than bj , which is a branching node. The offsets of Si and Sj are always disjoint in the
propagation since the offset of Sj does not intersect the two segments connecting bi with its closest
points on P .

A.2. Si and Sj are reflex vertices. Regarding bi and bj we distinguish the following cases.
A.2.1 bi and bj are branching points of M. Let b be the intersection of the perpendicular bisector

Bij of Si and Sj with the edge connecting bi and bj (see figure 4.6, (A.2.1)).

Lemma 4.12 If the speed of the points in the linear offset of Si is at most d(b, Si)/d(b, Sk), and the
speed of the points in the linear offset of Sj is at most d(b, Sj)/d(b, Sk), the linear offsets of Si and
Sj are at any moment disjoint.

Proof: The proof of this lemma is similar to that of lemma 4.10. If Sk is a reflex vertex and Sl is a
line segment (see figure 4.6, (A.2.1)), the first condition means that b lies inside Csi(Si, Sk) and also
in the region bounded by Hsi(Si, Sl) containing Sl. The second condition means that b lies inside
Csj (Sj , Sk) and also in the region bounded by Hsj (Sj , Sl) containing Sl. The linear offsets of Si

and Sj are always disjoint since neither of them intersects the two segments connecting b with its
closest points on P . 2
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Figure 4.7: Handling the conflicting sites Si and Sj when the path between their Voronoi cells consists
of one edge.

A.2.2. bi is a node of degree two of M that occurs sooner than bj , and bj is a branching node (see
figure 4.7, (A.2.2)). Since bi is a regular node, one of the sites tracing the Voronoi edge bibj is a line
segment incident to Si. Let that be Sk and let b be the intersection of the edge bibj with the bisector
Bij of Si and Sj . Let b′ be the intersection of the segment connecting b with its closest point on Sl

with the perpendicular through Si onto Sk.

Lemma 4.13 If the speed of the points in the linear offset of Si is at most d(b′, Si)/d(b′, Sl), and the
speed of the points in the linear offset of Sj is at most d(b, Sj)/d(b, Sk), the linear offsets of Si and
Sj are at any moment disjoint.

Proof: If Sl is a reflex vertex (see figure 4.7, (A.2.2)), the first condition in the lemma means
that b′ lies inside Csi(Si, Sl) and it ensures that the linear offset of Si does not intersect the chain
Sib

′Sl. The second condition means that b lies inside Csj (Sj , Sl) and also in the region bounded by
Hsj (Sj , Sk) and containing Sk. This condition ensures that the linear offset of Sj does not intersect
the two segments connecting b with its closest points on P . 2

A.2.3. bi is a regular node of M that occurs later than bj , and bj is a branching node (see figure 4.7,
(A.2.3)). Since bi is a regular node, one of the sites (let this be Sk) tracing the Voronoi edge bibj is a
line segment incident to Si.

Lemma 4.14 If the speed of the points in the linear offset of Sj is at most d(bi, Sj)/d(bi, Sk), the
linear offsets of Si and Sj are at any moment disjoint.

Proof: If Sl is a line segment (see figure 4.7, (A.2.3)), the condition in the lemma means that bi

lies in the region bounded by Hsj (Sj , Sk) and containing Sk . It also lies in the region bounded by
Hsj (Sj , Sl) and containing Sl. It ensures thus that the linear offset of Sj does not intersect the two
segments connecting bi with its closest points on P . 2

A.2.4. bi and bj are regular nodes. In this case the linear offsets of Si and Sj are at any moment
disjoint.
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B. The path between the Voronoi cells V C(Si) and V C(Sj) is made of at least two edges, all
except one of them being ε-edges. Let Sk and Sl denote the sites whose uniform offsets trace the only
non-ε-edge in the path, and let pi and pj be the endpoints of this edge. If pi is the endpoint closest
along the path to bi, then either pi = bi or all the edges between bi and pi are ε-edges. Also, either
bj = pj or all edges between bj and pj are ε-edges. We distinguish the following cases:

B.1 Si is reflex vertex, and Sj is an edge of P . If bi = pi, the linear offset of Si is at any moment
disjoint with the linear offset of Sj . This is guaranteed by the handling of the conflicting pair whose
path between their Voronoi cells is the non-ε-edge bipj . Indeed, when handling this pair the speed of
the linear offset of Si is adjusted such that this offset is disjoint with the chain connecting pj with its
closest points on P (see proofs lemmas 4.10-4.14).

Let bi 6= pi. Regarding bi we have the following cases.
B.1.1. bi is a node of degree two, such that the uniform offset of Si annihilates in bi. In figure 4.8

(B.1.1), the path between Si and Sj is made of two edges (bj = pj); both endpoints of the ε-edge
bipi are regular nodes; the non-ε-edge pipj is traced by the uniform offsets of the reflex vertices Sk

and Sl. The ray from Si to bi may intersect at most one of the segments connecting pj with its closest
points on Sk and Sl. If none of these segments is intersected by the ray, the linear offsets of Si and
Sj are disjoint in the propagation. If the ray intersects one segment, let b be this intersection point
and let b ∈ V C(Sl) (the segment intersected by the ray is the one connecting pj with its closest point
on Sl).

Lemma 4.15 If the speed of the points in the linear offset of Si is at most d(b, Si)/d(b, Sl), the linear
offsets of Si and Sj are at any moment disjoint.

Proof: For the configuration in figure 4.8 (B.1.1), the condition in the lemma means that b lies inside
the circle Csi(Si, Sl). Thus it ensures that the linear offset of Si does not reach any point of the
segment connecting bj with its closest point on Sl. 2

B.1.2. bi is a branching node. In figure 4.8 (B.1.2), the path between Si and Sj is made of two
edges; the non-ε-edge pipj is traced by the uniform offsets of the line segments Sk and Sl.

Lemma 4.16 If the speed of the points in the linear offset of Si is at most d(pj , Si)/d(pj , Sk), the
linear offsets of Si and Sj are at any moment disjoint.

Proof: For the configuration in figure 4.8 (B.1.2), the condition in the lemma means that pj lies
in the region bounded by hyperbola Hsi(Si, Sk) containing Sk and also in the region bounded by
hyperbola Hsi(Si, Sl) and containing Sl. The linear offset of Si is thus at any moment disjoint with
the segments connecting bj with its closest points on Sk and Sl. 2

B.1.3. bi is a regular node, such that the uniform offset of an edge incident to Si annihilates in bi.
In this case the linear offsets of Si and Sj are at any moment disjoint (see also the similar cases A.1.3
and A.2.3).

B.2. Si and Sj are reflex vertices of P . Let b be the intersection of the edge pipj with the bisector
of the sites whose path between their Voronoi cells is the edge pipj . We distinguish the following
cases.

B.2.1. bi is a node of degree two, where the uniform offset of Si annihilates, and bj is a branching
point. The ray from Si to bi intersects at most one of the segments connecting b with its closest points
on Sk and Sl. If the ray intersects the segment connecting b with its closest point on Sl, let b′ be this
intersection point.
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Figure 4.8: Handling the conflicting sites Si and Sj when the path between their Voronoi cells consists
of at least two edges.

Lemma 4.17 If the speed of the points in the linear offset of Si is at most d(b′, Si)/d(b′, Sl), and the
speed of the points in the linear offset of Sj is at most d(b, Sj)/d(b, Sl), these linear offsets are at
any moment disjoint.

Proof: The proof of this lemma is similar to those of lemmas 4.10-4.16. 2

B.2.2. bi and bj are branching nodes.

Lemma 4.18 If the speed of the points in the linear offset of Si is at most d(b, Si)/d(b, Sk), and the
speed of the points in the linear offset of Sj is at most d(b, Sj)/d(b, Sk), these linear offsets are at
any moment disjoint.

Proof: The proof of this lemma is similar to those of lemmas 4.10-4.16. 2

B.2.3. bi is a node of degree two, where the uniform offset of a line segment incident to Si

annihilates, and bj is a branching node or a node of degree two. In this case the handling of the pair
of sites whose path between their Voronoi cells is pibj , guarantees that the linear offsets of Si and Sj

are at any moment disjoint.

ComputeConflictingSites

We now detail the computation of the conflicting sites in step 3. Each edge of M, non-incident to
P , is a path between two Voronoi cells. Thus each non-ε-edge of M, non-incident to P , defines two
possibly conflicting sites. What determines whether these are indeed conflicting is the presence of at
least one reflex vertex in the pair. If at least one endpoint of the non-ε-edge is part of an ε-cluster,
there may be other conflicting sites whose path between their Voronoi cells contains this edge. We
now identify such conflicting sites that must be handled by our algorithm.

Let bi and bj be the endpoints of a non-ε-edge of M. Let bibj be the path between V C(Si) 3 bi

and V C(Sj) 3 bj . Let Nε(bi) be set of ε-neighbours of bi and let Nε(bi) 6= ∅. We denote by
G(Nε(bi)) the generator sites of the nodes in Nε(bi). Similarly, Nε(bj) is the set of ε-neighbours of



92 Linear Axis

Si

Sk

Sl

Sjbi
bj

pifi
fj

pj

pj1
= pi1

pj2

Figure 4.9: The linear offsets of Si and Sj , whose path between their Voronoi cells contains two
non-ε-edges (fi and fj), are always disjoint. This is guaranteed by the handling of the conflicting
pairs Si, Sk and Sj , Sl.

bj and let G(Nε(bj)) be the generator sites of the nodes in this set. Each Sk ∈ G(Nε(bi)) that is a
reflex vertex, pairs with Sj to form a conflicting pair. If Nε(bj) = ∅, there are no other conflicting
pairs that need to be considered. If Nε(bj) 6= ∅ but each S ∈ G(Nε(bj)) is a line segment, then Sk

and S form a conflicting pair by the definition in section 4.3.2. However, handling the pair Sk, Sj

ensures that the linear offset of Sk does not reach pj . Thus it is disjoint not only with the linear offset
of Sj but also with the linear offset of S. So, if G(Nε(bj)) contains no reflex vertex, it is sufficient to
handle the conflicting pair Sk, Sj . If Sk ∈ G(Nε(bi)) and Sl ∈ G(Nε(bj)) are reflex vertices, they
form a conflicting pair that must be handled.

Correctness of the Algorithm

We now prove that algorithm ComputeHiddenEdges is correct.

Theorem 4.1 Algorithm ComputeHiddenEdges computes a sequence of hidden edges that leads to a
linear axis ε-equivalent to the medial axis.

Proof: The two skeletons are ε-equivalent if only sites with adjacent Voronoi cells, or sites whose
path between their Voronoi cells is an ε-path, have their linear offsets becoming adjacent (see lemma
4.8). The algorithm ensures that no two conflicting sites have their linear offsets becoming adjacent
in the propagation. Two sites (at least one being a reflex vertex) are conflicting if the path between
their Voronoi cells contains exactly one non-ε-edge. We now prove that no two sites whose path
between their Voronoi cells contains more than one non-ε-edge have their linear offsets becoming
adjacent. Let Si and Sj be two such sites, and bi ∈ V C(Si) and bj ∈ V C(Sj) be the endpoints of
the path between V C(Si) and V C(Sj). Let fi be the non-ε-edge closest to bi on this path, and fj be
the non-ε-edge closest to bj (see figure 4.9). If Si is a reflex vertex, it pairs with a site Sk to form a
conflicting pair, whose path between their Voronoi cells contains fi. When handling this conflicting
pair, the speed si is adjusted so that the linear offset of Si is at any moment disjoint with the linear
offset of Sk. Actually, there exists a point pi ∈ fi such that the linear offset of Si is at any moment
disjoint with the segments connecting pi with its closest boundary points (see the proofs of lemmas
4.10-4.18). Similarly, if Sj is a reflex vertex, it pairs with a site Sl to form a conflicting pair, whose
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path between their Voronoi cells contains fj . When handling this conflicting pair, the speed sj is
adjusted so that the linear offset of Sj is at any moment disjoint with the linear offset of Sl. There
exists a point pj ∈ fj such that the linear offset of Sj is at any moment disjoint with the segments
connecting pj with its closest boundary points. Let pi1 and pi2 be the closest points to pi on the sites
whose uniform offsets trace fi. Also let pj1 and pj2 be the closest points to pj on the sites whose
uniform offsets trace fj . The chains pi1pipi2 and pj1pjpj2 divide the interior of P into three disjoint
regions. The handling of the conflicting pairs Si, Sk and Sj , Sl ensures that the linear offsets of Si

and Sj propagate in disjoint regions in the interior of P . Thus any two sites whose path between their
Voronoi cells is not an ε-path have their linear offsets always disjoint. This proves the correctness of
the algorithm. 2

The performance of the algorithm ComputeHiddenEdges depends on the number of conflicting
pairs computed in step 2. This in turn depends on the number of nodes in the ε-clusters of M. If any
ε-cluster of M has a constant number of nodes, there are only a linear number of conflicting pairs,
since there is a linear number of non-ε-edges in M. Each conflicting pair is handled in constant time,
thus in this case, ComputeHiddenEdges computes the sequence κ in linear time. If the shape has at
least two clusters, each with a linear number of nodes, the number of conflicting pairs may not be
linear. However, there is only a limited class of shapes with a constant number of clusters, each with
a linear number of nodes.

4.4 Computing the Linear Axis
Once we have a sequence κ that ensures the ε-equivalence between the corresponding linear axis
and the medial axis, we can construct this linear axis. The medial axis can be computed in linear
time [41]. Despite its similarity to the medial axis, the fastest known algorithms for the straight
skeleton are slower (see section 3.1.4). Any of the algorithms described in section 3.1.4 can be used
to compute the straight skeleton of Pκ(0), where Pκ(0) is the polygon obtained from P by inserting
kj hidden edges at each reflex vertex vj . The linear axis Lκ corresponding to the sequence κ is then
obtained from the straight skeleton of Pκ(0) by removing the bisectors incident to the reflex vertices
of P .

However, if M has only ε-clusters of constant size, Lκ can be computed from the medial axis in
linear time. We now describe how to adjust the medial axis in order to get the linear axis correspond-
ing to the previously computed sequence κ.

Any two sites that trace a non-ε-edge of M have their linear offsets becoming adjacent in the
linear propagation (see proof of lemma 4.8). Thus any non-ε-edge of M has a counterpart in Lκ,
that is traced by the same sites. If both sites are line segments, the trace of the intersection of their
offsets is part of their angular bisector in both skeletons. If one site is a line segment and the other
is a reflex vertex, the trace of the intersection of their uniform offsets is a parabolic arc, while the
trace of the intersection of their linear offsets is a polygonal chain (see lemma 4.5). If both sites
are reflex vertices, the trace of the intersection of their uniform offsets is part of their perpendicular
bisector, while the trace of the intersection of their linear offsets is a polygonal chain (see lemma 4.6).
Any non-ε-edge of M can be adjusted to its counterpart in the linear axis in time proportional to the
number of hidden edges associated with the sites tracing the edge. For this though we have to know
the endpoints of the linear counterpart of the medial axis edge.

Before detailing the algorithm we make one more observation. Any three non-ε-edges incident
in a node of M have their counterparts in the linear axis meeting in a node. Indeed, let b ∈ M be a
node of degree 3, such that all its incident edges are non-ε-edges. If f is the surjection constructed
in the proof of lemma 4.8, f(b) ∈ Lκ and b are generated by the same sites. Thus the edges incident
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Figure 4.10: A decomposition based on split events of the linear axis gives natural results even if the
polygon contains sharp reflex vertices.

to f(b) are the counterparts of the edges incident to b. The location of the nodes b and f(b) is not
the same, but the location of the linear axis node f(b) can be determined in time proportional to the
number of hidden edges associated with its generator sites.

In computing the linear axis, we adjust each non-ε-edge of the medial axis to its counterpart in the
linear axis. When adjusting an edge bibj we first adjust the location of its endpoints to the location
of the endpoints of its counterpart. Let Nε(bi) be the set of ε-neighbours of bi. When adjusting the
location of node bi, we have to take into consideration the size of its ε-cluster. If Nε(bi) = ∅, the
new location of bi is determined only by its three generating sites. Three line segments that generate
such a node in the medial axis will induce a node at the same location in the linear axis. If at least
one generating site is a reflex vertex, we have to identify the hidden edge that generates the node
in the linear axis. This is done in time proportional to the number of associated hidden edges, by
selecting the hidden edge that reaches bi. We identify thus three edges of Pκ(0) that generate the
counterpart of bi in Lκ. The new location of bi is a point equidistant to these edges. If, on the other
hand, Nε(bi) 6= ∅, the new location of bi is not only determined by its generating sites. We have to
look instead at all the sites G(Nε(bi)∪ {bi}) generating a node in the ε-cluster of bi. More precisely,
we consider a moment prior to the occurrence of any node in Nε(bi)∪{bi} and we locally reconstruct
the linear offsets of the sites in G(Nε(bi)∪{bi}). By propagating these offsets as in [54], we compute
the counterparts of the nodes in Nε(bi) ∪ {bi}. In a similar way, we adjust the location of bj . The
adjustment of a node’s location is done in constant time, if its ε-cluster has constant size, i.e. when
the polygon is non-degenerate. Finally, we use lemmas 4.5-4.6 to replace the parabolic arc or the
perpendicular bisector with the corresponding chain of segments.

We can now conclude that:

Theorem 4.2 For a polygon with a constant number of nodes in each ε-cluster, a linear axis ε-
equivalent to the medial axis can be computed in linear time.

4.4.1 Examples

We have implemented the algorithm ComputeHiddenEdges of section 4.3.2 and the algorithm that
constructs the linear axis from the medial axis described in section 4.4. Figure 4.11 illustrates the
straight skeleton (left column), medial axis (middle column) and the linear axis (right column) of the
contours of a butterfly, a dog and a ray. The contours come from the MPEG-7 Core Experiment test
set “CE-Shape-1”, which contains images of white objects on a black background. The outer closed
contour of the object in the image was extracted. In this contour, each pixel corresponds to a vertex.
The number of vertices were then decreased by applying the Douglas-Peucker [49] polygon approx-
imation algorithm. For the medial axis computation we used the AVD LEDA package [1], which



4.5 A Boundary Decomposition based on the Linear Axis 95

implements the construction of abstract Voronoi diagrams. The straight skeleton implementation was
based on the straightforward algorithm in [54].

For the linear axes in figure 4.11, the number of hidden edges associated with a reflex vertex is
indicated by the number of dashed-line bisectors incident to that reflex vertex that are not part of
the linear axis. The difference between the number of incident bisectors and the number of hidden
edges is one. We see that for these examples a very small number of hidden edges gives a linear axis
ε-equivalent to the medial axis. The counter-intuitive results of the straight skeleton computation
for the butterfly and dog are caused by sharp reflex vertices. Only two hidden edges for the reflex
vertex between the dog’s front legs and for the sharp reflex vertex in the butterfly, are sufficient to get
a linear axis ε- equivalent to the medial axis. Though the reflex vertices of the ray contour are not
very sharp, its the straight skeleton indicates why this skeleton is unsuitable as shape descriptor. Two
hidden edges associated to each reflex vertex at the body-tail junction, give a linear axis ε-equivalent
to the medial axis. The largest number of hidden edges in these examples is three, for the reflex vertex
between the dog’s hind legs.

We used the linear axis instead of the straight skeleton to decompose the contours in figure 3.14
based on wavefront split events (see chapter 3). The results are presented in figure 4.10. We see that
the unwanted effects of the sharp reflex vertices are eliminated and the results of this first step in the
decomposition look more natural.

4.5 A Boundary Decomposition based on the Linear Axis

We now give an application of the boundary decomposition framework described in section 2.2 for
the linear axis. For this we have to define a boundary-correspondence function π, a relevance function
ρ on the set of branching points of the linear axis, a segmentation rule Υ and a threshold value th on
the values in the range of the relevance function ρ.

Since both the linear propagation and the wavefront propagation have similar behaviour, the in-
stantiation (π, ρ, Υ, th) of the framework described in section 2.3.3 can be easily adapted to the linear
axis, as will be described further. The decomposition results for the linear axis however are slightly
different from those for the medial axis. This is because the linear axis contains a larger number of
nodes than the medial axis, thus the simplification process leads to simplified linear axes incorporat-
ing more detail than the simplified medial axis.

We now detail the instantiation of the framework for the linear axis. The relevance function
computation is also based on a simplification of the linear axis. This simplification successively
removes edges of the linear axis with one endpoint of degree one, that is either a vertex of P or
is generated in a convex edge annihilation. The boundary-correspondence function π associates to
each point x in the linear axis the set of boundary points that in the propagation annihilate in x.
The boundary-correspondence set of each skeletal point is a finite set of points. The function ρ
associates a relevance value larger than zero only to those branching points of the linear axis that are
branching points also in the simplified linear axis, except the latest occurring front annihilation. The
precise relevance value of these nodes is also given by the moment in time when the generating event
occurs. The segmentation rule Υ makes also a distinction between branching points generated in
front annihilation events and branching points generated in convex/reflex edge events. For the former
type of branching points, all the points of the boundary-correspondence set are segmenting points.
For the later type of branching points, only those points of the boundary-correspondence set that lie
on sites collapsing in the event are segmenting points.
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Figure 4.11: A comparison of the linear axis (right) with the medial axis (middle) and the straight
skeleton (left). The skeletons are drawn in solid line style. The dashed lines in the middle column
figures are the Voronoi edges, which are not part of the medial axis. The dashed lines in the right
column represent the bisectors traced by the reflex vertices of the wavefront, which are not part of the
linear axis. In these examples, the linear axis is isomorphic with the medial axis (ε = 0).



4.5 A Boundary Decomposition based on the Linear Axis 97

(a) (b)

(c) (d) (e) (f)

Figure 4.12: An example of the proposed boundary decomposition based on the linear axis. (a) Linear
Axis. (b) Simplified Linear Axis. (c)-(f) The four levels of the corresponding hierarchical boundary
decomposition.
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4.5.1 Examples
A simple example of a hierarchical boundary decomposition based on the linear axis is given in figure
4.12. The simplified linear axis in this example has four branching points, whose handling leads to a
four-level boundary decomposition. A hierarchical boundary decomposition of the same shape that
is based on the medial axis is given in figure 2.12.

As can be also seen from figure 4.13, the linear axis simplification is more sensitive to reflex
vertices than the similar medial axis simplification presented in section 2.3. The simplified linear
axis has, in many cases, more branching points than the simplified medial axis. This in turn affects
the resulting boundary decomposition (see figure 4.14). For jagged contours (like the star shape in
these figures), the linear axis simplification does not seem successful. A solution would be to use
a lower number of hidden edges in the linear axis computation, which would lead to a more rough
approximation of the medial axis, but with a simplified linear axis containing less irrelevant branches.

4.6 Concluding Remarks
We presented a new skeleton for polygonal shapes. It is related to the medial axis and the straight
skeleton, but it overcomes some of their shortcomings. The skeleton is the result of a linear wavefront
propagation, like the straight skeleton, but the initial wavefront is an altered version of the given
polygon. The insertion of hidden edges at reflex vertices decreases the speed of the wavefront points,
which remedies the counter-intuitive effect of sharp reflex vertices in the straight skeleton.

Another way to handle sharp reflex vertices could be to allow edges to translate in a non-parallel
manner such that the variations in the speed of the wavefronts points are small along the wavefront.
It is unclear however how to do this without increasing the complexity of the skeleton, or even if it is
possible to do this in such a way that the outcome is a linear skeleton.

Yet another way to take care of sharp reflex vertices is to apply first an outwards propagation,
until the sharp reflex vertices have disappeared and then to propagate the front inwards. It is unclear
however when to stop the outwards propagation such that relevant reflex vertices are not lost from the
wavefront.
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Figure 4.13: Linear axis (left) and its simplification (right).
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Figure 4.14: The proposed boundary decomposition for the linear axis and its corresponding simpli-
fication from figure 4.13.



Chapter 5

Part-based Shape Retrieval

The matching of shapes has been done mostly by comparing them as a whole [17, 79, 96, 109, 110,
113, 117, 130, 150]. Such a matching fails when a significant part of one shape is occluded, for
example. In this chapter, we address the partial shape matching problem, which is concerned with
matching portions of two given shapes. Partial matching helps identifying similarities even when
a significant portion of one shape boundary is occluded, or seriously distorted. It could also help
in identifying similarities between contours of a non-rigid object in different configurations of its
moving parts, like the contours of a sitting and a walking cat, for example.

An overview of the current state-of-art in partial shape matching is given in section 5.1. In section
5.2 we introduce a measure for computing the similarity between a set of polylines and a polygon.
The polylines could be pieces of an object contour incompletely extracted from an image, or could
be boundary parts in a decomposition of an object contour. The measure we propose is based on the
turning function representation of the given polylines (see section 1.3). We present two algorithms
for computing this similarity measure: one straightforward O(km2n2)-time dynamic programming
algorithm, and an O(kmn log mn)-time improvement of it. Here, m denotes the number of vertices
in the polygon, and n is the total number of vertices in the k polylines that are matched against the
polygon.

In section 5.3, we describe a part-based retrieval application. Given a large collection of shapes
and a query consisting of a set of polylines, we want to retrieve those shapes in the collection that
best match our query. The set of polylines forming the query are boundary parts in a decomposition
of a database shape - both this database shape and the parts in the query are selected by the user.
The similarity between the query and an arbitrary database shape is evaluated based on the similarity
measure described in section 5.2. Results presented indicate that a part-based approach to matching
improves the global matching performance for some categories of shapes.

5.1 Partial Shape Matching
Despite its usefulness, considerably less work has been done on partial shape matching than on global
shape matching. A reason could be that partial shape matching is more involved than global shape
matching since it poses two more difficulties: identifying the portions of the shapes to be matched, and
achieving invariance to scaling. If the shape representation is not scale invariant, shapes at different
scales can be globally matched after scaling both shapes to the same length or the same area of the
minimum bounding box. Such solutions work reasonably well in practice for many global similarity
measures. When doing partial matching, however, it is unclear how the scaling should be done since
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A
B

C

Figure 5.1: Scale invariance in partial matching is difficult.

there is no way of knowing in advance the relative magnitude of the matching portions of the two
shapes. This can be seen in figure 5.1: any two of the three shapes in the figure should give a high
score when partially matched but for each shape the scale at which this matching should be done
depends on the portions of the shapes that match.

So far, most of the approaches to partial shape matching are based on computing local features
of the contour, and then looking for correspondences between the features of the two shapes. Ansari
and Delp [16] use triplets of consecutive points of high curvature along the contour as features. They
introduce the sphericity of a transformation that maps a feature of one shape to a feature of the
other shape, which is a numerical indicator of how similar the triangles defined by these features
are. To match the two shapes, a table of feature compatibility is constructed, where each entry in
the table is the sphericity value derived from the mapping of a feature of one shape to a feature of
the other shape. From this table, sequences of consecutive points of high curvature that give highly
compatible features are extracted for the two shapes. Points of high curvature are also used by Liu
and Srinath [87], but their features consist of segments connecting two consecutive such points. They
also construct a table of feature compatibility, the entries being the result of comparing a segment of
one shape to a segment of the other shape. The comparison between two segments is done in terms
of the length ratios and the angles between the respective segments and their successors along the
shape. The longest sequences of compatible consecutive segments are extracted from the table and
the measure of similarity between these sequences is based on a distance transformation. Other local
features-based approaches to partial shape matching make use of genetic algorithms [107], k-means
clustering [26], or fuzzy relaxation techniques [102] for the feature matching process. In [107] and
[26], the length ratio and angle between two consecutive segments of the polygonal shape are used as
features. The line segments of a polygonal approximation of the shape are the features used in [102].

These local features-based solutions work well when the matched subparts are almost equivalent
up to a transformation such as translation, rotation or scaling, because for such subparts the sequences
of local features are very similar. This makes them useful for applications like detecting instances of a
model shape in a cluttered scene. However, the problem of shape-based retrieval in a general database
is more involved, since it requires to report matchings between subparts that we perceive as similar,
but may have quite different local features (different number of curvature extrema for example).

In this chapter we address the partial shape matching problem for the purpose of shape-based
retrieval. One approach to this problem is that of Latecki et al [81], which is based on establishing
the best correspondence of parts in a decomposition of the matched shapes. In [81], to reduce the
influence of noise, the shapes are iteratively simplified in a process called discrete curve evolution.
At every evolution step, two consecutive line segments, as defined by some relevance measure, are
substituted with a single line segment joining their endpoints. The parts of the shape at a given
evolution step are the maximal convex arcs. The similarity measure between two parts is based on
the turning functions of the convex arcs normalized to unit length. The best correspondence among
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P1

P2 Q1

Q2

Figure 5.2: Partial matching based on correspondence of parts may fail to identify similarities.

the 1-to-1, 1-to-many, and many-to-1 correspondences of the maximal convex arcs of two simplified
versions of the original shapes gives the partial similarity measure between the shapes. One serious
drawback of the this approach is the fact that the matching is done between parts of simplified shapes
at ”the appropriate evolution stage” [79]. How these evolution stages are identified is not indicated
in their papers, though it certainly has an effect on the quality of the matching process. On the other
hand, by looking for correspondences between parts of the given shapes, false negatives could appear
in the retrieval process. An example of such a case is in figure 5.2, where two parts of the query
shape Q are denoted by Q1 and Q2, and two parts of the database shape P are denote by P1 and P2.
Though P has a portion of P1 ∪P2 similar to a portion of Q1 ∪Q2, no correspondence among these
four parts succeeds to recognize this. Notice that considering different stages of the curve evolution
(such that P1 ∪P2 and Q1 ∪Q2 constitute individual parts) does not solve the problem either. This
is because the method used for matching two chains normalizes the two chains to unit length and thus
no shifting of one endpoint of one chain over the other is done. Also notice that if instead of making
correspondences between parts, we shift the parts of one shape over the other shape and select those
that give a close match, the similarity between the shapes in figure 5.2 is reported.

In our approach, we also use a decomposition into parts in order to identify the matching portions,
but we do this only for one of the shapes. In the matching process between a (union of) part(s)
and an undecomposed shape, the part(s) are shifted along the shape, and the optimal placement is
computed based on their turning functions (see section 1.3. The parts may be the result of applying
the framework introduced in chapter 2 to a skeleton like the medial axis, as described in chapter 2, or
to the linear axis, as described in chapter 4). They may also be the boundary segments of the parts
resulting from the first step of the decomposition described in chapter 3.

In section 5.2, we introduce a similarity measure for matching a union of possibly disjoint parts
and an undecomposed shape. This similarity measure is a turning angle function-based similarity,
minimized over all possible shiftings of the endpoints of the parts over the shape, and also over all
independent rotations of the parts. Since we allow the parts to rotate independently, this measure
could capture the similarity between contours of non-rigid objects, with parts in different relative
positions.

5.2 Polylines-to-Polygon Matching

In this section we concentrate on the problem of matching an ordered set {P1, P2, . . . , Pk} of k poly-
lines against a polygon P . We want to compute how closely an ordered set of polylines {P1, P2, . . . , Pk}
is to being part of the boundary of P in the given order in counter-clockwise direction around P (see
figure 5.3). For this purpose, the polylines are rotated and shifted along the polygon P , in such a
way that the pieces of the boundary of P “covered” by the k polylines are mutually disjoint except
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P3

P2

P1

Figure 5.3: Matching an ordered set {P1, P2, P3} of polylines against a polygon P .

possibly at their endpoints.
In this section we define a similarity measure for such a polylines-to-polygon matching. The

measure is based on the turning function representation of the given polylines and it is invariant
under translation and rotation. We first give an O(km2n2)-time dynamic programming algorithm
for computing this similarity measure, where m is the number of vertices in P and n is the total
number of vertices in the k polylines. We then refine this algorithm to obtain a running time of
O(kmn log mn).

Note that the fact that P is a polygon, and not an open polyline, comes from the intended ap-
plication. But in fact, it is not a limiting factor for the applicability of the similarity measure or its
computation. With only slight adaptations we can also solve the problem of matching an ordered set
of polylines against an open polyline.

5.2.1 A measure for the similarity between a polyline and a polygon

Arkin et al. [17] describe a metric for comparing polygons that is invariant under translation, rotation
and scaling. It is based on the L2-distance between the turning functions of the two polygons, and
can be computed in O(mn log mn) time, where m is the number of vertices in one polygon and n is
the number of vertices in the other.

The turning function ΘA of a polygon A measures the angle of the counterclockwise tangent
with respect to a reference orientation as a function of the arc-length s, measured from some refer-
ence point on the boundary of A (see section 1.3). It is a piece-wise constant function, with jumps
corresponding to the vertices of A. A rotation of A by an angle θ corresponds to a shifting of ΘA over
a distance θ in the vertical direction. Moving the location of the reference point A(0) over a distance
t ∈ [0, lA) along the boundary of A corresponds to shifting ΘA horizontally over a distance t.

The distance between two polygons A and B is defined as the L2 distance between their two
turning functions ΘA and ΘB, minimized with respect to the vertical and horizontal shifts of these
functions (in other words, minimized with respect to rotation and choice of reference point). More
formally, suppose A and B are two polygons with perimeter length lA and lB , respectively, and the
polygon B is placed over A in such a way that the reference point B(0) of B coincides with point
A(t) at distance t along A from the reference point A(0), and B is rotated clockwise by an angle θ



5.2 Polylines-to-Polygon Matching 105

with respect to the reference orientation. A pair (t, θ) ∈ R × R will be referred to as a placement
of B over A. The first component t of a placement (t, θ) is also called a horizontal shift, since it
corresponds to a horizontal shifting of ΘA over a distance t, while the second component θ is also
called a vertical shift, since it corresponds to a vertical shifting of ΘA over a distance θ. We define
the quadratic similarity f(A, B, t, θ) between A and B for a given placement (t, θ) of B over A, as
the square of the L2-distance between their two turning functions ΘA and ΘB :

f(A, B, t, θ) =

∫ lB

0

(ΘA(s + t)−ΘB(s) + θ)2ds.

The similarity between two polygons A and B is then given by:

min
θ∈R, t∈[0,lA)

√

f(A, B, t, θ).

To achieve invariance under scaling, Arkin et al. [17] propose scaling the two polygons to unit
length prior to the matching.

For measuring the difference between a polygon A and a polyline B the same measure can be
used (for matching two polylines, some slight adaptations would be needed). Notice that, for the
purpose of our part-based retrieval application, we want that a polyline B included in a polygon A
to match perfectly this polygon, that is: their similarity should be zero. But if we scale A and B to
the same length, their turning functions will no longer match perfectly. For this reason we do not
scale the polyline or the polygon prior to the matching process. Thus, our similarity measure is not
scale-invariant. In a part-based retrieval application (see section 5.3) using a similarity measure based
on the above quadratic similarity (see section 5.2.2), we achieve robustness to scaling by normalizing
all shapes in the collection to the same diameter of their circumscribed circle. This is a reasonable
solution for our collection, which does not contain occluded, or incomplete shapes. Moreover these
shapes are object contours and not synthetic shapes.

5.2.2 A measure for the similarity between a set of polylines and a polygon
Let Θ : [0, l] → R be the turning function of a polygon P with m vertices, and of perimeter length
l. Since P is a closed polyline, the domain of Θ can be easily extended to the entire real line, by
Θ(s + l) = Θ(s) + 2π. Let {P1, P2, . . . Pk} be a set of polylines, and let Θj : [0, lj ] → R denote
the turning function of the polyline Pj of length lj . If Pj is made of nj segments, Θj is piecewise-
constant with nj − 1 jumps.

For simplicity of exposition, we denote by fj(t, θ) the quadratic similarity f(P, Pj , t, θ) between
the polyline Pj and the polygon P , for a given placement (t, θ) of Pj over P . Thus

fj(t, θ) =

∫ lj

0

(Θ(s + t)−Θj(s) + θ)2ds.

In this section we define a measure for the similarity between an ordered set {P1, P2, . . . , Pk} of k

polylines and a polygon P . We assume the polylines satisfy the condition
∑k

j=1 lj ≤ l. The similarity
measure, which we denote by d(P1, . . . , Pk; P ), is the square root of the sum of quadratic similarities
fj , minimized over all valid placements of P1, . . . , Pk over P (or in other words, minimized over all
valid horizontal and vertical shifts of their turning functions):

d(P1, . . . , Pk; P ) = min
valid placements

(t1, θ1) . . . (tk, θk)





k
∑

j=1

fj(tj , θj)





1/2

.
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Figure 5.4: In order to measure the degree of matching d(P1, . . . , Pk; P ) between the polylines
P1, . . . , P3 and the polygon P , we shift the turning functions Θ1, Θ2, and Θ3 horizontally and verti-
cally over the turning function Θ.

It remains to define what the valid placements are. The horizontal shifts t1, . . . , tk correspond to
shiftings of the starting points of the polylines P1, . . . , Pk along P . These horizontal shifts cannot be
independent of each other, due to the required validity of the match and the ordering condition. The
validity of the match is the condition that all k polylines should cover pieces of P that are mutually
disjoint except possibly at their endpoints. The ordering condition implies that the starting points of
P1, . . . , Pk are matched with points on the boundary of P in counterclockwise order around P , that
is: tj−1 ≤ tj for all 1 < j ≤ k, and tk ≤ t1 + l. Furthermore, the validity of the match implies
a sharpening of the constraints to tj−1 + lj−1 ≤ tj for all 1 < j ≤ k, and tk + lk ≤ t1 + l (see
figure 5.4). Without loss of generality (see lemma 5.3, section 5.2.3), we may restrict the possible
choices for t1 to [0, l). Thus, t2, ..., tk must lie in a subinterval of [0, 2l). The vertical shifts θ1, . . . , θk

correspond to rotations of the polylines P1, . . . , Pk with respect to the reference orientation, and are
independent of each other.

The similarity measure between the polylines P1, . . . , Pk and the polygon P is thus given by:

d(P1, . . . , Pk; P ) = min
t1∈[0,l), t2,...,tk∈[0,2l);

∀j∈{2,...,k}: tj−1+lj−1≤tj ; tk+lk≤t1+l





k
∑

j=1

f
∗
j (tj)





1/2

, (5.1)

where f∗j (tj) = minθ∈R fj(tj , θ) is the quadratic similarity between Pj and P for a given positioning
tj of the starting point of Pj over P , minimized over all rotations of Pj .

5.2.3 Properties of the quadratic similarity function

In this section we give a few properties of f∗j (t), as functions of t, that constitute the basis of the
algorithms for computing d(P1, . . . , Pk; P ) in sections 5.2.5 and 5.2.6. We also give a simpler for-
mulation of the optimization problem in the definition of d(P1, . . . , Pk ; P ).

Arkin et al. [17] have shown that:

Lemma 5.1 For any fixed value of t, the function fj(t, θ) is a quadratic convex function of θ.

Lemma 5.1 implies that for a given t, the optimization problem minθ∈R fj(t, θ) has a unique
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Θ

Θj

Figure 5.5: For given horizontal and vertical shifts of Θj over Θ, the discontinuities of Θj and Θ
form a set of rectangular strips.

solution, given by the root θ∗j (t) of the equation ∂fj(t, θ)/∂θ = 0. Since

∂fj(t, θ)

∂θ
=

∫ lj

0

2(Θ(s + t)−Θj(s) + θ)ds =

∫ lj

0

2(Θ(s + t)−Θj(s))ds + 2θlj ,

we get:

Lemma 5.2 For a given positioning t of the starting point of Pj over P , the rotation that minimizes
the quadratic similarity between Pj and P is given by:

θ∗j (t) = −
∫ lj
0

(Θ(s + t)−Θj(s))ds

lj
.

We now consider the properties of f∗j (t) = fj(t, θ
∗
j (t)), as a function of the horizontal shift t.

Lemma 5.3 The quadratic similarity f∗j (t) has the following properties:

i) it is periodic, with period l;

ii) it is piece-wise quadratic, with mnj breakpoints within any interval of length l; moreover, the
parabolic pieces are concave.

Proof: i) Since Θ(t+ l) = 2π +Θ(t), from lemma 5.2 we get that θ∗(t+ l) = θ∗(t)− 2π. Thus

f
∗
j (t + l) =

∫ lj

0

(Θ(s + t + l)−Θj(s) + θ∗(t)− 2π)2ds = f
∗
j (t).

ii) Since f∗j (t) = fj(t, θ
∗
j (t)), we have:

f
∗
j (t) =

∫ lj

0

(Θ(s + t)−Θj(s) + θ∗j (t))2ds =

∫ lj

0

(Θ(s + t)−Θj(s))
2ds +

∫ lj

0

2(Θ(s + t)−Θj(s))θ
∗
j (t)ds +

∫ lj

0

(θ∗j (t))2ds =

∫ lj

0

(Θ(s + t)−Θj(s))
2ds + 2θ∗j (t)

∫ lj

0

(Θ(s + t)−Θj(s))ds + lj (θ∗j (t))2.

Applying lemma 5.2 we get:

f
∗
j (t) =

∫ lj

0

(Θ(s + t)−Θj(s))
2ds −

(

∫ lj
0

(Θ(s + t)−Θj(s))ds
)2

lj
. (5.2)
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For the rest of this proof we restrict our attention to the behaviour of f∗j within an interval of
length l. For a given value of the horizontal shift t, the discontinuities of Θ and Θj define a set S of
rectangular strips (see figure 5.5). Each strip is defined by a pair of consecutive discontinuities of the
two turning functions and is bounded from below and above by these functions.

As Θj is shifted horizontally with respect to Θ, there are at most mnj critical events within an
interval of length l where the configuration of the rectangular strips defined by Θ and Θj changes.
These critical events are at values of t were a discontinuity of Θj coincides with a discontinuity of
Θ. In between these critical events, the height of a strip σ is a constant hσ , while the width wσ is a
linear function of t with coefficient−1, 0 or 1.

For a given configuration of strips, the value of
∫ lj
0 (Θ(s + t) − Θj(s))

2ds is thus given by the
sum over the strips in the current configuration of the width of the strip times the square of its height:

∫ lj

0

(Θ(s + t)−Θj(s))
2ds =

∑

σ∈S
wσ(t)h2

σ .

Similarly, we have:
∫ lj

0

(Θ(s + t)−Θj(s))ds =
∑

σ∈S
wσ(t)hσ .

And thus equation 5.2 can be rewritten as:

f
∗
j (t) =

∑

σ∈S
wσ(t)h2

σ − 1

lj





∑

σ∈S
wσ(t)hσ





2

. (5.3)

Since the functions wσ are linear functions of t, the function f∗j is a piece-wise quadratic function of
t, with at most mnj breakpoints within an interval of length l. Moreover, since the coefficient of t2

in equation 5.3 is negative, the parabolic pieces of f∗j are concave (see figure 5.6). 2

The following corollary indicates that in computing the minimum of the function f∗j , it suffices to
restrict our attention to a discrete set of at most mnj points.

Corollary 5.1 The local minima of the function f∗j are among the breakpoints between its parabolic
pieces.

We now give a simpler formulation of the optimization problem in the definition of d(P1, . . . , Pk; P ).
In order to simplify the restrictions on tj in equation 5.1, we define:

fj(t) := f
∗
j

(

t +

j−1
∑

i=1

li

)

In other words, the function fj is a copy of f∗j , but shifted to the left with
∑j−1

i=1 li. Obviously,
fj has the same properties as f∗j , that is: it is a piece-wise quadratic function of t that has its local
minima in at most mnj breakpoints in any interval of length l. With this simple transformation of the
set of functions f∗j , the optimization problem defining d(P1, . . . , Pk; P ) becomes:

d(P1, . . . , Pk; P ) = min
t1∈[0,l), t2,...,tk∈[0,2l);

∀j∈{2,...,k}: tj−1≤tj ; tk≤t1+l0





k
∑

j=1

fj(tj)





1/2

, (5.4)
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Figure 5.6: The quadratic similarity f∗j is a piecewise quadratic function of t, with concave parabolic
pieces.

where l0 := l −∑k
i=1 li. Notice that if (t

∗
1, . . . , t

∗
k) is a solution to the optimization problem in

equation 5.4, then (t∗1, . . . , t
∗
k), with t∗j := t

∗
j +

∑j−1
i=1 li, is a solution to the optimization problem in

equation 5.1.

5.2.4 Characterization of an optimal solution

In this section we characterize the structure of an optimal solution to the optimization problem in
equation 5.4, and give a recursive definition of this solution. This definition forms the basis of a
straightforward dynamic programming solution to the problem.

Let (t
∗
1, . . . , t

∗
k) be a solution to the optimization problem in equation 5.4.

Lemma 5.4 The values of an optimal solution (t
∗
1, . . . , t

∗
k) are found in a discrete set of points X ⊂

[0, 2l), which consists of the breakpoints of the functions f1, ..., fk, plus two copies of each breakpoint:
one shifted left by l0 and one shifted right by l0.

Proof: If t
∗
j−1 6= t

∗
j and t

∗
j 6= t

∗
j+1, the constraints on the choice of t

∗
1, ..., t

∗
k do not prohibit

decreasing or increasing t
∗
j , thus t

∗
j must give a local minimum of function fj .

Notice now, that t
∗
j−1 = t

∗
j means that t∗j = t∗j−1 + lj−1, thus the positioning of the ending point

of Pj−1 and of the starting point of Pj coincide. Then, in the given optimal placement the polylines
Pj−1 and Pj are “glued” together. Similarly, if t

∗
k = t

∗
1 + l0, we have that Pk and P1 are glued

together.
For any j ∈ {1, ..., k}, let Gj be the maximal set of polylines containing Pj , and glued to-

gether in the given optimal placement, that is: no polyline that is not in Gj is glued to a polyline
in Gj . Observe that Gj must have either the form {Pg, ..., Ph} (with j ∈ {g, ..., h}) or the form
{P1, ..., Ph, Pg , ..., Pk} (with j ∈ {1, ..., h, g, ..., k}), for some g and h in {1, ..., k}.

In the first case, we have t
∗
i = t

∗
j for all i ∈ {g, ..., h}. Since Gj is a maximal set of polylines

glued together, the constraints on the choice of t
∗
1, ..., t

∗
k do not prohibit decreasing or increasing

t
∗
g , ..., t

∗
h simultaneously, so t

∗
j must give a local minimum of the function fgh : R → R, fgh(t) =

∑h
i=g fi(t). This function is obviously piecewise quadratic, with concave parabolic pieces, and the

breakpoints of fgh are the breakpoints of the constituent functions fg , ..., fh. Note that a local min-
imum of fgh may not be a local minimum of any of the constituent functions f i (g ≤ i ≤ h), but
nevertheless it will always be given by a breakpoint of one of the constituent functions.
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In the second case, we can argue in a similar manner that t
∗
j must give a local minimum of the

function fgh : R→ R, fgh(t) =
∑k

i=g fi(t) +
∑h

i=1 fi(t− l0), (when j ∈ {g, ..., k}) or the function

fgh : R → R, fgh(t) =
∑k

i=g fi(t + l0) +
∑h

i=1 fi(t) (when j ∈ {1, ..., h}). Thus, t
∗
j must be a

breakpoint of one of the functions fg, ..., fh, or it must be such a breakpoint shifted left or right by l0.
2

We call a point in [0, 2l), which is either a breakpoint of one of the functions f1, ..., fk, or such
a breakpoint shifted left or right by l0, a critical point. Since function fj has 2mnj breakpoints, the
total number of critical points in [0, 2l) is at most 6m

∑j
i=1 ni = 6mn. Let X = {x0, . . . , xN−1}

be the set of critical points in [0, 2l).
With the observations above, the optimization problem we have to solve is:

d(P1, . . . , Pk; P ) = min
t1, . . . , tk ∈ X

∀j > 1 : tj−1 ≤ tj ; tk − t1 ≤ l0





k
∑

j=1

fj(tj)





1/2

. (5.5)

We now show that an optimal solution of this problem can be constructed recursively. For this
purpose, we denote:

D[j, a, b] = min
t1, . . . , tj ∈ X

xa ≤ t1 ≤ . . . ≤ tj ≤ xb

j
∑

i=1

fi(ti) , (5.6)

where j ∈ {1, . . . , k}, a, b ∈ {0, . . . , N − 1}, and a ≤ b. Equation 5.6 describes the subproblem
of matching the set {P1, . . . , Pj} of j polylines to a subchain of P , starting at P (xa) and ending at
P (xb +

∑j
i=1 li). We now show that D[j, a, b] can be computed recursively.

Let (t~1 , . . . t~j ) be an optimal solution for D[j, a, b]. Regarding the value of t~

j we distinguish
two cases:

• t~j = xb, in which case (t~1 , . . . t~j−1) must be an optimal solution for D[j − 1, a, b], because
otherwise (t~1 , . . . t~j ) would not give a minimum for D[j, a, b]; thus in this case, D[j, a, b] =

D[j − 1, a, b] + fj(xb);

• t~j 6= xb, in which case (t~1 , . . . t~j ) must be an optimal solution for D[j, a, b − 1]; because
otherwise (t~1 , . . . t~j ) would not give a minimum for D[j, a, b]; thus in this case D[j, a, b] =
D[j, a, b− 1].

We can now conclude that :

D[j, a, b] = min
(

D[j − 1, a, b] + fj(xb), D[j, a, b− 1]
)

, for j ≥ 1 ∧ a ≤ b, (5.7)

where the boundary cases are D[0, a, b] = 0 and D[j, a, a− 1] has no solution.
A solution of the optimization problem 5.5 is then given by

d(P1, . . . , Pk; P ) = min
xa,xb∈X, xb−xa≤l0

√

D[k, a, b] . (5.8)
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5.2.5 A straightforward algorithm
Equations 5.7 and 5.8 lead us to a straightforward dynamic programming algorithm for computing
the similarity measure d(P1, . . . , Pk; P ):

Algorithm SimpleCompute d(P1, . . . , Pk; P )
1. Compute the set of critical points X = {x0, . . . , xN−1}, and sort them.
2. For all j ∈ {1, . . . , k} and all i ∈ {0, . . . , N − 1}, evaluate fj(xi).
3. MIN ←∞
4. for a← 0 to N − 1 do
5. for j ← 1 to k do D[j, a, a− 1]←∞
6. b← a
7. while xb − xa ≤ l0 do
8. D[0, a, b]← 0
9. for j ← 1 to k do
10. D[j, a, b]← min

(

D[j − 1, a, b] + fj(xb), D[j, a, b− 1]
)

11. b← b + 1
12. MIN ← min(D[k, a, b− 1], MIN).
13. return

√
MIN

Lemma 5.5 The running time of algorithm SimpleCompute d(P1, . . . , Pk; P ) is O(km2n2), and the
algorithm uses O(km2n2) storage.

Proof: Step 1 of this algorithm requires first identifying all values of t such that a vertex of a
turning function Θj is aligned with a vertex of Θ. For a fixed vertex v of a turning function Θj , all
m values of t such that v is aligned with a vertex of Θ can be identified in O(m) time; the results for
all nj vertices of Θj can thus be collected in O(mnj) time. We then have to shift these values left by
∑j−1

i=1 li and make copies of them shifted left and right by l0. Overall, the identification of the set X

of critical points takes O(
∑k

j=1 mnj) = O(mn), and they can be sorted in O(mn log(mn)).
We now show that, for a particular value of j, evaluating f j(xi), for all i ∈ {0, . . . , N − 1}

takes O(mn). The algorithm is an adaptation of the algorithm used in [17], and we thus indicate
only its main ideas. As equation 5.3 from the proof of lemma 5.3 indicates, the function f j(t) is the
difference of two piecewise linear functions with the same set of breakpoints. Thus these functions
can be completely determined by evaluating an initial value and the slope of each linear piece. It
remains to indicate how to compute the slopes of these linear pieces.

Notice that when Θj is horizontally shifted over Θ such that the configuration S of the rectangular
strips does not change, the only strips whose width is changing are those bounded by a jump of Θ
and a jump of Θj . More precisely, let us denote by SΘΘj the set of rectangular strips in the current
configuration S that are bounded left by a jump of Θ and right by a jump of Θj (see figure 5.7), by
SΘjΘ the set of rectangular strips that are bounded left by a jump of Θj and right by a jump of Θ,
and by SΘΘ and SΘjΘj the set of of rectangular strips that are bounded left and right by a jump of
Θ and Θj , respectively. When shifting Θj such that the configuration S does not change, the widths
of the strips in SΘjΘj and SΘΘ do not change, while the width of those in SΘΘj increases and of
those in SΘjΘ decreases. Thus the slope of each linear piece of the sum functions in equation 5.3 is
determined only by the rectangular strips in SΘΘj and SΘjΘ.

Notice also that at each breakpoint of fj , only three strips in S change their type. The evaluation
of the function fj thus starts with computing an initial configuration of strips, with strips divided in
the above mentioned four groups, An initial value f j(0) can be computed from this configuration
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σ1

σ2

σ3

σ4

σ5

σ6

Θ

Θj

Figure 5.7: The four types of strips formed by the discontinuities of two turning functions Θj and Θ:
σ1, σ4 ∈ SΘjΘ, σ2, σ6 ∈ SΘΘj , σ3 ∈ SΘjΘj , and σ5 ∈ SΘΘ.

in O(m + nj). We then go through the set X of critical events in order and when necessary we
update the configuration of strips (and thus the sets SΘΘj and SΘjΘ) and also compute the value of
the function fj , based on the slopes computed from SΘΘj and SΘjΘ. The updates of the configuration
and the function values computation take constant time per critical point. Thus we can evaluate the
function fj at all critical points in x in O(N) = O(mn), and thus the step 2 of the algorithm takes
O(kmn) time.

The operations in the rest of the algorithm all take constant time each. Their total time is deter-
mined by the number of times line 10 is executed, which is at most N times for the loop in line 4,
times N for the loop on line 6, times k for the loop on line 8, for a total of O(kN 2) = O(km2n2)
times.

Thus, line 4 to 12 dominate the running time of algorithm SimpleCompute, and this is O(km2n2).
The amount of storage used by the algorithm is dominated by the amount of space needed to store
the matrix M , which is O(kN 2) = O(km2n2). 2

5.2.6 Refinement of the algorithm
The above time bound on the computation of the similarity measure d(P1, . . . , Pk; P ) can be im-
proved to O(kmn log mn). The refinement of the algorithm is based on the following property of
equation 5.7:

Lemma 5.6 For any polyline Pj , j ∈ {1, . . . , k}, and any critical point xb, b ∈ {0, . . . , N − 1},
there is a critical point xz , 0 ≤ z ≤ b, such that:

i) D[j, a, b] = D[j, a, b− 1], for all a ∈ {0, ..., z − 1}, and

ii) D[j, a, b] = D[j − 1, a, b] + fj(xb), for all a ∈ {z, ..., b}.

Proof: For fixed values of j and b, let (ta
1 , ..., t

a
j ) denote the lexicographically smallest solution

among the optimal solutions for the subproblem D[j, a, b]. For ease of notation, define ta
0 = xa and

taj+1 = xb. The proof of i) and ii) is based on the following observation: as a increases from 0 to b,
the value tai can only increase as well, or remain the same, for any i ∈ {1, . . . , j}. We first prove this
observation.

For the sake of contradiction, assume that there is an a (0 < a ≤ b) and an i (1 ≤ i ≤ j) such
that tai < ta−1

i . For such an a, let i′ be the smallest such i, and let i′′ be the largest such i.
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By our choice of i′ and i′′, we have tai′−1 ≤ tai′ < ta−1
i′ ≤ ta−1

i′′ ≤ ta−1
i′′+1 ≤ tai′′+1. It follows

that (ta1 , ..., tai′−1, ta−1
i′ , ..., ta−1

i′′ , tai′′+1, ..., t
a
j ) is a valid solution for j, a and b . From the fact that

the lexicographically smallest optimal solution (ta
1 , ..., t

a
j ) is different, we must conclude that it is at

least as good, i.e.
∑i′′

i=i′ fi(t
a
i ) ≤∑i′′

i=i′ fi(t
a−1
i ).

But we also have ta−1
i′−1 ≤ tai′−1 ≤ tai′ ≤ tai′′ < ta−1

i′′ ≤ ta−1
i′′+1, from which it follows that

(ta−1
1 , ..., ta−1

i′−1, tai′ , ..., t
a
i′′ , ta−1

i′′+1, ..., t
a−1
i′′ ) is a valid solution for j, a − 1 and b. From the fact

that this solution is lexicographically smaller than the lexicographically smallest optimal solution
(ta−1

1 , ..., ta−1
j ), we must conclude that it is suboptimal, so

∑i′′

i=i′ f i(t
a
i ) >

∑i′′

i=i′ fi(t
a−1
i ). This

contradicts the conclusion of the previous paragraph.
It follows that tai ≥ ta−1

i , for all 0 < a ≤ b and 1 ≤ i ≤ j, and thus, by induction, that ta′

i ≤ tai ,
for all 0 ≤ a′ ≤ a.

We can now prove the lemma:
i) - ii) Let z be the smallest value in {0, ..., b} for which tz

j = xb (since tbj must be xb, such a
value always exists). Since, by our choice of z, we have ta

j 6= xb for all a < z, we have D[j, a, b] =

D[j, a, b−1] for all a ∈ {0, ..., z−1}. Moreover, for a ∈ {z, ..., b}, we have xb = tzj ≤ taj ≤ tbj = xb,
so taj = xb, and thus, D[j, a, b] = D[j − 1, a, b] + fj(xb). 2

For given j and b, we consider the functionD[j, b] : {0, N−1} → R, withD[j, b](a) = D[j, a, b].
Lemma 5.6 expresses the fact that the values of functionD[j, b] can be obtained from D[j, b − 1] up
to some value z, and from D[j − 1, b] (while adding f j(xb)) from this value onwards. This property
allows us to improve the time bound of the dynamic programming algorithm in the previous section.
Instead of computing arrays of scalars D[j, a, b], we will compute arrays of functions D[j, b]. The
key to success will be to represent these functions in such a way that they can be evaluated fast and
D[j, b] can be constructed from D[j − 1, b] and D[j, b− 1] fast. Before describing the data structure
used for this purpose, we present the summarized refined algorithm:

Algorithm FastCompute d(P1, . . . , Pk; P )

1. Compute the set of critical points X = {x0, . . . , xN−1}, and sort them
2. For all j ∈ {1, ..., k} and all b ∈ {0, ..., N − 1}, evaluate fj(xb)

3. ZERO ← a function that always evaluates to zero
4. INFINITY ← a function that always evaluates to∞
5. MIN ←∞
6. a← 0

7. for j ← 1 to k do
8. D[j,−1]← INFINITY

9. for b← 0 to N − 1 do
10. D[0, b]← ZERO

11. ConstructD[j, b] fromD[j − 1, b] and D[j, b− 1]

12. while xa < xb − l0 do
13. a← a + 1

14. val← evaluation of D[k, b](a)

15. MIN ← min (val, MIN )

16. return
√

MIN

The running time of this algorithm depends on how the functionsD[j, b] are represented. In order
to make especially steps 9 and 12 of the above algorithm efficient, we represent the functions D[j, b]
by means of balanced binary trees. A similar idea was used by Asano et al. [18].
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Tj−1,bTj,b−1

Tj,b

⇓
λz

λ0 λN−1 λ0

λ0

λz

λz

λN−1

λN−1

Figure 5.8: The tree Tj,b is contructed from Tj,b−1 and Tj−1,b by creating new nodes along the path
from the root to the leaf λz, and adopting the subtrees to the left of the path from Tj,b−1, and the
subtrees to the right of the path from Tj−1,b.

An efficient representation for function D[j, b]

We now describe the tree Tj,b used for storing the functionD[j, b]. Each node ν of Tj,b is associated
with an interval [a−

ν , a+
ν ], with 0 ≤ a−

ν ≤ a+
ν ≤ N −1. The root ρ is associated with the full domain,

that is: a−
ρ = 0 and a+

ρ = N − 1. Each node ν with a−
ν < a+

ν is an internal node that has a split
value aν = b(a−

ν + a+
ν )/2c associated with it. Its left and right children are associated with [a−

ν , aν ]
and [aν + 1, a+

ν ], respectively. Each node ν with a−
ν = a+

ν is a leaf of the tree, with aν = a−
ν = a+

ν .
For any index a of a critical point xa, we will denote the leaf ν that has aν = a by λa. Note that so
far, the tree looks exactly the same for each function D[j, b]: they are balanced binary trees with N
leaves, and log N height. Moreover, all trees have the same associated intervals, and split values in
their corresponding nodes.

With each node ν we also store a weight wν , such that Tj,b has the following property: D[j, b](a)
is the sum of the weights on the path from the tree root to the leaf λa. Such a representation of a
functionD[j, b] is not unique. A trivial example is to set wν equal to D[j, b](aν) for all leaves ν, and
to set it to zero for all internal nodes. It will become clear below why we also allow representations
with non-zero weights on internal nodes.

Furthermore, we store with each node ν a value mν which is the sum of the weights on the path
from the left child of ν to the leaf λaν

, that is: the rightmost descendant of the left child of ν.
This concludes the description of the data structure used for storing a functionD[j, b].

Lemma 5.7 The data structure Tj,b for the representation of the functionD[j, b] can be operated on
such that:

(i) the representation of a zero function (i.e. a function that always evaluates to zero) can be
constructed in O(N) time; also the representation of a function that always evaluates to ∞
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can be constructed in O(N) time;

(ii) given the representation Tj,b of D[j, b], evaluatingD[j, b](a) takes O(log N) time;

(iii) given the representations Tj−1,b and Tj,b−1 of the functionsD[j−1, b] andD[j, b−1], respec-
tively, a representation Tj,b of D[j, b] can be computed in O(log N) time.

Proof: (i) Constructing the representation of a zero function involves nothing more than building
a balanced binary tree on N leaves and setting all weights to zero. This can be done in O(N) time.
The representation of a function that always evaluates to∞ takes also O(N) time since it involves
only the building a balanced binary tree on N leaves and setting the weights of all leaves to∞, and
the weights of internal nodes to zero.

(ii) Once Tj,b representing the function D[j, b] has been constructed, the weights stored allow us
to evaluateD[j, b](a) for any a in O(log N) time by summing up the weights of the nodes on the path
from the root to the leaf λa that corresponds to a.

(iii) To construct Tj,b from Tj,b−1 and Tj−1,b efficiently, we take the following approach. We find
the sequences of left and right turns that lead from the root of the trees down to the leaf λz , where z
is defined as in lemma 5.6. Note that the sequences of left and right turns are the same in the trees
Tj,b, Tj,b−1, and Tj−1,b, only the weights on the path differ. Though we do not compute z explicitly,
we will show below that we are able to construct the path from the root of the tree to the leaf λz

corresponding to z, by identifying, based on the stored weights, at each node node along this path
whether the path continues into the right or left subtree of the current node.

Lemma 5.6 tells us that for each leaf left of λz, the total weight on the path to the root in Tj,b

must be the same as the total weight on the corresponding path in Tj,b−1. At λz itself and right of λz,
the total weights to the root in Tj,b must equal those in Tj−1,b, plus fj(xz). We construct the tree Tj,b

with these properties as follows.
We start building Tj,b by constructing a root ρ. If the path to λz goes into the right subtree, we

adopt as left child of ρ the corresponding left child ν of the root from Tj,b−1. There is no need to copy
ν: we just add a pointer to it, thus at once making all descendants of ν in Tj,b−1 into descendants of
the corresponding node in the tree Tj,b under construction. Furthermore, we set the weight of ρ equal
to the weight of the root of Tj,b−1. If, on the other hand, the path to λz goes into the left subtree, we
adopt the right child from Tj−1,b and take the weight of ρ from there, now adding fj(xz).

Then we make a new root for the other subtree of the root ρ, i.e. the one that contains λz , and
continue the construction process in that subtree. Every time we go into the left branch, we adopt
the right child from Tj−1,b, and every time we go into the right branch, we adopt the left child from
Tj,b−1 (see figure 5.8). For every constructed node ν, we set its weight wν so that the total weight
of ν and its ancestors equals the total weight of the corresponding nodes in the tree from which we
adopt ν’s child — if the subtree adopted comes from Tj−1,b, we increase wν by fj(xz).

By keeping track of the accumulated weights on the path down from the root in all the trees,
we can set the weight of each newly constructed node ν correctly in constant time per node. The
accumulated weights on the path down from the root, together with the stored weights for the paths
down to left childrens’ rightmost descendants, also allow us to decide in constant time which is better:
D[j, b − 1](aν) or D[j − 1, b](aν) + fj(xz). This will tell us if λz is to be found in the left or in the
right subtree of ν.

The complete construction process only takes O(1) time for each node on the path from ρ to λz.
Since the trees are perfectly balanced, this path has only O(log N) nodes, so that Tj,b is constructed
in time O(log N). 2
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Theorem 5.1 The similarity d(P1, . . . , Pk; P ) between k polylines {P1, . . . , Pj} with n vertices in
total, and a polygon P with m vertices, can be computed in O(kmn log(mn)) time, and it needs
O(kmn log(mn)) storage.

Proof: We use algorithm Fastcompute d(P1, . . . , Pk; P ) with the data structure described above.
Step 1 and 2 of the algorithm are the same as in the algorithm from section 5.2.5 and can be executed
in O(kmn + mn log n) time. From lemma 5.7, we have that the zero function ZERO can be con-
structed in O(N) time (line 3). Similarly, the infinity function INFINITY can be constructed in
O(N) time (line 4). Lemma 5.7 also insures that constructingD[j, b] fromD[j−1, b] andD[j, b−1]
(line 11) takes O(log N) time, and that the evaluation of D[k, b](a) (line 14) takes O(log N) time.

Notice that no node is ever edited after it has been constructed: no tree is ever updated, and a new
tree is always constructed by making O(log N) new nodes and for the rest by referring to nodes from
existing trees as they are. Therefore, an assignment as in lines 8 or 10 of the algorithm can safely be
done by just copying a reference in O(1) time, without copying the structure of the complete tree.

Thus, the total running time of the above algorithm will be dominated by O(kN) executions of
line 11, taking O(kN log N) = O(kmn log(mn)) time in total.

Apart from the function values of fj computed in step 2, we have to store the ZERO and the
INFINITY function. All these require O(kN) = O(kmn) storage. Notice that any of the func-
tions constructed in step 11 requires only storing O(log(N)) = O(log(mn)) new nodes and pointers
to nodes in previously computed trees, and thus we need O(kmn log(mn)) for all the trees computed
in step 11. So the total storage required by the algorithm is O(kmn log(mn)). 2

5.3 A Part-based Retrieval Application
In this section we describe a part-based shape retrieval application. The retrieval problem we are
considering is the following: given a large collection of polygonal shapes, and a query consisting
of a set of disjoint polylines, we want to retrieve those shapes in the collection that best match the
query. The query represents a set of disjoint boundary parts of a single shape, and the matching
process evaluates how closely these parts resemble disjoint pieces of a shape in the collection. Thus,
instead of querying with complete shapes, we make the query process more flexible by allowing
the user to search only for certain parts of a given shape. The parts in the query are selected by
the user from an automatically computed decomposition of a given shape. More specifically, in
the application we discuss below, these parts are the result of applying the boundary decomposition
framework introduced in chapter 2 to the medial axis (as described in section 2.3). For matching the
query against a database shape we use the similarity measure described in section 5.2.

The shape collection used by our retrieval application comes from the MPEG-7 shape silhouette
database. Specifically, we used the Core Experiment “CE-Shape-1” part B [69], a test set devised
by the MPEG-7 group to measure the performance of similarity-based retrieval for shape descriptors.
This test set consists of 1400 images: 70 shape classes, with 20 images per class. Some examples
of images in this collection are given in figure 5.9, where shapes in each row belong to the same
class. The outer closed contour of the object in each image was extracted. In this contour, each pixel
corresponds to a vertex. In order to decrease the number of vertices, we then used the Douglas-Peuker
[49] polygon approximation algorithm. Each resulting simplified contour was then decomposed, as
described in section 2.3. The instantiation of the boundary decomposition framework described there
uses the medial axis. For the medial axis computation we used the Abstract Voronoi Diagram LEDA
package [1].

The matching of a query consisting of k polylines to an arbitrary database contour is based on
the similarity measure described in section 5.2. This similarity measure is not scale invariant, as we
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Figure 5.9: Examples of images from Core Experiment “CE-Shape1”, part B. Images in the same
row belong to the same class.

noticed in section 5.2.1. Our shape collection, however, contains shapes at different scales. In order
to achieve some robustness to scaling, we scaled all shapes in the collection to the same diameter of
the circumscribed disk. Given the nature of our collection (each image in “CE-Shape-1” is one view
of a complete object), this is a reasonable approach. The reason we opted for a normalization based
on the circumscribed disk, instead of the bounding box, for example, is related to the fact that a class
in the collection may contain images of an object at different rotational angles.

In order to formulate a query, the user selects an arbitrary shape in the collection, and then a
set of parts from its decomposition. Figure 5.10 depicts the query interface of our application. In
order to select a shape from the collection, the user can either select a class and then an image, or
select directly the shape by its number, if known. The selected shape appears on the left side of the
application screen, and the user can visualise and select parts in its decomposition, by clicking on
the part numbers listed under the shape. After selecting a set of parts, a query can be submitted.
The selected parts can either be treated as separate chains of the query, or, adjacent parts can be
concatenated.

Figure 5.11 depicts the retrieved results interface of our application. The best 40 matches are
shown to the user, who is allowed to select any retrieved shape in order to find out detail information
about the matching process. The query parts are depicted in the upper left side of the screen. The
selected retrieved shape appears in the upper right side, and its pieces matched by the query appear
to its left. Through the dialog box “Part Selector”, the user can select a query part. For any retrieved
shape, and any query part the system visualizes the turning functions of the query part and the piece
of the retrieved shaped that is matched to. The quadratic similarity between these polylines appears
in the dialog box “Part Distance”, while the overall similarity between the query and the selected
retrieved shape appears in the dialog box “Total Distance”.
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5.3.1 Experimental Results

The selection of parts comprising the query has a big influence on the results of a part-based retrieval
process. Our collection for example includes classes, such as those labelled “horse”, “dog”, “deer”,
“cattle”, whose shapes have similar parts, such as limbs. Querying with such parts is likely to retrieve
shapes from all these classes. This can be seen from the queries in figures 5.10 and 5.11. The query
parts here are pieces of a shape from the “deer” class. Though only a few shapes from the same class
are ranked in the first 20 retrieved images, the part-based matching process can not be regarded as
inefficient. If we want to retrieve as many shapes from the same class, the selection of parts should
capture relevant and specific characteristics of the shape. Figure 5.12 depicts two part-based queries
on the same shape (belonging to the “beetle” class) with very different results. In the first example,
the query consists of five chains, each representing a leg of the beetle. Among the first ten retrieved
results, only three come from the same class. In the second example, the same parts are contained in
the query, but they were concatenated, so that they form two chains (three legs on one side, two of the
other). All first ten retrieved results are this time from the same class. By concatenating the leg parts
in the second query, a spatial arrangement of these parts is searched in the database, and this gives the
query more power to discriminate between beetle shapes and other shapes containing leg-like parts.

The MPEG group initiated the MPEG-7 Visual Standard in order to specify standard content-
based descriptors that allow to measure similarity in images or video based on visual criteria. Each
visual descriptor incorporated in the MPEG-7 Standard was selected from a few competing proposals,
based on an evaluation of their performance in a series of tests called Core Experiments. The Core
Experiment “CE-Shape-1” was devised to measure the performance of 2D shape descriptors. The
performance of several shape descriptors, proposed for standardization within MPEG-7, is reported
in [105]. The performance of each shape descriptor was measured using the so-called “bulls-eye”
test: each image is used as a query, and the number of retrieved images belonging to the same class
was counted in the top 40 (twice the class size) matches.

The shape descriptor selected by MPEG-7 to represent a closed contour of a 2D object or region
in an image is based on the Curvature Scale Space (CSS) representation. The CSS of a closed planar
curve, A, is computed by repeatedly convolving its arclength parametrization with a Gaussian func-
tion of increasing standard deviation σ, and representing the curvature zero-crossing points (inflection
points) of the resulting curve in the (s, σ) plane, where s is the arclength. The shape descriptor is
made of the maxima of the CSS. The matching process has two steps. Firstly, some global parameters
(eccentricity and circularity) of the query and the database shape are compared, and if they differ sig-
nificantly no further comparison is performed and shapes are considered not similar. This approach is
intended to reduce the amount of computation required by rejecting a proportion of different shapes.
The shape similarity measure between two shapes is computed, in the second step, by relating the
positions of the maxima of the corresponding CSSs.

The reported similarity-based retrieval performance of the shape descriptor described in [96] is
75.44%. In the years following the selection of this descriptor for the MPEG-7 Visual Standard,
people have reported better performances on the same set of data for other shape descriptors. Belongie
et al. [23] reported a retrieval performance of 76.51% for their descriptor based on shape contexts.
Even better performances, of 78.18% and 78.38%, were reported by Sebastian et al. [126] and
Grigorescu and Petkov [59], respectively. The matching in [126] is based on aligning the two shapes
in a deformation-based approach, while in [59] a local descriptor of an image point is proposed that is
determined by the spatial arrangement of other image points around that point. Latecki at al. mention
in [80] a retrieval performance of 83.19% for a shape descriptor introduced in [20].

The similarity measure used by our retrieval application uses a turning function representation. A
turning function-based shape descriptor [66] is reported, in the proposal made to MPEG-7, to have
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Figure 5.12: (Top) The top ten retrieved shapes when quering with five polylines, each representing a
leg of a beetle contour. (Bottom) The top ten retrieved shapes when quering with two polylines, one
containing three legs and the other two legs of the same beetle contour.
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a similarity-based retrieval performance of 54.14%. The similarity measure for this descriptor was
based on the Minkovski distance. A more recent study [160] indicates that the use of other similarity
measures increases this performance rate up to 65.67%.

For many classes in “CE-Shape-1”, with a low variance among their shapes, the CSS matching
[96] gives good results, with a retrieval rate over 90%, as measured by the “bulls-eye” test. For the
class labelled “beetle”, however, the different relative lengths of the antennas/legs, and the different
shapes of the body (see figure 5.9) pose problems for global retrieval. The average performance rate
of CSS matching for this class is only 36%. For the “ray” and “deer” classes, the bad results (an
average performance rate of the CSS matching of 26% and 33%, respectively) are caused by the
different shape and size of the tails and antlers, respectively, of the contours in these classes. A part-
based matching, with a proper selection of parts, is significantly more effective in such cases, as we
shall see below.

We tested the performance of our part-based shape matching. An overall performance score for
the matching process, like in [105], however, is untractable, since that would require 1400 interactive
queries. We therefore present comparison results on a number of individual queries. We compared our
approach with the global CSS matching and with a global matching based on the turning function.
Table 5.1 presents a few instances when a part-based approach outperforms these global matching
methods. The query image of the CSS matching and the query parts of our part-based matching are
illustrated in the first and second column of the table. The retrieval rate measured by the “bulls-
eye” test for the three matching techniques are indicated in the following three columns, while the
remaining columns give the number of true positives returned in the first 20 matches.

5.4 Concluding Remarks
In this chapter we addressed the partial shape matching problem. We introduced a measure for com-
puting the similarity between a set of pieces of one shape and another shape. Such a measure is
usefull in overcoming problems due to occlusion or unreliable object segmentation from images. The
similarity measure was tested in a shape-based image retrieval application. We compared our part-
based approach to shape matching with two global shape matching technique (the CSS matching, and
a turning function-based matching). Experimental results indicate that for those classes with a low
average performance of the CSS matching, our approach consistently performs better. A prerequisite
of such a performance of the part-based matching is the selection of query parts that capture relevant
and specific characteristics of the shape. This has to be done interactively by the user.

Since the user does not usually have any knowledge of the databased content before the retrieval
process, in the next chapter we present another approach to part-based shape retrieval, in which the
user is relieved of the responsibility of specifying shape parts to be searched for in the database. The
query, in this case, is a polygon, and in order to select among the large number of possible searches
in the database with parts of the query, the user interacts with the system in the retrieval process.
His interaction, in the form of marking relevant results from those retrieved by the system, has the
purpose of allowing the system to guess what the user is looking for in the database.
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Bull’s Eye True Positives
CSS MTAM Performance in class size

Query Image Query Parts Matching Process Matching Process
CSS GTA MTA CSS GTA MTA

10% 30% 65% 10% 10% 55%

beetle-20

10% 35% 60% 5% 20% 55%

beetle-10

15% 15% 70% 15% 5% 60%

ray-3

15% 25% 50% 15% 20% 40%

ray-17

15% 40% 50% 5% 30% 35%

deer-15

Table 5.1: A comparison on our part-based matching (MTA - Multiple
Turning Angle) with the Curvature Scale Space (CSS) matching and a
global matching based on the turning function (GTA).
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Bull’s Eye True Positives
CSS MTAM Performance in class size

Query Image Query Parts Matching Process Matching Process
CSS GTA MTA CSS GTA MTA

20% 40% 45% 15% 40% 40%

deer-13

5% 20% 45% 5% 15% 35%

bird-11

20% 15% 60% 20% 15% 40%

bird-17

20% 25% 50% 15% 25% 40%

bird-9

70% 80% 95% 45% 80% 90%

carriage-18

10% 10% 70% 10% 5% 60%

horse-17

Table 5.1: A comparison on our part-based matching (MTA - Multiple
Turning Angle) with the Curvature Scale Space (CSS) matching and a
global matching based on the turning function (GTA).
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Bull’s Eye True Positives
CSS MTAM Performance in class size

Query Image Query Parts Matching Process Matching Process
CSS GTA MTA CSS GTA MTA

15% 25% 65% 10% 25% 40%

horse-3

25% 30% 50% 20% 20% 45%

horse-4

30% 30% 50% 25% 25% 40%

crown-13

20% 45% 65% 20% 35% 50%

butterfly-11

15% 25% 55% 10% 20% 55%

butterfly-4

10% 15% 50% 10% 15% 45%

dog-11

Table 5.1: A comparison on our part-based matching (MTA - Multiple
Turning Angle) with the Curvature Scale Space (CSS) matching and a
global matching based on the turning function (GTA).





Chapter 6

Part-based Shape Retrieval with
Relevance Feedback

In chapter 5, we presented an approach to part-based shape retrieval, where the query consists of a
union of polygonal chains. A user formulates such a query by selecting a part or a combination of
parts from a decomposed polygon (that was selected from the database). The query is then tested for
similarity against the polygons in the database, and the best results are presented to the user.

We tested the proposed approach to part-based matching, and compared it with a global matching
method, namely the CSS-based matching [96], which is reported to have one of the best retrieval
performance scores on the Core Experiment “CE-Shape” test set (see section 5.3). We presented
results indicating that a part-based approach outperforms the CSS matching, for those classes of
shapes where the CSS matching has a poor retrieval performance. The retrieval performance of our
part-based approach, however, depends on the selection of parts comprising a query.

A natural extension to this type of part-based retrieval is to relieve the user of the responsibility
to identify the parts with good discriminative power. One way to approach this problem is to divide
the query polygon into parts, and then to match all these parts and the possible combinations of parts
against the database polygons. An alternative would be to decompose the database polygons and to
match their parts against the query polygon. In both cases however, the effectiveness of the part-
based retrieval depends on the quality of the decomposition. Also, the larger the number of parts in
the polygon decomposition, the smaller the number of similarities that remain undetected (false neg-
atives) in the retrieval process. But since the number of possible combinations of parts of a polygon
is exponential in the number of parts, a larger number of parts in the query or database polygon in-
creases the query response time. A fast computation of the similarity between a combination of parts
and a polygon becomes vital. Moreover, not all parts have the same discriminative power, and some
combinations of parts may be irrelevant from the user’s point of view, thus it would be undesirable to
search the database with them.

To avoid these problems we propose a relevance feedback mechanism for part-based shape re-
trieval. In our approach, the database polygons are decomposed but the query polygon is not. In a
first, rough search in the database, each database polygon has its constituent parts matched against
the query polygon. The best matches are shown to the user, who has to decide which are relevant
to its query. In the successive iterations, based on the set of results marked by the user as relevant,
the system computes a set of parts of the query polygon, that are used to retrieve another batch of
results for the user to examine. In reconsidering the query, the system is trying to infer from the user’s
feedback which parts of the query are of interest to him, and thus with which query parts to search
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the database. It then makes a search with those parts only.
Before describing the relevance feedback mechanism in this retrieval process, we survey in sec-

tion 6.1 a few relevance feedback techniques used in content-based retrieval in the past years.

6.1 Relevance Feedback Techniques
It has been noted [159] that relevance feedback attracted more attention in content-based image re-
trieval, than in the field where it was initially developed - information retrieval. A variety of ap-
proaches have been proposed and it remains a very active research topic of CBIR. Four main tech-
niques can be distinguished for adjusting the search in the database, some of them being sometimes
used in combination:

i) by refining the query;

ii) by refining the similarity measure;

iii) by changing the feature space;

iv) by changing a predicting relevance.

We now describe search refinement methods from each category.

i) The first technique is directly inspired from Information Retrieval and consists of computing at
each iteration step a “mean query” from the relevant and irrelevant examples provided by the user.
Let Fi, i ∈ I , denote the image feature vectors in the database, and Qk be the query feature vector at
the k-th iteration. If IR ⊂ I is the index set of nR retrieved images labelled by the user as relevant,
and II ⊂ I is the index set of nI retrieved images labelled by the user as irrelevant, the query feature
vector at iteration k + 1, as given by the Rocchio formula [115], is:

Qk+1 = αQk + β
1

nR

∑

j∈IR

Fj − γ
1

nI

∑

j∈II

Fj .

The values of the parameters α, β and γ are determined by experimental runs over the database.
A different approach to query refinement was proposed by Nastar et al [99]. It is based on esti-

mating the distribution of the individual feature components for the relevant images from the positive
examples provided by the user. The assumption for this estimation is that the densities of the feature
components of the relevant images are Gaussian. A new query is formed by randomly drawing indi-
vidual feature components according to the estimated distributions. Another assumption is that the
feature components of a feature vector are independent.

ii) Most of the retrieval systems use a combination of features (color, texture, shape, etc.) to
represent the image content. For a given query image, not all features are equally relevant: an image
of a car is better described by shape features, while images of sea are better described by color
and texture features. The relevance of a feature depends on the user (different users, and even the
same user in different circumstances, perceive the same visual content differently), on the content
of the database, and on the context of the search. When multiple features are used, the purpose
of the relevance feedback mechanism is often to optimize the ratios of combining various feature
similarities into an overall similarity. The user’s feedback at each iteration is used to update these
ratios dynamically in order to obtain a better way of combining various features. Usually a weighted
linear combination of feature similarities is used, with weights corresponding to feature relevance
(the larger the weight, the more relevant the corresponding feature is for the given query). Various



6.2 Relevance Feedback for Part-based Retrieval 129

ways to adjust the weights of such a similarity measure have been so far proposed: by using the ranks
of the relevant images in the retrieval [42], by using the scores in a 5-level grading of a set of N most
similar images [120], or by minimizing a quadratic error [68].

Another type of feature relevance that is used stems from the consideration that the feature space
is not isotropic or, in other words, the similarity does not vary with equal strength in all directions
of the feature space. This type of feature relevance is also called intra-feature relevance, while the
feature relevance described in the previous paragraph is also called inter-feature relevance.

For intra-feature relevance, most of the time various statistical measures are used. Aksoy et
al [8] use a weighted Euclidean distance as a similarity measure between two feature vectors. The
weighting of the feature components is based on the ratio of their standard deviation among the whole
database and among the relevant images. The reason is that for a feature component to be relevant, its
variance among all the database images should be large, while its variance among the relevant images
should be small.

iii) Most of the content-based retrieval systems with a relevance feedback mechanism have the
same user interaction model: following a query posed by the user, the system retrieves a number of
images, that best match the query. The user then rates these results with respect to how usefull each
result is for his query. This information is then used by the system to re-adjust his query, to change
the similarity measure, or to recompute for each image its probability of being the desired image (see
iv)).

A different type of user interaction is discussed in [122, 34]. Rather than just showing to the user
a few images that match the query, they propose to give information about the status of the whole
database. Thumbnail of database images are shown to the user in a screen, in such a way that their
relative location on the screen reflects the similarities between them. The user interacts with the
system by directly manipulating the thumbnails on the screen. Through his interaction, the user gives
his own interpretation of relevant similarities. Based on the user’s feedback the system reorganizes
the entire database, and adjusts correspondingly the database display. The reorganization of the entire
database is done either by modifying the similarity measure [121] or by changing the image features
[34].

iv) A retrieval system that uses a relevance feedback mechanism based on adjusting a predicted
relevance is the PicHunter system. A short description of this system can be found in section 1.2.4.

6.2 Relevance Feedback for Part-based Retrieval

In this section we describe a relevance feedback mechanism for a part-based shape retrieval applica-
tion. The retrieval problem we are considering is the following: given a large collection of polygonal
shapes and a query polygon, we want to retrieve those shapes in the database that “share” some parts
with the query polygon. One approach to partial shape matching, as we have seen in the previous
chapter, is to use a decomposition into parts. Since the query is in the form of a polygon, a straightfor-
ward solution is to search the database with combinations of parts in the decomposition of the query.
Even with a small number of parts in the query decomposition, this may be inefficient for a large
database. Moreover, not all parts have the same discriminative power, and due to some combinations
of parts, some database shapes, irrelevant from the user’s point of view, may be ranked high in the
retrieved set of images. We propose instead to let the user guide the retrieval process by marking rele-
vant results in successive retrieval iterations. The purpose of the user interaction is to avoid searching
with a large number of possible combinations of parts, by using the user’s feedback to identify parts
of the query polygon to search the database with.
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The feedback mechanism has two distinct steps. The distinction between the two steps lies in how
the search in the database is done. In the first step, coinciding with the first retrieval iteration, potential
matches to the query polygon are identified by comparing the parts in a boundary decomposition of
each database polygon with it. More precisely, each part of a database polygon is matched against
the query polygon. In this way, a so-called partial similarity vector is associated to each database
polygon; the components of this vector are given by the similarity between each polygon part and the
query polygon. The database polygons are then ranked based on their partial similarity vectors. The
matching done in this first iteration is less accurate but faster.

The second step of our relevance feedback mechanism comprises the successive iterations. In
each such iteration, the user marks those retrieved results that he considers are relevant for his query.
Based on these results the system identifies a set of parts of the query polygon, that are next used to
search the database. In order to compute these parts of the query, the system associates a weight value
to each point of the query polygon. The smaller the weight of a point, the larger the possibility that
the point lies in a part of the query polygon, with which the user would be interested in searching the
database. The set of disjoint polylines of the query polygon, made of points of weight smaller than a
threshold, are used to do a more rigorous search in the database.

6.2.1 First retrieval iteration

A first, rough search in the database is done by comparing the parts of each database polygon with
the query polygon. More precisely, each database polygon has its constituent parts matched one by
one with the query polygon, and a so called partial similarity vector is associated to each database
polygon. Each component of this vector represents the similarity between a part of the database
polygon and the query polygon. Based on these partial similarity vectors, a first set of results are
retrieved to the user. This way of ranking of the database may not be very effective in identifying
relevant partial similarities, but it is fast, since we do a small number of partial matchings for each
database polygon.

Let s denote a similarity measure between a polyline and a polygon, which measures how closely
the polyline is to being part of the polygon. If B is a polyline, and A is a polygon, let AB

s
denote the

portion of A which matches B through similarity s.

Example A similarity measure between a polyline and a polygon is the measure described in
section 5.2.1, that is based on the turning functions of the two shapes. If ΘA is the turning function
(see section 1.3.1) of the query polygon A, of length lA, and ΘB is the turning function of polyline
B of length lB , the similarity between the polyline B and the query polygon A is given by:

s(A, B) = min
θ∈R,t∈[0,lA)

(

∫ lB

0

(ΘA(s + t)−ΘB(s) + θ)2ds

)1/2

.

Then AB
s

is the chain of A starting at A(t∗) and ending at A(t∗ + lB), where t∗ is the optimal value
of t in the minimization problem defining s(A, B), and A(t) is the point of A at distance t along A
from the reference point A(0) of the turning function ΘA.

A variant of this similarity measure

s(A, B) =
s(A, B)√

lB

has the advantage that it usually ranks longer polylines higher.
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Let A be a query polygon, and P be an arbitrary database polygon. As we already mentioned, the
boundary of each database polygon is decomposed, before the retrieval process takes place, using any
boundary decomposition method. Let P1, . . . , Pm denote the boundary parts of the database polygon
P . In the first iteration of the proposed relevance feedback mechanism, each database polygon part
is matched against the query polygon A. Thus for each database polygon P , with m constituent
boundary parts P1, . . . , Pm, we compute the set of similarities s(A, Pi), i = 1, . . . , m. We also
identify, for each i ∈ {1, . . . , m}, the portion APi

s
of the query polygon A that best matches Pi

through similarity s. Notice that, since we match the parts of P individually, we could have APi
s
∩

A
Pj

s 6= ∅.
The order in which polygons from the database are retrieved to the user is based on the set of

similarities {s(A, Pi)} computed for each database polygon. Intuitively, since we are doing partial
matching, the retrieval ordering should be affected mostly by the small values in the sets {s(A, Pi)}.
That is, if a database polygon P contains a number of parts that match well the query polygon, and
also parts that give a very large value for the similarity measure s, the rank of P in the retrieval should
be considerably less affected by the similarities of the later parts than by those of the former parts.
Rankings based on a weighted linear combination of these similarities, or a thresholding of these
similarities followed by an equally weighted linear combination, require parameter tuning prior to
the retrieval process. In order to avoid this, we propose a simple ranking process that is based on a
lexicographical order of the similarities in {s(A, Pi)}.

If {s(A, P1), . . . , s(A, Pm)} is the set of similarities between the boundary parts of a database
polygon P and the query A, we denote by SP the m-dimensional vector

SP = (s(A, Pi1), . . . , s(A, Pim
)) , with s(A, Pi1 ) ≤ s(A, Pi2) ≤ s(A, Pim

).

In other words, SP contains the sorted similarities between the boundary parts of P and A, with
the smallest similarity as the first component and the largest as the last component. We call SP , the
partial similarity vector of P . Given two database polygons P and Q, their relative order in the
retrieval ranking is given by the lexicographic order of the partial similarity vectors SP and SQ. The
database polygons are thus presented to the user in the increasing lexicographical order of their partial
similarity vectors.

6.2.2 Subsequent iterations
Presented with a set of retrieved results, the user marks as relevant those retrieved polygons that, in
his view, share a significant part with the query. Based on this feedback from the user, the system
then:

• identifies a new set of boundary parts of the query polygon to search the database with,

• retrieves another set of results for the user to evaluate.

We now describe these two steps of our relevance feedback mechanism.

Refining the query

Using the retrieved results marked by the user as relevant, the system re-evaluates the query by
identifying a set of boundary parts of the query polygon, that seem to be of interest to the user.
A new search in the database will then be made with this set of parts.

The computation of these boundary parts of the query polygon is based on computing a weight
function that maps each boundary point of the query to a real value (its weight), and then retaining
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only those points with a weight smaller than a threshold. The weight function on the points in A is
intended to allow the system to infer from the user’s feedback which are the parts of the query that the
user would be interested in searching the database. The lower the weight of a point x, the larger the
possibility that x is contained in a part of interest to the user. The computation of the weight function
and the corresponding threshold is based on the partial similarity vectors of the polygons marked by
the user as relevant.

We now describe the computation of the weight function ω : A → R, and the threshold tω. A
point x of the query polygon is assumed to be contained in a part of interest if there are parts in the
relevant polygons that, when matched to the query polygon, “cover” x. In other words, x is contained
in a piece of the query polygon matched by a part of a relevant polygon. For such points, their
weight is based on similarities of the parts in the relevant polygons that “covers” them. The larger
the resemblance of a part in a relevant polygon with a piece of the query polygon containing x, the
smaller the weight of x.

More precisely, let R1, . . . , Rn be the retrieved polygons marked by the user as relevant, and let
Rk

1 , . . . , Rk
mk

, denote the parts in the decomposition of Rk, k = 1, . . . , n. The weight function ω
corresponding to the set {R1, . . . , Rn} of relevant results, is given by :

ω(x) = min
k = 1, . . . , n; j = 1, . . . , mk

such that x ∈ A
Rk

j
s

s(A, Rk
j )

and

ω(x) = max
i

max
P

SP [i], if ∀ k ∈ {1, . . . , n}, ∀ j ∈ {1, . . . , mk}x 6∈ A
Rk

j
s .

In other words the weight of each query point is given by the smallest similarity measure of a
part in a relevant polygon that ”covers” x in its optimal match against A. When there is no part of a
relevant polygon to ”cover” x, the weight of x is equal to the largest component of a partial similarity
vector across the whole database.

A new search in the database is made with those connected polylines in A made of points with a
weight smaller than a threshold tω. The weight of a point in A, we have seen, is determined by the
similarities of the parts in the relevant polygons “covering” x in their optimal match against A. Some
parts of the relevant polygons may not match well the query polygon, and thus the user may not be
interested in points of A covered by such parts. For this reason the threshold value we consider is
based only on the smallest similarities in the partial similarity vectors of the relevant polygons.

The threshold tω is given by:

tω = max
i=1,...,n

SRi [1] + α( max
i=1,...,n

SRi [1]− min
i=1,...,n

SRi [1]).

The parameter α in the threshold tω is strictly positive. As α increases, the length of the polylines of
A made of points with a weight smaller than tω increases also.

A new search in the database

After computing the set A1, . . . , Ak of disjoint polylines of A consisting of points of weight smaller
than the threshold tω, the system searches the database with the union of these parts. We use for the
matching of a union of disjoint polylines with a polygon the similarity measure described in section
5.2.2. This matching is slower than the straightforward matching that is done in the first iteration.
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6.3 Experimental Results
We tested the relevance feedback mechanism described in section 6.2 on the Core Experiment “CE-
Shape1” test set (see section 5.3). This database consists of images of white objects on a black
background and was first preprocessed as described in section 5.3. More precisely, we computed
an approximation of the outer closed contour of the object in each image, together with a bound-
ary decomposition of the resulting simplified contour. The boundary decomposition we used is the
instantiation of the decomposition framework using the medial axis, that was described in section 2.3.

For searching the database, the user first selects one contour from the database. Figure 6.1 depicts
the query formulation interface of our application. In order to select a shape from the collection,
the user can select a class and then a shape, or select directly the shape by inserting its number (if
known) in a dialog box (labelled “figure” in figure 6.1). The button “Match whole polygon”, when
clicked, prompts the system to make a first search in the database. The first set of retrieved results
is the outcome of the lexicographical ordering of the partial similarity vectors of the contours in
the database, as described in section 6.2.1. For measuring the similarity between a polyline and a
polygon, we used the normalized variant s of the similarity measure based on the turning function
described in section 5.2.1. The method used for decomposing the database contours may result in
small polylines, consisting of only one or two segments, being parts in the decomposition. When
matching such parts against the query polygon, we often get a perfect match (similarity zero). Since
such parts are irrelevant parts of the contour, but can lead to a high ranking of the contour containing
them, we ignore them when computing the partial similarity vectors. We also ignore any part whose
length is smaller than 10% of the perimetral length of the contour containing it. The reason for this is
that we do not want our ranking process to be affected by irrelevant parts matching the query polygon.

Given a set of retrieved results, the user marks some of these as relevant, by clicking on the
corresponding contours in a selection screen. Figure 6.2 depicts the selection screen after the first
iteration for the query formulated in figure 6.1. The contours that appear in a lighter shade of gray
are those selected as relevant. The user prompts the system to re-search the database by clicking on
the button “Continue” (see figure 6.2). The system then computes a set of parts of the query polygon,
as described in section 6.2.2, and then makes a new search in the database with these parts, using the
similarity measure described in section 5.2.2. The parts selected to query the database with, and the
results of this query are shown to the user in a screen like that depicted in figure 6.3. This retrieved
results screen offers also detailed information about the matching process. The computed query parts
are depicted in the upper left side of the screen. The user can select one of the retrieved shapes (by
clicking on it) and the selected shape appears in the upper right side, and its pieces matched by the
query parts appear to its left. Through the dialog box “Part Selector”, the user can select a query
part. For any retrieved shape, and any query part the system indicates the piece of the retrieved
shape matched by the query part (both polylines are colored in the same way - a lighter shade of
gray in figure 6.3) and gives the quadratic similarity between these polylines (in the dialog box “Part
Distance”). The overall similarity between the query and the selected retrieved shape appears in the
dialog box “Total Distance”. The button “Select” is for prompting the system to show the selection
screen again, where the user can mark those retrieved results that are relevant. Figure 6.4 depicts the
selection screen after the second iteration. The contours that appear in a lighter shade of gray are
those selected as relevant. Figure 6.5 depicts the results screen of this third search in the database.

The number of results shown to the user after the first iteration, and after each successive iteration
can be adjusted by the user. For the example in figures 6.1-6.5, the user is shown after the first iteration
100 results, and afterwards he is shown only 40 results. Also the parameter α of the threshold tw,
used in computing the parts forming the query from iteration 2 onwards, can be adjusted by the user
before each search.



134 Part-based Shape Retrieval with Relevance Feedback

Fi
gu

re
6.

1:
T

he
qu

er
y

in
te

rf
ac

e
of

ou
rr

et
ri

ev
al

ap
pl

ic
at

io
n.



6.3 Experimental Results 135

Fi
gu

re
6.

2:
T

he
se

le
ct

io
n

sc
re

en
al

lo
w

s
th

e
us

er
to

se
le

ct
th

e
re

le
va

nt
re

su
lts

am
on

g
th

e
la

st
se

to
fr

et
ri

ev
ed

re
su

lts
.T

hi
s

fig
ur

e
de

pi
ct

s
th

e
re

su
lts

of
th

e
fir

st
se

ar
ch

in
th

e
da

ta
ba

se
fo

rt
he

qu
er

y
po

ly
go

n
se

le
ct

ed
in

fig
ur

e
6.

1.
T

he
re

su
lts

se
le

ct
ed

as
re

le
va

nt
ar

e
th

os
e

in
a

lig
ht

er
sh

ad
e

of
gr

ay
.



136 Part-based Shape Retrieval with Relevance Feedback

Fi
gu

re
6.

3:
T

he
qu

er
y

pa
rt

sc
om

pu
te

d
fr

om
ite

ra
tio

n
2

on
w

ar
ds

an
d

th
e

re
su

lts
of

se
ar

ch
in

g
th

e
da

ta
ba

se
w

ith
th

es
e

pa
rt

sa
re

sh
ow

n
in

th
e

re
tr

ie
ve

d
re

su
lts

sc
re

en
.T

hi
s

fig
ur

e
de

pi
ct

s
th

e
pa

rt
s

co
m

pu
te

d
fo

rt
he

se
le

ct
io

n
in

fig
ur

e
6.

2
an

d
th

e
re

su
lts

of
qu

er
in

g
th

e
da

ta
ba

se
w

ith
th

es
e

pa
rt

s.



6.3 Experimental Results 137

Fi
gu

re
6.

4:
T

he
se

le
ct

io
n

sc
re

en
af

te
rt

he
se

co
nd

ite
ra

tio
n.

T
he

re
su

lts
se

le
ct

ed
as

re
le

va
nt

ar
e

th
os

e
in

a
lig

ht
er

sh
ad

e
of

gr
ay

.



138 Part-based Shape Retrieval with Relevance Feedback

Fi
gu

re
6.

5:
T

he
qu

er
y

pa
rt

s
co

m
pu

te
d

fo
rt

he
se

le
ct

io
n

in
fig

ur
e

6.
4

an
d

th
e

co
rr

es
po

nd
in

g
re

su
lts

.



6.3 Experimental Results 139

6.3.1 Experimental Setup
In order to evaluate the performance of the above feedback mechanism, we made queries in the “CE-
Shape1” test set with the same set of shapes used in section 5.3 to compare a part-based aproach to
matching with the CSS global matching. For each query polygon, there are many ways in which
the user can guide a search in the database. Different selections of relevant contours and different
threshold parameters lead to very different results. We chose, however, to query the database in a
consistent way for all shapes in our test set, despite the fact that other modalities of searching may
produce better results.

We considered the following experimental setup. Each contour in this small test set was submitted
as a query. From the retrieved results, we counted the number of contours belonging to the same class
that were ranked in the top 40 matches (“bull’s eye” test ), and top 20 matches (true positives in class
size).

The marking of relevant results, after the first iteration, is done as follows:

- if the number of contours belonging to the same class ranked in the top 40 matches is smaller
than eleven, we mark all these (except the query) as relevant;

- if the number of contours belonging to the same class ranked in the top 40 matches is larger
than eleven, we mark the first ten ranked after the query;

- if the number of contours belonging to the same class ranked in the top 40 matches is one, we
mark as relevant the first ten, after the query, in the top 80 matches.

We thus mark at most ten contours in each situation. Marking too many contours is tiring for the
user, and there is no guarantee of an added benefit to our retrieval process. Indeed, marking too many
contours may lead to the whole query polygon boundary to be selected for researching the database,
which means a global query with the query polygon and this is not what we are interested in.

We then re-iterate the search and compute the retrieval performance of the second iteration in the
same way using the “bull’s eye” test, and the number of true positives in the top 20 matches.

The retrieval performance in any successive iteration is given by best performance of two queries:

• a query with the parts resulting from marking as relevant all contours (except the query) be-
longing to the same class and ranked in the top 20 matches;

• a query with the parts resulting from marking as relevant all contours belonging to the same
class and ranked from the 10th to the 40th match.

For all query polygons and all iterations, the value of the threshold parameter α was set to 1.

6.3.2 Results
Table 6.1 presents the results of the testing described in section 6.3.1, for the same set used in the
previous chapter to evaluate the part-based retrieval approach proposed there. The table presents the
results of three successive iterations, as given by the “bull’s eye” test and the number of true positives
in the top 20 (class size) matches. The query parts computed in the second and third iteration are also
depicted.

We notice that with a few exceptions the query results improve from one iteration to the other.
When this is not the case, a different selection of the relevant contours and/or the threshold parameter
α, leads to better results as indicated in **figure** 6.6. The decrease in performance of beetle-20 is
due to the fact that the computed query parts in iterations 2 and 3 have poor discriminative power,
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since many shapes in the database share similar parts. By increasing the selection range for the
relevant images and the threshold parameter (see figure 6.6), we ensure that the query parts increase
in length, which leads to an improvement of the query results. For example, by selecting after the
first iteration all the beetles among the first 100 retrieved results (except the query), and by increasing
the threshold parameter to 10, the “bull’s eye” performance of the second iteration becomes 55%.

Another contour for which the retrieval performance decreases from the second to the third itera-
tion is “bird-11”. The decrease in performance here is due to the fact that the entire contour becomes
a query part. Quering with the whole contour gives poor results because most of the “birds” in the
database have “leg” parts of a different shape. By selecting as relevant only contours of the same
class in the range from 20 to 100, we ensure that we select only birds with “leg” parts of a different
shape, and thus remove the “leg” parts from the computed query parts. An increase in the threshold
parameter increases the length of the computed query parts. These selections lead to a much better
retrieval performance of the second iteration.

For the “crown-13”, the selection of the whole contour as query part leads also to a decrease in
performance from the second to the third iteration. An alternative here is to select a lower number of
relevant results (only the first 5 following the query), and to decrease the threshold parameter, so that
only parts of the query polygon are used to re-search the database

For the “buterfly-11” and “dog-11”, parts with a larger discriminative power are obtained after
the second iteration by increasing the threshold parameter (see figure 6.6).

In table 6.1 we present the results of the testing described in section 6.3.1 for the first three suc-
cessive iterations only. We found that from the fourth iteration onwards, evaluating the performance
in a consistent way as in the previous iterations often means computing retrieval scores for global
matching, which does not work well” Indeed, as the top set of retrieved results contains more and
more contours from the same class, selecting too many of them leads to quering the database with the
whole query contour. The user has to be more selective in its choices in order to continue to increase
the performance rate.

6.4 Concluding Remarks
We introduced in this chapter a relevance feedback mechanism for a part-based retrieval application.
The proposed mechanism has two distinct steps. The purpose of the first step is to retrieve to the
user for inspection a set of shapes, in a fast, even though less accurate way. We proposed to identify
potential matches by comparing the parts of each database polygon with the query polygon. This step
however can be done in other ways: by using a global matching procedure (whose results we then try
to improve through an interactive part-based approach) or by simply retrieving a random selection
from the database (the fastest way).

We tested the performance of the proposed relevance feedback mechanism on the “CE-Shape1”
set. The experiments were done in a consistent way, not necessary giving the best results. But even
then, for all the query shapes, the experimental results shows that this approach to part-based match-
ing improves global matching techniques. Of potential usefulness would the study of the convergence
rate of this relevance feedback mechanism.
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Chapter 7

Discussion and Future Work

In this thesis we investigated the use of shape for image retrieval. Shape is perhaps the most impor-
tant visual attribute of many objects, since we are capable of recognizing most objects surrounding us
based on their shape alone. For the content-based image retrieval systems developed so far, retrieval
by shape, however, is significantly less effective than retrieval by color or texture. The difficulty to au-
tomatically and reliably extract shapes from general images is, on one hand, responsible for this fact.
On the other hand, the shape matching process is hardened by issues like noise, occlusion, geometric
transformations, or correlation with human perception. No single shape matching process exists that
handles satisfactorily all these issues. The combined use of matching techniques with different prop-
erties could increase the effectiveness of shape retrieval. Indeed, experimental results in this thesis
indicate that for instances when the global CSS matching performs poorly, a retrieval approach based
on relevant shape parts is much more effective. The proposed partial matching technique could thus
complement global matching methods.

The matching process is one vital ingredient of a retrieval system. In the current state of art
in content-based image retrieval, shape retrieval is based on globally matching shape descriptors
associated with objects or regions of interest in images. There is evidence, however, that the human
visual system uses a part-based representation. Despite this, the partial shape matching problem
has received little attention so far. Two main approaches appear in literature, one based on local
features and one that uses a decomposition into parts. Our approach falls into the latter category,
where the shape parts are computed with the help of a skeleton. An interesting approach would be
one directly based on a skeleton of the shape (i.e. this is equivalent with matching subgraphs of two
skeletons). Skeletons are attractive shape descriptors, in that they are intuitive and they capture both
geometrical and topological information about the shape. So far, people effectively used skeletons for
global shape matching and for a subproblem of the partial shape matching problem (the “component
matching problem”, i.e. find out whether one shape is included in the other shape). The general partial
matching based on a skeleton of the shape is still an open problem. Another open issue regarding the
partial shape matching problem is that of scale, i.e. identifying at what scale the objects should be
matched. For the approaches so far, including ours, identifying at what scale the objects should be
matched is done heuristically, based on the properties of the shape set considered. For a general shape
set, however, this remains a difficult challenge.

For retrieval in a large database or for a relevance feedback mechanism, the fastness of the match-
ing process is of prime importance. The partial matching process described in this thesis is not a very
fast one. An open problem here is how to develop an indexing mechanism for shape parts, to speed
up the proposed partial matching process.



148 Discussion and Future Work

The partial matching process introduced in this thesis was tested in a retrieval application from
MPEG7 Core Experiment “CE-Shape-1”. Each image in this test set depicts one object on a uniform
background. Segmentation is therefore straightforward. One of the benefits of partial matching, pre-
sumably, is the ability to match partially occluded objects. Testing this ability on images containing
cluttered scenes is very difficult at the moment, when the object segmentation problem is not reliably
solved. Even more, the problem of grouping into perceptually relevant patterns a set of line drawings
depicting more (possibly overlapping) objects does not have yet a satisfactory solution.

Another problem tackled in this thesis is that of decomposing a given shape into perceptually rel-
evant parts. Although for humans a logical partition of most objects around is obvious, it is extremely
difficult to automatically decompose a shape into parts which match our intuition. Obviously, while
a computer method uses only the geometry of the shape for partitioning, there is more than geometry
involved in the decompositions done by our visual system. What we perceive as parts of an object
appear to have a distinct functionality. Thus we can not expect decompositions perfectly conforming
to our expectations that are derived only from the geometry of the shape. The decomposition methods
described in this thesis use the branching points of a skeleton of the shape in trying to identify percep-
tually relevant parts of the shape. The results look promising in that they are close to our expectations
in a number of instances. It is off course interesting to investigate more closely the quality of these
decompositions. However, it is unclear at the present moment how to assess the level of correlation
with human judgment of a shape decomposition or shape matching technique.

A desirable property for a decomposition method is robustness to noise. The boundary decom-
position based on the medial axis introduced in this thesis (instantiation of the framework) uses a
simplification of this skeleton. This simplification seems robust to small amounts of noise, but it
remains to be investigated which changes in the boundary induce modifications in the simplified me-
dial axis, and what sort of modifications these are. The simplified medial axis seems also capable
of retaining the most significant spines of the skeleton, a property which makes it suitable for other
applications, like shape matching. An interesting direction of research is to identify at which level of
approximation of the contour, the simplified medial axis correlates best with the perceived skeleton.
An answer to this question would lead to a shape matching process, with more intuitive results that is
also robust to noise.



Bibliography

[1] AVD LEP, the Abstract Voronoi Diagram LEDA Extension Package. http://www.mpi-
sb.mpg.de/LEDA/friends/avd.html.

[2] The Computational Geometry Algorithms Library. http://www.cgal.org/.

[3] SQUID database. http://www.ee.surrey.ac.uk/Research/VSSP/imagedb/
demo.html.

[4] P. K. Agarwal, M. Sharir, and S. Toledo. Applications of parametric search in geometric
optimization. Journal of Algorithms, 17:292–318, 1994.

[5] G. Aggarwal, P. Dubey, S. Ghosal, A. Kulshreshtha, and A. Sarkar. iPURE: Perceptual and
User-friendly REtrieval of Images. In Proceedings of IEEE Conference on Multimedia and
Exposition (ICME 2000), July 2000.

[6] O. Aichholzer and F. Aurenhammer. Straight skeletons for general polygonal figures in the
plane. In Proceedings of the 2nd International Computing and Combinatorics Conference
COCOON ’96, Hong Kong, pages 117–126, 1996. LNCS 1090.

[7] O. Aichholzer, F. Aurenhammer, D. Alberts, and B. Gärtner. A novel type of skeleton for
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[144] M. Tănase and R. C. Veltkamp. Straight skeleton in linear time, topologically equivalent to
the medial axis. In Proceedings of the 20th European Workshop on Computational Geometry,
pages 185–188, 2004.

[145] B. Tversky and K. Hemenway. Objects, parts, and categories. Journal of Experimental Psy-
chology: General, 113(2):169–193, June 1984.

[146] F. Ulupinar and R. Nevatia. Perception of 3-d surfaces from 2-d contours. IEEE Transactions
on Pattern Analysis and Machine Intelligence, 15(1):3–18, January 1993.

[147] R.W. van Oostrum and R.C. Veltkamp. Parametric search made practical. In Proceedings of
the 18th ACM Symposium on Computational Geometry,, pages 1–9, 2002.

[148] R.C. Veltkamp. Shape matching: Similarity measures and algorithms. In Proceedings of the
2001 International Conference on Shape Modeling and Applications (SMI 2001), pages 188–
197, 2001.

[149] R.C. Veltkamp, H. Burkhardt, and H. P. Krieger, editors. Kluwer Academic Publishers, 2001.

[150] R.C. Veltkamp and M. Hagedoorn. State-of-the-art in shape matching. In M. Lew, editor,
Principles of Visual Information Retrieval, pages 87–119. Springer, 2001.
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Summary

With the advent of digital technology, computers are slowly replacing our bulky photo albums in
storing image collections. More and more organizations are also generating large digital image col-
lections: museums and art gallery are making their work available for consultation in digital form,
hospitals use digital images for diagnostics and therapy, manufacturers create electronic product cat-
alogs, police archives photographs and fingerprints of persons with a criminal record, and scientists
are gathering satellite, meteorological, biological, and geographical images. As the size of these dig-
ital image collections increases, searching for images in such collections is becoming an important
operation. In particular, there is an increasing need for describing the complex information of digital
images by non-textual descriptions, that can be used to efficiently search for similar images. Content-
based Image Retrieval (CBIR) is the process of retrieving desired images from a large collection on
the basis of automatically extracted visual content, such as color, texture, and shape.

This thesis is about geometric algorithms for shape-based image retrieval. The shapes we consider
are 2-D contours forming the boundaries of objects and regions of interest in an image. In order to
do shape-based retrieval, we need to be able to evaluate how much two given shapes resemble each
other. This is the shape matching problem. We concentrate in this thesis on a variant of this problem,
the partial shape matching problem, which is concerned with matching a piece of one shape with a
piece of the other. For shape-based image retrieval, partial shape matching is usefull since it allows to
identify similarities even when a significant portion of one shape boundary is occluded, for example.
In general collections, images often depict cluttered scenes. Moreover, partial shape matching could
help in identifying similarities between contours of a non-rigid object in different configurations of its
moving parts. One approach to partial shape matching is to use a decomposition of the given shapes
into simpler components (parts). In order to evaluate the partial similarity of the given shapes, one
could compare their constituent parts.

The first problem we concentrate on in this dissertation is the shape decomposition problem. We
introduce two new decomposition methods, one for decomposing the boundary of a given polygonal
shape, and one for decomposing the interior of a polygonal shape.

We present in chapter 2 a framework for decomposing the boundary of a given polygonal shape
that uses a skeleton of the shape. Among the skeleton branching points, some are points of special
significance since they capture connections between different parts of the shape. One difficulty in
using branching points for a decomposition is that skeletons often have more branching points than
connections between parts. The decomposition framework we propose here applies to any skeleton,
provided that some additional information is given. This additional information allows on one hand
to identify those skeleton branching points that capture connections between parts, and on the other
hand to find out the boundary demarcation points between these parts. We also describe in this chapter
an instantiation of the proposed framework that uses the medial axis, a very popular skeleton.

A decomposition of the interior of a polygonal shape, that uses the straight skeleton, is intro-
duced in chapter 3. The straight skeleton is a variant for polygons of the medial axis, that is also
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defined on the basis of a wavefront propagation process. While the wavefront defining the medial
axis propagates by moving its points at constant, equal speed, the wavefront defining the straight
skeleton propagates by translating its edges, at constant, equal speed, in a self-parallel manner. In
both cases, the initial wavefront is the original polygon. The skeleton nodes and the way they are
generated in the propagation are also central to this decomposition method. The actual computation
of parts is based on a backward propagation process, similar to the inward propagation that generates
the straight skeleton.

One disadvantage of this decomposition, however, is that sharp reflex vertices, that have a big im-
pact on the form of the straight skeleton, may lead to decompositions that look counterintuitive. The
reason why sharp reflex vertices have a big impact on the form of the straight skeleton, is that points
in the defining wavefront close to such reflex vertices move much faster than other wavefront points.
In chapter 4, we introduce the linear axis, a new skeleton for polygonal shapes. It is related with both
the medial axis and the straight skeleton, being also defined on the basis of a wavefront propagation
process. The wavefront is linear, and propagates by translating its edges in a self-parallel manner, like
the wavefront defining the straight skeleton. The discrepancy in the speed of the wavefront points,
however, is decreased through the insertion, at each reflex vertex of the initial wavefront, of a number
of zero-length edges (named “hidden edges”). The insertion of hidden edges leads to linear skeletons
that closely approximate the medial axis. This chapter offers also a thorough analysis of the relation
between the number of inserted hidden edges and the quality of this approximation.

We concentrate on the partial shape matching problem in chapter 5. Specifically, we were inter-
ested in evaluating how closely an ordered set of polylines is to being part of a given polygon. We
introduce in this chapter a similarity measure for such a part-based matching, that is based on the
turning function representation of the given polylines.

This similarity measure was tested in a part-based shape retrieval application. The retrieval prob-
lem we considered is the following: given a large collection of shapes and a query consisting of a set
of polylines, we want to retrieve those shapes in the collection that best match our query. The set of
polylines forming the query are boundary parts in a decomposition of a database shape.

We compared this part-based approach to shape matching with a global shape matching technique,
based on a curvature scale space representation (CSS) of the shape. As test set we used a database
devised by MPEG group to measure the performance of 2D shape descriptors, and for which the
CSS matching has one of the best reported retrieval rates. Experimental results indicate that for those
classes with a low average performance of the CSS matching, our approach consistently performs
better. A prerequisite of such a performance of the part-based matching, however, is the selection of
query parts that capture relevant and specific characteristics of the shape. This has to be done by the
user in this approach to part-based matching.

In the last chapter, we present another approach to part-based shape retrieval, in which the user
is relieved of the responsibility of identifying the parts with good discriminative power. The query,
in this case, is a polygon, and in order to select among the large number of possible searches in the
database with parts of the query, the user interacts with the system over a few successive searches
in the database. This relevance feedback mechanism has two distinct steps. In a first, rough search
in the database, each database polygon has its constituent parts matched against the query polygon.
The best matches are shown to the user, who has to decide which are relevant to its query. In the
successive iterations, based on the set of results marked by the user as relevant, the system computes
a set of parts of the query polygon, that are used to re-search the database. In reconsidering the query,
the system is trying to guess from the user’s feedback which parts of the query are of interest to him,
and thus with which query parts to search the database. It then makes another search with those parts
only.



Samenvatting

Met de opkomst van digitale technologie gaan computers langzaam de omvangrijke papieren fotocol-
lecties vervangen. Ook leggen steeds meer organisaties grote digitale beeldverzamelingen aan: musea
maken hun collecties intern en/of publiekelijk beschikbaar in digitale vorm, ziekenhuizen gebruiken
digitale beelden voor diagnose en therapie, producenten leggen digitale productcatalogi aan, de poli-
tie en migratie- en beveiligingsdiensten leggen archieven aan van vingerafdrukken en gezichten, en
iedereen zet van alles en nog wat in fullcolour op het web. Naarmate de omvang van die collec-
ties toeneemt, groeit de behoefte aan effectieve zoekmethoden. Het volstaat niet meer om alleen
te kunnen zoeken op basis van sleutelwoorden die met de hand of automatisch met de plaatjes zijn
geassocieerd: er is behoefte aan zoekmethoden waarbij wordt gekeken naar de informatie die in de
plaatjes zelf zit, zoals kleuren, textuur en vormen.

Dit proefschrift gaat over het opzoeken van plaatjes op basis van de daarin aanwezige vormen. De
vormen die we beschouwen zijn twee-dimensionale contouren die de randen van voorwerpen in een
plaatje vormen. Om in een beeldverzameling automatisch de juiste plaatjes te kunnen vinden op basis
van de aanwezige vormen, moeten we kunnen berekenen hoe veel twee gegeven vormen op elkaar
lijken. Dit wordt shape-matching genoemd. In dit proefschrift richten we ons op een variant van dit
probleem, partial shape-matching, waarbij het erom gaat vast te stellen of een deel van een vorm
lijkt op een deel van een andere vorm. Met partial shape-matching kunnen we een gelijkenis tussen
twee vormen vaststellen zelfs als een groot deel van een van de twee vormen ontbreekt. In beeld-
verzamelingen is dit in de praktijk vaak het geval doordat plaatjes vaak vele voorwerpen tonen, die
elkaar deels aan het oog onttrekken. Bovendien kan partial shape-matching helpen bij het herkennen
van beweeglijke voorwerpen waarvan onderdelen in verschillende standen ten opzichte van elkaar
kunnen staan.

We kunnen partial shape-matching toepassen door ingewikkelde vormen eerst op te delen in een-
voudigere stukken. Vervolgens kunnen we de stuksgewijze gelijkenis van twee vormen bepalen door
hun samenstellende delen met elkaar te vergelijken.

Het eerste probleem waar we ons in dit proefschrift op richten is shape-decomposition: het opde-
len van vormen in stukken. We introduceren twee nieuwe opdelingsmethoden: een om de rand van
een vorm op te delen, en een om het binnenste van een vorm op te delen.

In hoofdstuk 2 presenteren we een algemene methode voor het opdelen van de rand van een veel-
hoekige vorm op basis van een skelet van de veelhoek. Een voorbeeld van zo’n skelet is de veel
toegepaste medial axis (middenas). Deze wordt gedefinieerd door je een golffront voor te stellen
dat aanvankelijk bestaat uit de rand van de vorm. Het golffront plant zich vervolgens naar binnen
voort, waarbij alle punten van het front zich even snel van de rand verwijderen. De punten in het
binnenste van de veelhoek waar delen van het golffront van verschillende kanten tegen elkaar bot-
sen, vormen het skelet, dat uit rechte en gebogen stukken bestaat. Onze opdelingsmethode kan niet
alleen op deze medial axis worden toegepast, maar ook op andere soorten skeletten, mits daaraan
informatie is toegevoegd over het verband tussen het skelet en de rand van de vorm. Sommige van
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de vertakkingspunten van zo’n skelet zijn interessant omdat ze aangeven waar verschillende delen
van de vorm op elkaar aansluiten. Met de toegevoegde informatie kunnen we vaststellen welke ver-
takkingspunten overeenkomen met verbindingen tussen verschillende onderdelen van de vorm, en
waar die onderdelen elkaar op de rand van de veelhoek raken. In hoofdstuk 2 geven we ook een
concrete uitwerking van onze methode op basis van de medial axis.

Een methode om het binnenste van een veelhoek op te delen op basis van het straight skeleton
(rechte skelet) wordt geı̈ntroduceerd in hoofdstuk 3. Het rechte skelet is een variant van de medial
axis speciaal voor veelhoeken, en is ook gebaseerd op een golfvoortplantingsproces. Terwijl het
golffront dat de medial axis definieert zich voortplant doordat punten zich met gelijke snelheid van
de rand weg bewegen, plant het golffront dat het rechte skelet definieert zich voort doordat de kan-
ten van de veelhoek met gelijke snelheid naar binnen schuiven. De kanten aan weerszijden van een
inkeping in de rand van de vorm worden daarbij zo nodig opgerekt, zodat er geen gat in het golf-
front valt. De manier waarop de voortplanting van het golffront vertakkingen in het skelet vormt is
bepalend voor onze opdelingsmethode. De feitelijke afbakening van de componenten van onze vorm
is gebaseerd op een omgekeerd, naar buiten gericht golfvoortplantingsproces, vergelijkbaar met het
naar binnen gerichte proces dat het rechte skelet voortbrengt. Een nadeel van deze opdelingsmethode
is dat scherpe inkepingen in de rand erg veel invloed hebben op de vorm van het skelet, en daar-
door tot onverwachte opdelingen kunnen leiden. De oorzaak is dat kanten aan weerszijden van een
inkeping worden opgerekt als ze zich naar binnen bewegen, waardoor het golffront in de buurt van
scherpe inkepingen veel sneller in het binnenste van de vorm doordringt dan elders.

Om dit nadeel te ondervangen, introduceren we in hoofdstuk 4 de linear axis (lineaire as), een
nieuw skelet voor veelhoekige vormen. Net als de medial axis en het rechte skelet, is de lineaire
as ook gebaseerd op de voortplanting van een golffront. Net als bij het rechte skelet, bewegen de
kanten van de veelhoek zich met gelijke snelheid naar binnen, en worden daarbij zo nodig opgerekt.
De grote verschillen in de snelheid waarmee het golffront in het binnenste van de vorm doordringt
worden echter beperkt door bij elke inkeping in het oorspronkelijke front enkele kanten met lengte
nul in te voegen: zogenaamde verborgen kanten. Het toevoegen van deze verborgen kanten leidt tot
skeletten die volledig uit rechte stukken bestaan en de medial axis dicht benaderen. Dit hoofdstuk
bevat een grondige analyse van het verband tussen het aantal toegevoegde verborgen kanten en de
kwaliteit van de benadering.

In hoofdstuk 5 richten we ons op partial shape-matching. We houden ons in het bijzonder bezig
met het berekenen hoe zeer een gegeven reeks polylijnen (stukken van veelhoeken) deel uit lijkt te
maken van een gegeven veelhoek. We introduceren in dit hoofdstuk een gelijkenismaat die uitdrukt
in hoeverre dit het geval is. Deze maat is gebaseerd op de voorstelling van de gegeven stukken door
zogenoemde turning-angle-functions.

We hebben de gelijkenismaat getest in een experimenteel systeem voor part-based shape-retrieval,
de ontsluiting van een verzameling vormen op basis van onderdelen. Dit systeem neemt zoekop-
drachten aan die bestaan uit een aantal stukken van veelhoeken, en probeert dan in de opgeslagen
verzameling de vormen te vinden die het best bij de zoekopdracht passen. De stukken van veel-
hoeken waarmee wordt gezocht worden verkregen door vormen uit de verzameling met de methode
uit dit proefschrift in stukken op te delen.

We hebben deze op onderdelen gebaseerde aanpak vergeleken met een shape-matching-techniek
die de vorm als geheel bekijkt op basis van een curvature-scale-space-voorstelling (CSS). Als testverza-
meling gebruikten we een verzameling beelden die door de MPEG-groep is aangelegd om de effec-
tiviteit te kunnen meten van verschillende manieren om twee-dimensionale vormen te beschrijven.
Voor zover bekend was voor deze beeldverzameling tot nu toe een aanpak op basis van CSS als een
van de beste in staat om voor een zoekopdracht relevante beelden in de beeldverzameling terug te vin-
den. De testresultaten geven aan dat in gevallen waar de CSS-aanpak het slecht doet, onze methode
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het steeds beter doet. Een voorwaarde voor goede resultaten blijft echter dat de gebruiker de zoekop-
dracht geeft in de vorm van een selectie van stukken die relevant en specifiek voor de gezochte vorm
zijn.

In het laatste hoofdstuk presenteren we een andere aanpak van part-based shape-retrieval, waarin
de gebruiker wordt verlost van de taak om stukken met goed onderscheidend vermogen aan te wijzen.
Gezocht wordt in dit geval met een veelhoek, die wordt opgedeeld in stukken. Dit schept een groot
aantal mogelijkheden om zoekopdrachten te formuleren als een combinatie van een of meer van deze
stukken. Om de juiste combinatie te vinden, wordt de gegevensbank met vormen door middel van
het volgende relevance-feedback-mechanisme in twee stappen doorzocht. In de eerste stap wordt de
gegevensbank vluchtig doorzocht op vormen waarvan de samenstellende delen goed bij de zoekvorm
passen. De best gelijkende vormen worden aan de gebruiker getoond, die dan aangeeft welke vormen
voor zijn vraag ter zake doen. In de volgende stap probeert het systeem, op basis van de resultaten
die door de gebruiker als relevant zijn aangemerkt, te raden welke stukken van de zoekvorm belan-
grijk voor hem zijn. Vervolgens wordt de gegevensbank opnieuw doorzocht op basis van alleen die
stukken. Deze stap wordt desgewenst enkele malen herhaald om de keuze van stukken verder te
verbeteren.
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inspiraţie.
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