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Introduction 

Rendering frequently involves the evaluation of multidimensional definite integrals: e.g., the 

visibility of an area light, irradiance arriving over the area of a pixel, irradiance arriving over a period 

of time, and the irradiance arriving over the hemisphere of a surface point. Evaluation of these 

integrals is typically done using Monte-Carlo integration, where the integral is replaced by the 

expected value of a stochastic experiment. 

This document details the basic process of Monte-Carlo integration, as well as several techniques to 

reduce the variance of the approach. This will be done from a practical point of view: it is assumed 

that the reader is not intimately familiar with probability theory, but still wants to benefit from it for 

the development of efficient yet correct rendering algorithms. 

 

Definite Integrals 

A definite integral is an integral of the form ∫ 𝑓(𝑥)𝑑𝑥
𝑏

𝑎
, where [𝑎, 𝑏] is an interval (or domain), 𝑥 is a 

scalar and 𝑓 is a function that can be evaluated for each point in the interval. As worded by 

Wikipedia, a definite integral is defined as the signed area in the 𝑥𝑦-plane that is bounded by the 

graph of 𝑓, the 𝑥-axis and the vertical lines 𝑥 = 𝑎 and 𝑥 = 𝑏 (Figure 1a). 

The concept extends intuitively to higher dimensions: for a definite double integral, signed area 

becomes signed volume (Figure 1b) and in general, for definite multiple integrals, this becomes the 

signed hyper-volume.  

  

 

Figure 1: examples of definite integrals. 

 

In some cases, the area can be determined analytically, e.g. for 𝑓(𝑥) = 2: for the domain [𝑎, 𝑏], the 

area is simply  2(𝑏 − 𝑎). In other cases an analytical solution is impossible, for example when we 

want to know the volume of the part of the iceberg that is above the water (Figure 1c). In this case, 

𝑓(𝑥, 𝑦) can only be determined by sampling. 

https://en.wikipedia.org/wiki/Integral
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Numerical Integration 

We can estimate the area of complex integrals using numerical integration. One example of this is 

the Riemann sum. We calculate this by dividing the region in regular shapes (typically rectangles), 

that together form a region that is similar to the actual region. The Riemann sum is defined as: 

𝑆 =∑𝑓(𝑥𝑖)∆𝑥𝑖

𝑛

𝑖=1

 

Here, 𝑛 is the number of subintervals, and ∆𝑥𝑖  = 
𝑏−𝑎

𝑛
 is the width of 

one subinterval. For each 𝑖, we sample 𝑓 at a fixed location 𝑥𝑖  in the 

subinterval (in Figure 2: at the start of the subinterval).  

Note that as we increase 𝑛 the Riemann sum will converge to the 

actual value of the integral: 

∫𝑓(𝑥)𝑑𝑥

𝑏

𝑎

=
lim

||∆𝑥|| → 0
∑𝑓(𝑥𝑖)∆𝑥𝑖

𝑛

𝑖=1

 

 

Riemann sums also work in higher dimensions (Figure 3).           

However, we run into a problem: for a function with two parameters, 

the number of subintervals must be much larger if we want to have a 

resolution that is comparable to what we used in the 2D case. This 

effect is known as the curse of dimensionality, and is amplified in 

higher dimensions.  

We will now evaluate the accuracy of the Riemann sum for the 

following (deliberately convoluted) function: 

𝑓(𝑥) = |sin (
1

2
𝑥 +

𝜋

2
) tan

𝑥

27
+ sin (

3

5
𝑥2) +

4

𝑥 + 𝜋 + 1
− 1| 

A plot of the function over the domain [-2.5,2.5] is shown below. For reference, we calculate the 

definite integral ∫ 𝑓(𝑥)
2.5

−2.5
, which is 3.12970. Figure 5 shows the accuracy of numerical integration 

using the Riemann sum for increasing 𝑛. 

 

                  

 

 

 

 

 

Figure 2: the Riemann sum. 

Figure 3: Riemann sum for a double 

integral. 

(1) 

(2) 

Figure 4: plot of Equation 3 over the domain       Figure 5: accuracy of the Riemann sum. Even 

[-2.5..2.5].          for small n we obtain an accurate result. 



(4) 

To put some numbers on the accuracy: for 𝑛 = 50, the error is ~2 ∗ 10−3. At 𝑛 = 100, the error is 

~3 ∗ 10−4. Another order of magnitude is obtained for 𝑛 = 200. 

For additional information on Riemann sums, consider these resources: 

 Kahn Academy: https://www.khanacademy.org/math/ap-calculus-ab/ab-accumulation-

riemann-sums/ab-riemann-sums/v/simple-riemann-approximation-using-rectangles  

 Wikipedia: https://en.wikipedia.org/wiki/Riemann_sum  

 

Monte Carlo (1) 

For rendering, few integrals (none?) are univariate. This means that we quickly meet the curse of 

dimensionality. On top of that, sampling a function at regular intervals is prone to undersampling 

and aliasing: we may miss important values in the function, or end up with unintended interference 

between the sampled function and the sample pattern (Figure 6). 

 

Figure 6: aliasing results in missed features in the sampled function  

(red) and, in this case, a complete misinterpretation of the function. 

We solve these problems using a technique known as Monte Carlo integration. Similar to the 

Riemann sum this involves sampling the function at a number of points, but unlike the deterministic 

pattern in the Riemann sum, we turn to a fundamentally non-deterministic ingredient: random 

numbers. 

Monte Carlo integration is based on the observation that an integral can be replaced by the expected 

value of a stochastic experiment: 

∫𝑓(𝑥)𝑑𝑥

𝑏

𝑎

= 𝐸[𝑓(𝑋)] ≈
𝑏 − 𝑎

𝑛
∑𝑓(𝑋)

𝑛

𝑖=1

 

In other words: we sample the function 𝑛 times at random locations within the domain (denoted by 

capital 𝑋), average the samples, and multiply by the width of the domain (for a univariate function). 

As with the Riemann sum, as 𝑛 approaches infinity, the average of the samples converges to the 

expected value, and thus the true value of the integral. 

 

A Bit of Probability Theory 

It is important to grasp all the individual concepts here. Let’s start with the expected value: this is the 

value we expect for a single sample. Note that this is not necessarily a possible value, which may be 

counter-intuitive. For example, when we roll a die, the expected value is 3.5: the average of all 

possible outcomes, (1 + 2 + 3 + 4 + 5 + 6)/6 = 21/6 = 3.5. 

https://www.khanacademy.org/math/ap-calculus-ab/ab-accumulation-riemann-sums/ab-riemann-sums/v/simple-riemann-approximation-using-rectangles
https://www.khanacademy.org/math/ap-calculus-ab/ab-accumulation-riemann-sums/ab-riemann-sums/v/simple-riemann-approximation-using-rectangles
https://en.wikipedia.org/wiki/Riemann_sum


The second concept is random numbers. It may sound obvious, but what we need for Monte Carlo 

integration are uniformly distributed random numbers, i.e. every value must have an equal 

probability of being generated. More on this later in this document. 

A third concept is deviation, and, related to that, variance. Even when we take a small number of 

samples, the expected average value as well as the expected value of each individual sample is the 

same. However, evaluating Equation 4 rarely will actually produce this value. Deviation is the 

difference between the expected value and the outcome of the experiment: 𝑋 − 𝐸(𝑋).  

In practice, this deviation has an interesting distribution: 

 

This is a plot of the normal distribution or bell curve: it shows that not all deviations are equally 

probable. In fact, ~68.2% of our samples are within the range [−1𝜎. .1𝜎], where 𝜎 (sigma) is the 

standard deviation. Two useful ways to describe ‘standard deviation’ are: 

 Standard deviation is a measure of the dispersion of the data. 

 Standard deviation is the expected absolute deviation: 𝜎 = 𝐸[|(𝑋 − 𝐸(𝑋)|]. 

To determine the standard deviation we have two methods: 

1. Standard deviation 𝜎 = √
1

𝑛
∑ (𝑋𝑖 − 𝐸[𝑋])2𝑛
𝑖=1  : this works if we have a discrete probability 

distribution and the expected value 𝐸[𝑋] is known. This 

is true for dice, where 𝑋 = {1,2,3,4,56} and 𝐸[𝑋] = 3.5. 

Plugging in the numbers, we get 𝜎 = 1.71. 
 

2. Alternatively, we can calculate the sample standard 

deviation using  𝜎 = √
1

𝑛−1
∑ (𝑋𝑖 − 𝑋)2𝑛
𝑖=1 . More 

information on Wikipedia. 
 

Instead of standard deviation we frequently use the related term variance, which is defined simply 

as 𝑉𝑎𝑟[𝑋] = 𝜎2. Being a square, variance is always positive, which helps in our calculations. 

 

  

Sanity check: does this make sense? If 

𝜎 = 1.71, we claim that 68.2% of the 

samples are within 1.71 from 3.5. We 

know that {2,3,4,5} satisfy this criterion, 

{1,6} do not. That is 66.7%. Only if our 

dice would have been able to produce 

any value in the range [1. .6] we would 

have hit the 68.2% mark exactly. 

https://en.wikipedia.org/wiki/Standard_deviation#Unbiased_sample_standard_deviation
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Monte Carlo (2) 

In an earlier section we evaluated Equation 3 using a Riemann sum. We will now repeat this 

experiment using Monte Carlo integration. Recall that Monte Carlo integration is defined as 

∫𝑓(𝑥)𝑑𝑥

𝑏

𝑎

= 𝐸[𝑓(𝑋)] ≈
𝑏 − 𝑎

𝑛
∑𝑓(𝑋)

𝑛

𝑖=1

 

A straight translation to C++: 

double sum = 0; 

for( int i = 0; i < n; i++ ) 

    sum += eval( Rand( 5 ) - 2.5 );  
sum = (sum * 5.0) / (double)n;  

The result for 𝑛 = 2 to 𝑛 = 200 is shown in Figure 

7, which suggests that Monte Carlo integration 

performs much worse than the Riemann sum. A 

closer inspection of the error shows that for 𝑛 =

200, the average error of the Riemann sum is 

0.0002, while the error for Monte Carlo is 0.13. 

In higher dimensions, this difference is reduced, but not eliminated. Equation 5 (Figure 8) is an 

expanded version of Equation 3, taking two parameters:  

𝑓(𝑥, 𝑦) = |sin (
1

2
𝑥 +

𝜋

2
) tan

𝑥

27
+ sin (

1

6
𝑥2) +

4

𝑥 + 𝜋 + 1
− 1||sin(1.1𝑦) cos(2.3𝑥)| 

 

Over the domain 𝑥 ∈ [−2.5,2.5], 𝑦 ∈ [−2.5,2.5], the volume 

bounded by this function and the 𝑥𝑦-plane is 6.8685. At 𝑛 = 400 

(20x20), the error of the Riemann sum is 0.043. At the same sample 

count, the average error using Monte Carlo integration is 0.33. This 

is better than the previous result, but the difference is still 

significant.  

To understand this problem we investigate a well-known variance 

reduction technique for Monte Carlo integration: stratification. 
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Figure 7: Monte Carlo integration accuracy. 

Figure 9: the effect of stratification: a) poorly distributed samples; b) evenly distributed samples. 

Figure 8: plot of Equation 5.    
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Stratification improves the uniformity of random numbers. In Figure 9a, eight random numbers are 

used to sample the function. Since each number is picked at random, they often are not evenly 

distributed over the domain. Figure 9b shows the effect of stratification: the domain is subdivided in 

eight strata, and in each stratum a random position is chosen, improving uniformity. 

The effect on variance is quite pronounced. Figure 10a shows a plot of the results with and without 

stratification. Figure 10b shows the error in the estimate. For 𝑛 = 200, the average error for 8 strata 

is 0.05; for 20 strata 0.07 and for 200 strata it drops to 0.002. Based on these results it is tempting to 

use a large number of strata. Stratification has drawbacks however, which amplify with an increasing 

number of strata. First of all, the number of samples must always be a multiple of the number of 

strata and secondly, like the Riemann sum, stratification suffers from the curse of dimensionality. 

 

    

Figure 10: stratification and variance: a) estimate for 𝑛 = 2 to 𝑛 = 200; b) deviation. 

 

Importance Sampling 

In the previous sections, we have sampled Equation 3 uniformly. An extension to the Monte Carlo 

integrator allows us to change that:  

∫𝑓(𝑥)𝑑𝑥

𝑏

𝑎

= 𝐸[𝑓(𝑋)] ≈
𝑏 − 𝑎

𝑛
∑

𝑓(𝑋)

𝑝(𝑋)

𝑛

𝑖=1

 

Here, 𝑝(𝑥) is a probability density function (pdf): it specifies the relative probability that a random 

variable takes on a particular value. 

For a uniform random variable in the range [0. .1], the pdf is 

simply 1 (Figure 11), which means that each value has an equal 

probability of being chosen. If we integrate this function over 

the domain [0,0.5] we get 0.5: the probability that 𝑋 < ½. For 

𝑋 > ½, we obviously get the same probability.  

Figure 12 shows a different pdf. This time, the probability of 

generating a number smaller than ½ is 70%. This is achieved 

with the following code snippet: 
Figure 11: pdf 𝑝(𝑥) = 1.    



float SamplePdf() 

{  

   if (Rand() < 0.7f) return Rand( 0.5f );  

                 else return Rand( 0.5f ) + 0.5f; 

}  

This pdf is defined as: 

𝑝(𝑥) = {
1.4, 𝑖𝑓𝑥 < ½
0.6, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 

 

The numbers 1.4 and 0.6 reflect the requirement that the probability that 𝑥 < ½ is 70%. Integrating 

the pdf over [0. .½] yields 1.4 ∙ ½ = 0.7, and 0.6 ∙ ½ equals 0.3. This illustrates an important 

requirement for pdfs in general: the pdf must integrate to 1. Another requirement is that 𝑝(𝑥) 

cannot be zero if 𝑓(𝑥) is not zero: this would mean that parts of 𝑓(𝑥) have a zero probability of 

being sampled, which obviously affects the estimate.  

A few notes to help you grasp the concept of the pdf: 

 A single value of the pdf does not represent a probability: 

the pdf can therefore locally be greater than 1 (e.g., in the 

pdf we just discussed). 

 The integral over (part of) the domain of the pdf however 

is a probability, and therefore the pdf integrates to 1. 

 A single value can be interpreted as the relative likelihood 

that a particular value occurs. 

 

Equation 6 thus allows for non-uniform sampling. It compensates for this by dividing each sample by 

the relative chance it is picked.  

Why this matters is illustrated in Figure 13. The plotted function features a significant interval where 

its value is 0. Sampling this region is useless: nothing is added to the sum, we just divide by a larger 

number. Recall the iceberg in Figure 1c: there is no point in sampling the height in a large area 

around the iceberg. 

 

 

 

 

 

 

 

 

 

 

Figure 12: an alternative pdf.     

Note that the normal distribution is a 

probability density function: it provides 

us with a probability that some random 

variable falls within a certain range. In 

the case of the normal distribution, this 

random variable is deviation from the 

mean. Like a well-mannered pdf, the 

normal distribution integrates to 1. 

 

Figure 13: function with zero values.     Figure 14: pdf for the function.     



 

A pdf that exploits this knowledge about the function is shown in Figure 14. Notice that this pdf 

actually is zero for a range of values. This does not make it an invalid pdf: the function is zero at the 

same locations.  

We can extend this idea beyond zero values. Samples are best spent where the function has 

significant values. In fact, the ideal pdf is proportional to the function we are sampling. A very good 

pdf for our function is shown in Figure 15a. An even better pdf is shown in Figure 15b. In both cases, 

we must not forget to normalize it, so it integrates to 1. 

 

 

 

The pdfs in Figure 15 pose two challenges: 

1. how do we create such a pdf; 

2. how do we sample such a pdf? 

The answer to both questions is: we don’t. In many cases the function we wish to integrate is 

unknown, and the only way to determine where it is significant is by sampling it – which is precisely 

what we need the pdf for; a classic chicken and egg situation. 

In other cases however, we have a coarse idea of where we may expect the function to yield higher 

values, or zero values. In those cases, a crude pdf is often better than no pdf. 

We may also be able to build the pdf on-the-fly. A couple of samples estimate the shape of the 

function, after which we aim subsequent samples at locations where we expect high values, which 

we use to improve the pdf, and so on. 

In the next section we apply these concepts to rendering. A significant challenge is to construct pdfs. 

We will explore several cases where pdfs can help sampling. 

 

 

 

END OF PART ONE 

 

 

 

Figure 15: two pdfs for the function.     



(7) 

(8) 

(9) 

 

 

Integrals in Physically Based Rendering 

To calculate light transport in a virtual scene we use Kajiya’s rendering equation:  

𝐿(𝑠 ← 𝑥) = 𝐺(𝑠 ↔ 𝑥) [𝐿𝑒(𝑠 ← 𝑥) + ∫ 𝑓𝑟(𝑠 ← 𝑥 ← 𝑦) 𝐿(𝑥 ← 𝑦)
Ω

𝑑𝑦)] 

This is the three point formulation of the rendering equation. It describes that light arriving at point 𝑠 

from point 𝑥 is the sum of light emitted by 𝑥 towards 𝑠, plus the light reflected by 𝑥 towards 𝑠. 

The amount of energy that is transported from point 𝑥 towards 𝑠 depends on several factors: 

 geometry term 𝐺(𝑠 ↔ 𝑥): if 𝑠 and 𝑥 are mutually visible this is 
1

‖𝑠−𝑥‖2
, otherwise it is 0; 

 emittance 𝐿𝑒(𝑠 ← 𝑥): only if 𝑥 is on a light emitting surface, this is greater than 0; 

 irradiance 𝐿(𝑥 ← 𝑦): this is the light that 𝑥 receives from a third point 𝑦, which it may reflect 

towards 𝑥; 

 reflectance 𝑓𝑟(𝑠 ← 𝑥 ← 𝑦): this is the bidirectional reflectance distribution function (BRDF), 

which defines the relation between incoming and outgoing energy for a pair of directions. 

The rendering equation contains an integral: light may arrive at 𝑥 from any direction over the 

hemisphere (Ω) over 𝑥. The integral is recursive: light arriving from 𝑦 is either emitted by 𝑦, or 

reflected by 𝑦, so 𝐿(𝑥 ← 𝑦) is calculated using the same formula. Recursion typically terminates 

when we find an emissive surface: if 𝐿𝑒(𝑠 ← 𝑥) > 0, we do not evaluate the integral. 

Several alternative formulations exist. On example the hemispherical formulation:  

𝐿𝑜(𝑥, 𝜔𝑜) = 𝐿𝑒(𝑥, 𝜔𝑜) + ∫ 𝑓𝑟(𝑥, 𝜔𝑖 , 𝜔𝑜)𝐿𝑖(𝑥, 𝜔𝑖)(𝜔𝑖 ∙ 𝑛)𝑑𝜔𝑖
Ω

 

This states that the light leaving 𝑥 in direction 𝜔𝑜 is the light emitted by 𝑥 in direction 𝜔𝑜, plus the 

light reflected by 𝑥 in direction 𝜔𝑜. Reflected light is again an integral: radiance arriving from all 

directions 𝜔𝑖 over the hemisphere over 𝑥, converted to irradiance by the (𝜔𝑖 ∙ 𝑛) factor (where 𝑛 is 

the surface normal at 𝑥), and scaled by the BRDF 𝑓𝑟(𝑥, 𝜔𝑖 , 𝜔𝑜).  

Another interesting formulation is the transport formulation: 

𝐿 = 𝐿𝑒 + 𝑇𝐿 

Which leaves out a lot of details, and simply states that the light leaving a point is the light emitted 

by the point, plus the light transported by the point. The transported light can either be emitted by a 

third point, or it can be transported by that third point, so:  

𝐿 = 𝐿𝑒1 + 𝑇𝐿𝑒2 + 𝑇𝑇𝐿𝑒3 +⋯ = 𝐿𝑒1∑𝑇𝑖𝐿𝑒𝑖+1

∞

𝑖=0

 

 

Practical: a ray tracer (as well as a path tracer) creates images by sending rays from the camera lens 

into the world. The colour of a pixel is determined by the light transported from the first surface 

point hit by a ray. Equations 7, 8 and 9 allow us to calculate this light accurately. 



Path Tracing 

The path tracing algorithm uses Monte Carlo integration to evaluate the rendering equation. The 

basic algorithm operates as follows: 

1. A primary ray is constructed, which starts at the lens, and extends through a pixel.  

2. The end of this ray is the first scene surface that the ray intersects. 

3. This surface point may emit energy (𝐿𝑒 > 0), or reflect energy (𝐿𝑒 = 0). The reflected 

energy is evaluated by taking a single sample. 

4. Taking a single sample is implemented by generating a random direction 𝜔𝑖 on the 

hemisphere, and sending a new ray in that direction to probe incoming energy. This 

effectively extends the path by one segment. With the newly generated ray, the algorithm 

continues at step 2, until it terminates on a light emitting surface or leaves the scene. 

For a single path, this yields a sample with high variance. This is resolved by sending many paths 

through each pixels. 

One path is now effectively one sample of the rendering equation. Note the similarity with particle 

transport: a single path bears strong resemblance to the behaviour of a photon bouncing around the 

scene. An obvious distinction is the direction of the path: photons originate at light sources; path 

tracing operates in reverse. According to the Helmholtz reciprocity principle, both directions are 

equivalent. 

Also note the dimensionality of a path sample: for a single bounce, we need two random numbers to 

generate a direction on the hemisphere, i.e. 𝐷 = 2. At two bounces, 𝐷 = 4 and so on. Additional 

dimensions are needed to sample the area of the pixel, the area of the lens, and a time slice. The 

curse of dimensionality strikes hard, rendering Riemann sums useless.  

 

Figure 16 shows a path traced scene. The surface point in the centre of the red crosshairs is, like all 

other pixels of the image, at the end of a camera ray. This surface point 𝑥 reflects light towards the 

camera sensor 𝑠, as described by Equation 6 and 7: this is a combination of light arriving from the 

light source, light arriving from the sky, and light arriving via other surfaces in the scene. 

 

 

 

 

 

 

 

 

 

Figure 16: simple path traced scene.         Figure 17: two sides of the  

              hemisphere over 𝑥.  

The light reflected towards the camera by 𝑥 arrives over the hemisphere over 𝑥. Figure 16 shows 

this hemisphere, and Figure 17 shows an enlarged version of (two sides of) this hemisphere. 



(10) 

(11) 

Monte-Carlo Integration of the Hemisphere 

We can evaluate the integral over the hemisphere using Monte Carlo integration. A naïve 

implementation of this is straight-forward: we generate two random numbers, which we use to 

determine a direction 𝜔𝑖 towards the hemisphere, and sample incoming light from that direction. 

Combining Equation 4 and the integral over the hemisphere of Equation 8 yields:  

∫ 𝑓𝑟(𝑥, 𝜔𝑖 , 𝜔𝑜)𝐿𝑖(𝑥, 𝜔𝑖)(𝜔𝑖 ∙ 𝑛)𝑑𝜔𝑖

Ω

≈
𝐴

𝑛
∑𝑓𝑟(𝑥, 𝜔𝑘 , 𝜔𝑜)𝐿𝑖(𝑥, 𝜔𝑘)(𝜔𝑘 ∙ 𝑛)

𝑛

𝑘=1

 

where 𝜔𝑜 is the direction towards the camera, 𝜔𝑘 is a random direction on the hemisphere, and 𝐴 is 

the surface area of a hemisphere of radius 1, which is simply 2𝜋. 

Using Equation 6 (Monte Carlo integration with importance sampling) instead of Equation 4, we get: 

∫ 𝑓𝑟(𝑥, 𝜔𝑖 , 𝜔𝑜)𝐿𝑖(𝑥, 𝜔𝑖)(𝜔𝑖 ∙ 𝑛)𝑑𝜔𝑖

Ω

≈
𝐴

𝑛
∑

𝑓𝑟(𝑥, 𝜔𝑘 , 𝜔𝑜)𝐿𝑖(𝑥, 𝜔𝑘)(𝜔𝑘 ∙ 𝑛)

𝑝(𝜔𝑘)

𝑛

𝑘=1

 

In other words: not all random incoming directions 𝜔𝑘 need to have the same chance of being 

selected; we can use a pdf to focus our efforts. 

 

Importance Sampling the Hemisphere: Cosine 

Looking at Equation 10, even if we know nothing about 𝑓𝑟 and 𝐿𝑖, we can at least conclude one thing: 

the term that is being summed is proportional to 𝜔𝑘 ∙ 𝑛. This is called the cosine term, and accounts 

for the fact that a beam of incoming light (radiance) is distributed over a larger area when it arrives 

at a greater angle from the normal, yielding less energy per unit 

area (irradiance). In the absence of other information, this cosine 

term makes a good pdf (Figure 18).  

The raw cosine requires normalization: in 3D, it integrates to 𝜋.  

We now have our pdf: 𝑝(𝑥) =
𝜔𝑘∙𝑛

𝜋
. Remains the question how we 

pick a random 𝜔𝑘 proportional to this pdf. 

The Global Illumination Compendium provides an answer: given 

two uniform random numbers 𝑟1 and 𝑟2, we obtain a cosine 

weighted random vector 𝜔𝑘 with 

𝑥 = cos(2𝜋𝑟1)√1 − 𝑟2

𝑦 = sin(2𝜋𝑟1)√1 − 𝑟2

𝑧 = √𝑟2

 

Note that the fact that we can sample a direction proportional to a pdf directly is a quite rare case. 

Also note that, at least for the 𝜔𝑘 ∙ 𝑛 term, this pdf is perfect: it is not an approximation of the 

function we are trying to integrate. 

 

  

Figure 18: plot of 𝑝(𝑥) = cos(𝑥) /2. 

the function.     

https://people.cs.kuleuven.be/~philip.dutre/GI


Importance Sampling the Hemisphere: Direct Illumination 

Figure 19 shows a latitude-longitude version of the hemisphere from Figure 17: 

 

Figure 19: latitude-longitude plot of the radiance arriving over the hemisphere at 𝑥. 

This shows that incoming radiance at 𝑥 is dominated by direct light (from the light source, and to a 

lesser extent, from the sky). We would thus like to focus on directions that will hit the light source. 

This time, a pdf is not easily created. However, we can use a trick.  

Recall the pdf in Figure 12 of part 1, where half of the domain received 70% of the samples. We can 

do something similar for direct illumination. Equation 9 defined the full light transport as: 

𝐿 = 𝐿𝑒1 + 𝑇𝐿𝑒2 + 𝑇𝑇𝐿𝑒3 +⋯ 

Applied to point 𝑥, the term 𝑇𝐿𝑒2  represents all direct illumination arriving at 𝑥. The subsequent 

terms 𝑇𝑇𝐿𝑒3 + 𝑇𝑇𝑇𝐿𝑒4 +⋯ represent indirect illumination. We can thus evaluate direct and 

indirect illumination separately, using two distinct integrals, and sum the result.  

 

 

 

 

 

Figure 20 illustrates this. On the top row, the left image shows a 2D representation of the hemi-

sphere. The red shape indicates the magnitude of the illumination: point 𝑥 is lit from all directions, 

but most of the energy is coming from the light source (blue). The centre image shows the direct 

illumination, and the right image the indirect illumination. The sum of these is the original integral. 

Figure 20: the integral over the hemisphere is the union of the direct and indirect illumination integrals. 

Top row: projection on the hemi-circle. Bottom row: projection on the line −
1

2
𝜋…

1

2
𝜋.   



Obtaining the sum of just the indirect illumination is straight-forward: we pick a random direction on 

the hemisphere, and when it happens to hit a light source, we ignore its result. This seems like a 

waste, but lights typically do not occupy a significant portion of the hemisphere. Since we pick each 

direction with the same probability as we did before, we can use the pdf we used before. 

Obtaining the sum of just the direct illumination is also straight-forward: we pick a random direction 

towards the light, by aiming for a random point on the light. Note that this time, we definitely do not 

pick each direction with the same probability: we thus need a new pdf. This is a pdf that is zero in 

most places, and constant over the area of the light source projected on the hemisphere. The 

constant must be chosen so that the pdf integrates to 1. This is the case if the constant is 1/𝑆𝐴, 

where 𝑆𝐴 is the area of the light source projected on the hemisphere, the solid angle:  

𝑆𝐴 =
𝐴𝑙𝑖𝑔ℎ𝑡(𝑛𝑙𝑖𝑔ℎ𝑡 ∙ 𝜔𝑖)

𝑑𝑖𝑠𝑡2
 

 

Modified Path Tracing Algorithm 

With the discussed importance sampling techniques we can now formulate the improved path 

tracing algorithm: 

1. A primary ray is constructed, which starts at the lens, and extends through a pixel.  

2. The end of this ray is the first scene surface that the ray intersects. 

3. This surface point may emit energy (𝐿𝑒 > 0), or reflect energy (𝐿𝑒 = 0). The reflected 

energy is evaluated by summing two samples: one for the direct illumination, and one for 

the indirect illumination. 

4. To sample the direct illumination, we pick a random point on the light source, and probe this 

direction using a ray. The result is divided by the pdf, which is 1/SA. 

5. To sample the indirect illumination, we generate a random direction 𝜔𝑖 proportional to the 

pdf: (𝜔𝑖 ∙ 𝑛)/𝜋, and continue with step 2 with a ray in this direction. The result is divided by 

the pdf. 

 

Synchronize 

At this point, the following concepts should be clear: 

 The importance sampled version of the Monte Carlo integrator (Equation 6) yields correct 

results for any valid pdf, including 𝑝(𝑥) = 1. Many valid pdfs are possible; some will yield 

lower variance than the constant pdf, others may yield higher variance. 

 An important term in the indirect illumination is 𝜔𝑖 ∙ 𝑛. A pdf proportional to this term 

typically lowers variance, even though it doesn’t take into account the other terms, or G. 

 The union / sum of the integrals of direct and indirect illumination over the hemisphere is 

the integral of all illumination over the hemisphere. 

 Sampling direct light using a separate ray towards the light source is a form of importance 

sampling: we skip many directions on the hemisphere. We thus need a pdf. Normalizing it 

requires the solid angle. 

If not, please reread the relevant sections, and if that fails, ask questions. 

 



Multiple Lights 

One last thing that was omitted in the description of sampling direct light is how to handle multiple 

lights. The solution to this problem is simple, but why this works requires some explanation. 

If we have 𝑛 lights in total, we pick a random light, and evaluate it as we did before: the pdf 

is 1/𝑆𝐴 or zero; 1/𝑆𝐴 for the set of directions towards this particular light, zero elsewhere. 

The result we get from sampling the random light is then multiplied by 𝑛. 

To understand why this works, let’s consider the graph of Equation 4 again: 

 

 

 

 

 

 

 

Previously, we integrated this numerically by taking a random sample in the domain [−2.5,2.5]. An 

alternative is to randomly pick one half of the function for each sample. The domain then becomes 

either [−2.5,0] or [0,2.5], and thus the contribution of the sample is scaled by 2.5, instead of the 5.0 

that we used for the full domain. Multiplying by 2 thus gives us the correct estimate. 

This still works if the two subdomains are not equally sized. Suppose we have subdomains [−2.5. .1] 

and [1. .2.5]. Now half of our samples are scaled by 3.5, and the other half by 1.5. Multiplying by 2 

yields (½ ∗ 3.5 ∗ 2) +(½ ∗ 1.5 ∗ 2) = 5, which is still correct. 

Applying this to lights: each light is a subdomain of the full domain, i.e. the set of all lights. Each light 

may be picked with an equal probability. A selected light now represents all lights, and therefore its 

contribution is scaled by 𝑛. 

 

Importance Sampling Lights 

When a scene is illuminated by multiple lights, picking a random light is not always the best option. A 

small, distant light will have less effect on a surface point than a nearby bright light source. 

We can again use importance sampling to improve our estimate in this situation, by assigning a 

picking probability to each light source. Since this is again a pdf, the sum of these probabilities must 

sum to 1. 

To do so, we first estimate the potential contribution for each light source, 𝐼 ∙ 𝑆𝐴, where 𝐼 is the 

emission of the light source per unit area, and 𝑆𝐴, as before, the solid angle. An important factor 

that is missing here is the visibility of the light source. Visibility is estimated using a ray, which is 

precisely the operation we wish to prevent. 

  



Suppose we get the following potential contributions for four light sources: 

light 1: 0.01 

light 2: 5.02 

light 3: 2.77 

light 4: 0.59 

We can normalize these values by dividing each by the sum of the four values (here: 8.39), which 

yields a valid pdf: it integrates to 1, and it is never zero unless the contribution of a light is 0. 

Next, we create a cumulative distribution function (cdf), which stores the partial integrals of the pdf: 

𝐹(𝑥) = ∫𝑝(𝑥)𝑑𝑥

𝑥

𝑎

 

Or, in the case of a discrete pdf: 

𝐹(𝑥) = ∑ 𝑓(𝑥𝑖)

𝑥𝑖<𝑥

 

In other words, for a random value 𝑥, the cdf tells us what the probability is that sampling according 

to the pdf produces this value, or a smaller one. For the four light sources, the cdf is simply: 

cdf[0] = (0.01) / 8.39    ≈ 0.1% 

cdf[1] = (0.01 + 5.02) / 8.39   ≈ 60% 

cdf[2] = (0.01 + 5.02 + 2.77) / 8.39  ≈ 93% 

cdf[3] = (0.01 + 5.02 + 2.77 + 0.59) / 8.39 = 100% 

We can now pick a light with a probability proportional to the pdf, using the cdf: 

float r = Rand(); 

int lightIndex = 0; 

while (cdf[lightIndex] > r) lightIndex++; 

In other words: we look for the last cdf entry that is smaller than the random number 𝑟; the index of 

this entry is the index of the selected light. 

Since we are now picking lights using a pdf, we need to divide the result by the value of the pdf. 

Note that we no longer multiply by the number of light sources: the light count is already accounted 

for by the pdf. In fact, when we picked each of the four light sources with an equal probability, the 

value of the constant pdf was 0.25: multiplying by light count is thus the same as dividing by this pdf. 

 

 

Closing Remarks 

This concludes this document. If you have any questions or suggestions, please contact me: 

Jacco Bikker : bikker.j@gmail.com 

 

 

Utrecht, August 11th, 2017. 
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