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Chapter 1

Introduction

In this thesis, we measure 3D shapes with the use of 3D laser technology, a recent tech-
nology that combines physics, mathematics, and computer science to acquire the surface
geometry of 3D shapes in the computer. We use this surface geometry to fully recon-
struct real world shapes as computer models, and to analyze the characteristics and
proportions of human body models for biometric purposes. Tasks that would require a
tremendous effort if not done automatically by a computer.

Ever since people walked the earth they were fascinated by measurements and pro-
portions, whether it was on hunting larger animals, gathering enough food, or con-
structing properly sized shelters. In ancient Egypt, mathematicians already had a grasp
of proportions and were able to write down and calculate with fractions. Their compu-
tations proved to be a useful tool for their administrative issues, such as the distribution
of rations and for the planning of constructions [51]. As the principal unit of measure-
ment they used the royal cubit, which approximated the length of a man's forearm from
elbow to the tip of middle ®nger. With cubit-rods as rulers and ropes of one hundred
cubits they could measure differently sized objects and proportion their construction
sites. Their measuring tools enabled the ancient Egyptians to conduct basic geometric
computations, such as calculating a rectangle's area and estimating the area of a circle by
subtracting one-ninth from its diameter and squaring the result [Papyrus Rhind 49/50].

In ancient Greece, mathematicians set the basis for geometry, the mathematical study
of points, lines, curves and surfaces. Pythagoras, the father of humbers, discovered
the theory of mathematical proportions and Euclid, the father of geometry, wrote the
principles of today's Euclidean geometry [44]. Theories that were consistently applied
in Greek and Roman architecture as the Roman architect Vitruvius wrote in his book De
architectura

aGeometry affords much aid to the architect: to it he owes the use of the
right line and circle, the level and the square® [47].

In his work, Vitruvius carefully describes the esthetically pleasing proportions of the
classical architectural orders Doric, lonic, and Corinthian (Fig. 1.1). He claims that
no building can be well designed without proper proportions and symmetry, and that
both are as necessary to the beauty of a building as to that of a well formed human
®gure. Inspired by the detailed description of the human body's proportions, Leonardo
Da Vinci drew centuries later the Vitruvian Man for the book De Divina Proportioneon

9



10 CHAPTER 1. INTRODUCTION

mathematical and artistic proportion. The human body inscribed in the circle and the
square, shows the divine proportions of the human ®gure which has four ®ngers in a
palm, six palms in a cubit, four cubits in the body's height, which in turn equals the
length of the outspread arms.

RELEVE

SIGNALEMENT ANTHROPOMETRIQUE

Figure 1.1: Measurements in the classical architectural orders, the divine proportions of the human
body, and a standardized identi®cation system.

The fact that there is no such thing as a universal set of proportions for the human
body, the ®eld of anthropometry arose. Anthropometry, in which the individual vari-
ations of persons are investigated, was put to use for person identi®cation in 1883. By
measuring bony structures that remain practically constant during adult life, this sys-
tem was able to distinguish individuals [83]. In this standardized person identi®cation
system, nine body measurements were performed, including the person's height, the
length of the stretched arm, the length of the torso from head to seat when seated, the
width of the head, and the lengths of the right ear, left foot, left middle ®nger, and left
cubit (Fig. 1.1).

In biometrics, all methods to uniquely identify and verify a person are studied.
Handwriting, signatures, and body measurements are among the ®rst methods to iden-
tify a person or his work. Nowadays, to claim our identity and to protect our (digital) in-
formation we can even use two-dimensional face images, ®nger prints, ear prints, hand
prints, voice recordings, gait recordings, retina scans, iris scans, and three-dimensional
laser range scans of the body or face. Each of these biometric techniques captures a
physical property that cannot be forgotten or mislaid like a password [2].

In this thesis we focus on 3D laser scans for its wide range of applications. A 3D laser
range scan can be best compared to a 2D photograph which captures the depth of objects
in a scene instead of their color information. This recent measuring instrument projects
alaser dot on an object's surface, captures the re”ected light with a sensor and measures
the object's distance using the generalization of Pythagoras' theorem. With thousands
of depth measurements in a second, the geometry of the object's surface is automatically
captured and represented as points, lines, curves and surfaces on the computer. Where
a 2D photograph loses the depth information in a scene and thus the true proportions of
objects, a 3D range scan does not. This makes the 3D range scan a valuable measuring
tool for proportions of the human face for biometric identi®cation systems, for propor-
tions of the human body for anthropometric studies, and for the digital reconstruction
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of historical buildings and statues. This thesis deals with the dif®culties of the auto-
matic acquisition, reconstruction and analysis of shapes with the use of 3D laser range
scanners.

The application of 3D laser range scanning and the acquired 3D shapes are certainly
not limited to biometrics, anthropometry, and cultural heritage, but are also regularly
used in the entertainment industry, geographical information systems, and robotics.
Biometricsis a recent application domain for 3D range scanning. By constructing a
database of 3D face scans of personnel, trespassers can be rejected from entering the
building by automatically scanning and comparing their 3D face scans to those in the
authorized personnel database. Scans of the human body are used inanthropometry The
statistical analysis on body proportions in a population allows for custom ®t products,
such as prostheses, costumes, gas masks, ergonomic of®ce chairs and car seats. Instead
of the traditional plaster cast to properly ®t a prosthesis to the body surface, a 3D range
scan could suf®ce. This also applies tocultural heritage where a plaster cast might dam-
age ancient artifacts. The acquisition and reconstruction of such artifacts with 3D scan-
ners enables the preservation of their current shape. In the entertainment industry 3D
modeling software is used to develop characters, objects and scenes. Instead of directly
modeling new animation characters on the computer from scratch, they can be mod-
eled with clay, scanned, and reconstructed to acquire its computer model. Geographical
information systemsare shifting from 2D image data to 3D worlds for advanced urban
planning and disaster simulation. In robotics an automated robot can be equipped with
a 3D laser range scanner to detect its surroundings and plan its path. For each of these
applications, the reconstructed 3D shapes must satisfy requirements such as accuracy,
completeness and level of detail. In the ®eld of computation geometry, researchers de-
velop algorithms to ful®ll such geometric requirements on shapes.

1.1 Acquisition, reconstruction and analysis of 3D shapes

The acquisition and reconstruction of 3D shapes is the process of making a surface ge-
ometry description of a 3D object based on acquired data points. To construct a 3D
model out of a real world object, the object's surface can be digitized with the use of a
laser range scanner. Such a scanner measures the distance from the scanner to the object.
The most common laser range scanners can only scan one side of an object at a time, and
only those parts of the object's surface that are not occluded and are within the scanner's
range. To capture more data of the object's surface, the object has to be scanned from
many different sides and for several poses. Because each scan is generated with respect
to the scanner's coordinate system, they need to be transformed into a common coor-
dinate system in which they are aligned to each other. A common approach to obtain
such an alignment of range scans is to interactively align pairs of overlapping meshes
in such a way that the proportions of the model correspond to those of the object. The
partially overlapping scans can be merged into a single geometric surface model and
improved with geometric operations, such as smoothing, hole ®lling, and remeshing.
The additional challenge is that the acquired surface data can have wrong points, miss-
ing points, or not enough points to accurately describe the critical surface regions. For
the proper interaction, analysis, and printing of 3D computer models, special require-
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Figure 1.2: The optical triangulation system in a laser range scanner (a). The projected laser line

from (b) the laser's point of view and (c) the sensor's point of view. Photograph of the scanning
process with long exposure time (d).

ments on geometry, topology and physics are desired for which algorithms are being
developed.

1.1.1 3D range scanning

To construct the 3D geometry of a real world object, the object's surface can be digitized
with the use of 3D range scanners. These scanners measure the distance from the scan-
ner to the object's surface. One of the most popular three-dimensional scanning device
is the laser range scann¢88, 14, 62]. During the acquisition these scanners project either
a laser dot or laser stripe on the object's surface. A sensor, often a CCD camera, looks at
the scene and detects the dot or stripe at the peak of re ected laser light. The location of
these peaks in the sensor's ®eld of view (FOV) depend on the distance between the laser
emitter and the projected dot or stripe (Fig. 1.2). The laser emitter, the projected laser
dot, and the sensor form a triangle. In this optical triangulation system the direction of
the laser light, the sensor's line of sight, and the sensor's position with respect to the
laser emitter are known. With this knowledge and the detected laser dot with respect to

a calibrated depth in the sensors ®eld of view, the depth of a laser dot can be determined
accurately. The surface normal at an extracted 3D surface point can be estimated using
the direction of the laser light and the sensor's line of sight.

Various types of laser range scanners have been developed. The most common laser
range scanners scan one side of an object at a timeglane scapproducing a 2D image
storing per pixel the distance from the corresponding laser dot to the object's surface.
These images are called depth images or range scans (Fig. 1.3). Another laser range
scanner producing depth images is the rotation scanner. These scanners rotate either
the object or itself around the y-axis while scanning vertical stripes ( cylindrical sca.
Generated depth images store the depth per height and rotated angle (Fig. 1.3).

Other frequently used 3D range scanners include the structured light and the time-
of-'ight scanners, the ®rst for its acquisition speed and the latter for its ability to scan
over long distances. Both scanners acquire plane scans. Astructured light scanneuses
a projector to project a pattern of light on the object [85, 122]. Similar to the laser range
scanner the structured light scanner uses a sensor to retrieve the projected pattern (Fig.
1.4). The distortion of the color transition pattern is used to compute 3D information
of an entire view of the object. The location of a color transition in the sensor's ®eld of
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Figure 1.3: A depth image or range scan acquired from a plane scan (left) and a rotation scan
(right).

Figure 1.4: The projected structured light from the laser's point of view (left) and the sensor's
point of view (right).

view depends on the distance between the projector and the object's surface. So, when
an object has large depth transitions, parts of the colored stripes may appear to run out
of phase. This introduces an ambiguity in ®nding the correct order of stripes, which
may result in retrieving incorrect 3D information. The use of a multiple color pattern
helps in retrieving the correct order of stripes [122]. Structured light systems are very
fast, because multiple stripes (i.e. color transitions) are extracted at once. A time-of-
“ight scanner sends out very short pulses of light and measures the time for the light
to be sensed by a sensor [116]. Knowing the speed of light and the time-of- ight, the
distance to the object can be calculated.

Scanners that extract 3D surface data in an unstructured manner cannot produce a
depth image. An example of such a scanner is the hand-held scanner in combination
with a tracking device. These scanners enable the user to extract 3D surface data from
all around the object, while the tracking device helps to place each 3D point in the com-
mon coordinate system. The result is a rather complete 3D point cloud with estimated
normals.

Combinations of the fast structured light scanners and fast stereo vision techniques
are investigated [117] for real-time and high resolution scan applications. The scienti®c
challenge in 3D scanning is to optimize the scanner's acquisition time and usability
within its acquisition range.

1.1.2 Surface mesh creation

The advantage of a depth image or range scan is the ease with which the intrinsically
stored 3D point cloud is converted into a triangular surface mesh (Fig. 1.5). This is sim-
ply done by connecting the 3D points that represent adjacent pixels in the depth image.
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(a) plane scan (b) rotation scan

Figure 1.5: 3D point cloud and its 3D surface mesh from a single plane scan (a) and rotation scan

(b).

In case of aplane scana 3D surface mesh from one side of the object is acquired. To
extract the entire surface of an object, the object has to be scanned from many different
sides and for several poses. In case of aotation scana more complete 3D surface mesh
can be obtained in a similar matter. A major drawback of rotation scanners is that the
object should ®t the cylinder described by the rotating scanner or table. Again multiple
scans are required to capture the object's top and bottom and concavities in the object's
surface. When the connectivity of a 3D point cloud is unknown the entire surface has to
be built from scratch using only the acquired 3D point data and their estimated normals.
In case a 3D laser scanner produces a depth image, the surface mesh creation is

a trivial problem. The triangulation of a 3D point cloud, on the other hand, requires
geometric algorithms that ®nd the optimal connectivity among the imprecise scan data.

1.1.3 Surface mesh quality

The quality of a surface mesh extracted from a laser range scan depends on the proper-
ties of both the laser range scanner and the object itself. The two basic scanner proper-
ties that in uence the acquired surface quality are the resolution and the accuracy. The
resolutionis the smallest distance between two points that the scanner measures. The
accuracyis how close a measured value is to the true value. The resolution is related
to the size of a laser dot or the width of a laser line, the distance to the object, and the
sensor's FOV resolution. The accuracy depends on the ability to correctly measure the
coordinates from the sensor's FOV. For the optical triangulation, the object's surface
must re ect the projected laser light towards the sensor.

When the resolution is too low, the laser scanner fails to capture the tiny surface de-
tails. Limitations in the scanner's accuracy causes speckle noise on the surface mesh.
The object's properties, such as color, material, and shape have their effect on the op-
tical triangulation system. When the object's surface is too dark, too transparent, too
specular, or protrusions of the object block the re”ected laser light (self occlusion), then
the sensor is unable to detect the laser light. In that case, optical triangulation is no
longer possible and the surface misses data. Specular re ection to wrong locations in
the sensor's FOV results in incorrect measurements causing outliers. To some extend,
the surface acquisition can be improved by reducing the environmental lighting, de-
creasing the laser strength, and making the object's surface more diffuse.

Because each scanner is designed to scan objects at a calibrated distance and for an
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9%

(a) noise (b) occlusion (c) outliers (d) cut-off (e) accurate scan

Figure 1.6: The range scan quality suffers from limitations in laser acquisition.

Figure 1.7: The reconstructed surface of the Utrecht University logo from a single range scan (left)
and eleven range scans (right).

optimal resolution, they usually have an effective sensor area in which they operate.
Outside this area, data is often discarded or simply not measured. This cut-off distance
is another cause of missing data. Altogether, these limitation in laser range scanning
and object properties result in surface meshes with noise, outliers and missing data (Fig.
1.6). Simple solutions are available to improve on the surface quality. Many outliers can
be eliminated by removing slender triangles and removing the vertices that become dis-
connected. The level of noise can be reduced by smoothing the surface. However, care
should be taken not to loose tiny details. A better but more time consuming solution
to reduce the level of noise is to acquire many nearly identical (low) resolution range
scans of a single view, to combine the data and extract a single super-resolution surface
[58]. Such a super resolution range scan levels out the noise and enables the acquisition
of tiny details (Fig. 1.7). To cover the whole object's surface and to ®lIl in missing data,
an object has to be scanned from different sides and angles and for several poses. This
might not be possible due to ®xed or heavy objects or stationary laser systems.

To improve on the ®nal surface mesh quality, more advanced 3D laser systems are
being developed with higher resolution, higher accuracy, and user-feedback on missing
data.

1.1.4 Surface mesh alignment

Each range scan is generated with respect to the scanner's coordinate system. To recover
the object's shape, they need to be transformed into a common coordinate system in
which they are aligned to each other (Fig. 1.8). A common way to obtain such an
alignment of range scans is to interactively align pairs of overlapping meshes. This
coarse alignment is then re®ned by a geometric algorithm that brings all the overlapping
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Figure 1.8: The meshes in the scanner's coordinate system (left), can be interactively aligned by
clicking corresponding points on the surface, to recover the object's shape (right).

surface meshes closer to each other, which is an intractable task for a user.

While this re®nement is always performed automatically, the coarse alignmeris per-
formed either interactively or automatically. An interactive pairwisalignment of meshes
is performed by a user, who decides which pairs of meshes have parts of their surface
in common. He or she then either selects a few corresponding points on the common
surface of two meshes, or manually rotates and translates one mesh toward the other,
to bring them into alignment. An automatic pairwiseapproach will try to ®nd a set of
corresponding points on two meshes automatically. When enough correspondences
are found, the two meshes are brought into alignment. A problem with the automatic
pairwise approach occurs when incorrect correspondences are selected to align meshes,
with an unsuccessful alignment as a result. An automatic multiviewapproach will try
to solve this with the use of a global consistency check for pairs of meshes with high
correspondence.

The coarse alignment is hard to automate because each scan covers only a part of the
object, contains noise, and is usually captured from an unknown point of view. The chal-
lenge in surface mesh alignment is the development of automatic alignment algorithms
that effectively and ef®ciently align large sets of meshes for fast object reconstruction
and user-feedback during the acquisition phase.

1.1.5 Surface mesh integration

When an accurate ®ne alignment of meshes is obtained, a merge method can be applied
to integrate the partially overlapping meshes and construct a single surface mesh (Fig.
1.9). Many algorithms have been developed based on either the aligned meshes (struc-
tured data) obtained from the range scans, or based on the point cloud de®ned by the
aligned range scans (unstructured data). Algorithms based on the former can reuse the
triangles and focus on stitching and blending the overlapping surface. The methods
that build a new surface mesh based on the unstructured point cloud data require much
more effort. An important property for an integration algorithm is the invariance to the
surface mesh quality.

1.1.6 Surface mesh completion

Itis hard and sometimes even impossible to acquire the entire surface of an object with a
laser range scanner. Remaining holes in the surface mesh can be ®lled using hole ®lling
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Figure 1.9: The meshes in their ®nal ®ne alignment are merged into one surface, the holes in the
surface are ®lled, and the surface simpli®ed for fast rendering.

technigues based on the triangulation of boundary components [9], volumetric repair
[39, 55] and surface interpolation [93]. Surface reconstruction techniques that ensure
the output of a watertight surface mesh have been proposed as well (e.g. [4, 40]). A
watertight surface is a surface without holes, so that imaginary water inside cannot get
out. In many applications, such as CAD modeling and 3D printing, watertightness is
required. For faster rendering of 3D models in virtual environments the ®nal surface
can be simpli®ed [45] by reducing the number of points and triangles (Fig. 1.9).

1.1.7 Surface mesh analysis

As laser range systems and geometric algorithms to process the acquired scan data are
becoming more advanced, the acquired and reconstructed 3D shapes are reaching high
levels of detail and accuracy. Instead of measuring the real object with traditional in-
struments, the object can now be scanned and measured rapidly and even reproduced
by the computer itself (Fig. 1.10). In anthropometry, 3D human body scans allow for
the analysis of human proportions in a population. With the acquired body surface the
height and center of mass can be determined automatically, but also more complicated
measurements such as the distance over the surface (geodesic distance) from one loca-
tion to another can be computed. Such body measurements can be used to determine
the average body shape and the range of most common body shapes in a populations.
These statistics are useful in industrial design, where the development of ergonomic
and custom ®t products plays an important role.

In biometrics, such geodesic and Euclidean distances between distinct locations (land-
marks) can even be used to identify individuals. By constructing a database of 3D face
scans of personnel as we do in this thesis, a computer can automatically match a new
face scan to a person in the database with the use of these landmarks. When none of
the face scans suf®ciently matches the new scan, then the new scan is unknown to the
system. This strategy can be applied to automatically reject trespassers from entering a
secured building.

Since the acquisition and reconstruction of 3D shapes from laser scan data becomes
easier, the number of 3D shapes in databases increases as well as the need to effectively
query for a particular shape. The analysis of (local) surface properties helps to retrieve
3D shapes similar to a query shape or query description, which helps the user to reuse
and combine shapes.
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Figure 1.10: Colored geodesic measurements on the author's reconstructed body surface effec-
tively show the boundaries of the model. When the surface is made watertight, a 3D laser printer
can turn the model into a real world object.

1.2 Contributions of this thesis

In this thesis we use 3D laser range scans for the acquisition, reconstruction, and anal-
ysis of 3D shapes. In Chapter 2, we study the acquisition and reconstruction pipeline
from a real object to a 3D surface model. Based on ground truth models we compare the
accuracy of various mesh acquisition, mesh alignment, and mesh merge systems and
the in"uence on one another. Also algorithms to ®II the remaining holes in the merged
3D surface model are tested. No quantitative comparison of these system's accuracy has
been done before, which is of practical importance for the reconstruction of accurate 3D
surface models.

The main bottleneck in the acquisition and reconstruction pipeline is the coarse
alignment of the unordered surface meshes, which requires intensive user-interaction.
Many algorithms have been proposed that align two overlappingmeshes, but the main
dif®culty is to ®nd those meshes that actually have overlap and then to align all meshes
simultaneously in a globally correct way. Automating this process in an ef®cient man-
ner is essential for fast object reconstruction. We present in Chapter 3 a new multiview
alignment algorithm that performs both the coarse and ®ne alignment of unordered sets
of range scans both effectively and ef®ciently.
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In Chapter 4, we use 3D laser range scans for biometric purposes. By scanning one's
face surface with a laser range scanner, we acquire the 3D surface geometry of the face
which differs from one person to another. With geometric algorithms we can analyze
and compare such 3D face scans, which are the core elements in 3D face recognition
systems. Such a system stores 3D face scans with known identity in a database and
compares a new face scan to all of them to ®nd the most similar ones. The best match
can be used to identify the new face scan or declare it unknown if the best match is
not similar enough. A 3D face identi®cation system overcomes several limitations of
existing 2D face identi®cation systems, but with the same user-friendliness. We present
a complete 3D face recognition pipeline, that automatically detects, segments, and im-
proves the face surface and does the face matching with pro®le and contour curves.
To select effective combinations of curves as a compact representation of the face for
the recognition, a 3D curve matching framework is designed. This framework extracts
curves with different properties and evaluates these curves for their ability to identify
persons.

In Chapter 5, we present an algorithm to automatically ® a 3D morphable face
model to 3D scan data of faces for their recognition. A 3D morphable face model is a
statistical model built from example faces and linearly interpolates between these faces
to construct new ones. With the use of model coef®cients, the model deforms along the
principal axes of data variance, which changes for instance the size of the face, the posi-
tion of the eyes, or the length of the nose statistically correct. By ®tting this model to the
scan data, we create a new face instance without holes nor noise, which are often a prob-
lem for 3D face recognition algorithms. We evaluate the accuracy of the automatically
®tted face instances and show that our algorithm is more accurate than existing meth-
ods. By dividing the face model into multiple face components, we further improve on
the model ®tting accuracy. By assigning anthropometric landmarks (such as the nose
tip and eye corners) to the morphable face model once, they are automatically morphed
towards their statistically reliable locations in different face scans. Furthermore, the way
the morphable model is deformed to ®t the scan data provides geometric clues of the
face, which are captured by the model's coef®cients. For the recognition of 3D faces,
we use the contour curves from Chapter 4, the automatically detected landmarks, and
the acquired model coef®cients and show the superior performance of the latter with
recognition rates up to one hundred percent on the UND dataset.

In Chapter 6, we present a new algorithm to automatically enhance the 3D mor-
phable face model with new face data. For a 3D face recognition system based on model
coef®cients it is important that the properties of many realistic faces are captured in the
model. In case a face cannot be modeled, the automatically acquired model coef®cients
are less reliable, which may hinder the face identi®cation. The bootstrapping algorithm
that we present automatically detects if a new face scan cannot be suf®ciently mod-
eled, establishes full point correspondence between the face scan and the model, and
enhances the model with this new face data. New in this is the use of multiple face
components to ®t the model more accurately to scan data, a correspondence repairing
algorithm, and an automatic check to avert redundant face properties.

In Chapter 7, we perform expression invariant face recognition by incorporating
expression-speci®c deformation models in our face modeling approach. In a global to
local ®tting scheme, the identity and expression coef®cients of this model are adjusted
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such that the produced face instance accurately ®ts the 3D scan data of the face. Quan-
titative evaluation shows that the expression deformation as well as a set of prede®ned
face components improve on the ®tting results. 3D face matching experiments on the
publicly available UND, GAVAB, BU-3DFE, FRGC v.2 datasets show high recognition
rates of respectively 99%, 98%, 100%, and 97% with the use of the identity coef®cients.
Results show that not only the coef®cients that belong to the optimized model ®t per-
form well, but that the coef®cients of four locally optimized model ®ts can produce
similar recognition rates. Finding the optimal model ®t is hard and loosening this re-
quirement could make a system more robust.

1.3 Relevant publications

The publications on which this thesis is based are listed below.
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Chapter 2

Acquisition and reconstruction quality

Many systems and methods have been developed to aid the user in the acquisition and
reconstruction pipeline from a real world object to a 3D computer model. This chapter
presents a comparison of systems for the acquisition, alignment, merging and hole ®II-
ing of 3D scan data. No quantitative comparison of such systems has been done before,
which is of practical importance for the reconstruction of accurate 3D surface models. In
our comparisons, we measure the difference of a system's output to reference models.
Both actual scans (from physical objects) and virtual scans (from 3D models) are used
in the evaluation. Our results quantify that acquisition, alignment, and merge systems
differ in accuracy even when they are based on similar algorithms or heuristics. We
show that (1) a more precise alignment of meshes will result in more accurately merged
models, (2) that the best performing merge method for virtual scans turns out to per-
form worst for actual scans, (3) that the optimal resolution of volumetric merge methods
is bounded by the level of noise in the range scans, and (4) that hole ®lling remains a
challenging problem.

2.1 Introduction

The process of reconstructing a 3D computer model out of a set of range scans has been a
well studied ®eld of research for several decades. During these years various techniques

21
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and software tools were developed to aid the reconstruction of a 3D model, based on
two different types of reconstruction sequences.

The ®rst type is to turn the range scans directly into meshes, which is often done
automatically by the scanning software, and then to perform the alignment and merging
of these meshes to obtain the 3D model. The second type is to align the range scans ®rst
and then to reconstruct the surface from the unorganized set of 3D points [110]. We
focus on the ®rst type of reconstruction sequence and assume acquisition of surface
meshes rather then unorganized point clouds.

The alignment of meshes consists of a coarse and a ®ne alignment step. During the
coarse alignmenta transformation for each of the meshes is found to place them in a
common coordinate system in which they are coarsely aligned to each other. During
the ®ne alignmentthe relative positions of the coarsely aligned meshes are optimized
automatically. The coarse and ®ne alignment both distinguish a pairwiseand a multiview
approach. The pairwise approach ®nds a transformation for one pair of meshes only,
while the multiview approach is characterized by ®nding transformations for all meshes
simultaneously.

An interactive pairwisealignment of meshes is performed by a user, who decides
which pairs of meshes have parts of their surface in common. He or she then either
selects a few corresponding points on the common surface of two meshes, or manually
rotates and translates one mesh towards the other, to bring them into alignment.

An automatic pairwisepproach will try to ®nd a set of corresponding points on two
meshes automatically. When enough correspondences are found, the two meshes are
brought into alignment. Several techniques have been developed to perform the pair-
wise alignment of meshes automatically, including: the exhaustive search for corre-
sponding points [28, 30] and the use of surface signatures such as spin-images [54],
point signatures [31], bitangent curves [119], spherical attribute images [48], and volu-
metric grids of local surface [72].

Methods to perform the coarse alignment according to the automatic multiviewap-
proach includes work of Huber and Hebert [50], Novatnack and Nishino [77], and Mian
etal. [70]. These methods ®nd the pair-wise alignment of all meshes according to the au-
tomatic pairwiseapproach. Then they construct either a correspondence graph or corre-
spondence tree in which a node represents a mesh and an edge represents the pair-wise
transformation between them. Edges with high con®dence and that pass a global con-
sistency check of the structure are added to end up with a connectivity that represents
the coarse multiview alignment.

The most popular method for the ®ne alignmenbf coarsely aligned meshes is the
Iterative Closest Point (ICP) algorithm, which was introduced by Chen and Medioni
[29], and Besl and McKay [16]. It starts with an initial guess for the relative rigid-body
transformation of two meshes obtained from the coarse alignment. Then the algorithm
iteratively re®nes this transformation by repeatedly selecting pairs of closest point cor-
respondences on the meshes while minimizing an error metric. Because the method
operates on one pair of meshes only, we will refer to it as the pairwise ICPalgorithm.
Many variants of the pairwise ICP algorithm have been introduced [88]. The alignment
of several pairs of meshes can be performed by applying the pairwise ICP algorithm se-
guentially to all pairs of overlapping meshes, which may result in the accumulation of
alignment errors. To avoid this several techniques have been developed to ®nely align
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multiple pairs of meshes at once rather than single pairs [12, 76, 82, 96]. The basic goal of
thesemultiview ICP methods is to spread the alignment error evenly across the available
mesh pairs.

The mergingof a set of aligned range scans remains a challenging problem. Many
techniques have been developed based on either the aligned meshes obtained from the
range scans, or based on the point cloud de®ned by the aligned range scans. The two
main approaches for the merging of aligned meshes are surface zippering [107], and the
volumetric merge based on a discrete distance ®eld [37]. Surface zippering is an algo-
rithm that detects surface overlap, removes the redundant surface patches, and zippers
the surface boundaries. Volumetric merge methods construct a 3D volumetric grid in
which each surface mesh is discretized as a weighted distance ®eld. By blending the
weighted distance ®elds together a new zero level set is acquired in the volumetric grid.
From the zero level set, the merged surface mesh can be extracted with the Marching
Cubes algorithm [64]. The volumetric approach has several variants (summarized in
[84]). For the construction of a surface out of point clouds (e.g. aligned range scans)
popular techniques include the moving least-squares (MLS) surface approach [7], the
use of radial basis functions [25], ball-pivoting [13], and stochastic surface reconstruc-
tion [89].

Remaining holes in the surface mesh can be ®lled using hole ®lling techniques based
on the triangulation of boundary components [9], volumetric repair [39, 55] and surface
interpolation [93]. Surface reconstruction techniques that ensure the output of a water-
tight surface mesh have been proposed as well (e.g. [4, 40]).

Previous comparisons focused on pairwise variants of the ICP algorithm [88], and
on multiview ICP variants [36, 41]. Also, several overviews on the 3D acquisition and
reconstruction process have been published [14, 24, 124]. In our previous work [99],
we created an initial setup to compare a few systems using (non-optimized) default
settings.

2.1.1 Organization of this chapter

In this chapter, we evaluate methods that are used in the acquisition and reconstruction
pipeline from object to 3D model (Fig. 2.1). To do so we use a set of four physical
objects and three existing 3D models. The physical objects are thecylinder, box pierrot,
and mementashown in Fig. 2.2. The existing models are the armadillg dragon and knot
shown in Fig. 2.3. These objects were selected for their different properties in shape,
appearance and manufacturing: The cylinder and box are metal objects from the car
industry both created with high precision. The pierrot and mementoare small objects
(60mm and 110mm high) with smooth parts and small details. The armadilloand dragon
are reconstructed models from 60 to 70 range scans using VripPack downloaded from
the Stanford 3D Scanning Repository [95]. The knotis a model constructed using 3D
Studio MAX with many occlusions that would make it dif®cult to scan with a range
scanner if it were a physical object.

From the physical objects we acquire range scans using laser range scanners and for
the existing 3D models we simulate this scanning process. To evaluate the results at
different stages of the pipeline we use reference models. For the existing 3D models,
we simply use the original 3D model as a reference. For the physical objects we use
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Figure 2.1: The acquisition and reconstruction pipeline. The results of the coarse alignment, ®ne
alignment and merging are evaluated in the comparison.

Figure 2.2: Real objectscylinder, box pierrot, and mementaised for the evaluation of reconstruction
systems.

Figure 2.3: Existing models armadillg dragon and knot used for the evaluation of reconstruction
systems.
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accurately constructed or reconstructed reference models as explained in the following
sections.

The evaluation is performed using the Root Mean Square (RMS) distance, computed
with Metro [32], which is a mesh comparison tool able to compute the approximated
RMS distance between two aligned 3D models. Metro does this by selecting a set of
samples (po;:::; pn) on the ®rst model (M1) and determining the minimal Euclidean
distance (enin ) of each sample to surface samples on the second model (1 ;).

€min (pv M2) = min p%2 M zd(p; po)

These samples may include vertex, edge and/or face samples. The distances of these
samples are used to compute the RMS distance, which we employ to determine the
accuracy of our models with respect to the reference models.
v
u

g
dims (M1; M) = n emin (Pi; M2)?
i=1

The evaluation of acquisition and alignment systems is based on the acquired data (ver-
tices) and after the merging additional samples on the triangles and edges are consid-
ered as well. We also perform qualitative evaluation to support the quantitative evalu-
ation.

In the following sections we evaluate the accuracy of two systems for the acquisition,
three systems for the alignment, and ®ve algorithms for the merging of range scans.
Finally, six algorithms are investigated to ®Il holes in the integrated surface mesh.

2.2 Acquisition accuracy

This section describes the evaluation of two laser range acquisition systems based on
optical triangulation. The evaluation is performed using scans from two objects from
the car industry, which were produced with high accuracy.

2.2.1 Experimental setup

We have access to two laser range systems for the data acquisition, namely theMinolta
VI-900 and the Roland LPX-250 The former sweeps a laser line over the surface, while
the latter moves the laser emitter to acquire the 3D position of each projected laser dot.
The two laser range scanners were used to scan the objectdoxand cylinder, which are
metal objects from the car industry both created with high precision. Both objects were
spray-painted white to improve on their re ective properties. To compare the accuracy
of the Minolta and Rolandlaser range scanners, we compare their acquired range data
to reference models. We measured theboxand cylinder using a sliding gauge with a
sub-millimeter precision. According to these measurements 3D reference models were
created.

The boxwas scanned from an edge view and a plane view, and the cylinderfrom one
side only. Each view was scanned with the Rolandscanner using the two highest resolu-
tions 0:4 0O:4mmand 0:2 0:2mm. For the Minolta scanner the resolution depends on
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(a) cylinder (b) box edge (c) box plane

Figure 2.4: The regions of interest of the nine range scans (in different colors) aligned to their
reference. Vertices of the range scans are used for evaluation.

Object | Scanner | Resolution RMS distance
scanl | scan?2 | scan 3 | average
cyl Minolta | 0.22 0.22 | 0.023 | 0.023 | 0.023 0.023

edge Minolta | 0.18 0.18 | 0.026 | 0.026 | 0.026 0.026
plane Minolta | 0.18 0.18 | 0.038 | 0.035 | 0.034 0.036
cyl Roland 0.2 0.2 0.067 | 0.066 | 0.066 0.066
edge Roland 0.2 02 0.054 | 0.055 | 0.054 0.054
plane Roland 0.2 0.2 0.057 | 0.057 | 0.057 0.057
cyl Roland 04 04 0.070 | 0.068 | 0.069 0.069
edge Roland 04 04 0.056 | 0.055 | 0.057 0.056
plane Roland 04 04 0.057 | 0.055 | 0.056 0.056

Table 2.1: RMS distance (in mm) of the range data to their reference models.

the object size in the sensors ®eld of view, obtaining the box with a resolution of approx-
imately 0:18 0:18mmand 0:22 0:22mm for the cylinder. Each view was scanned three
times to compute the average accuracy. All scans were aligned to their reference model
with the ICP algorithm using the RMS distance and the accurate point-to-plane distance
of all vertices to the reference model. Regions of interest were selected and aligned to
the reference models for a second time to obtain the best achievable alignment for the
range data in these regions (Fig. 2.4). The ®nal RMS distance after convergence of the
ICP algorithm is used to evaluate the average accuracy of the two laser range scanners
(Table 2.1).

2.2.2 Results

Results show that the accuracy of the Roland scanner is similar for its two highest reso-
lutions 0:4 0:4mmand 0:2 0:2 mm. With an average accuracy up to 0.069 mm the
highest resolution of the Roland scanner tends to produce noisy surfaces. Therefore, we
prefer to use the Roland scanner at a0:4 0:4 mm resolution. The Minolta scanner is
able to produce high resolution surfaces up to 0:18 0:18 mm with twice the accuracy
of the Roland scanner.

Other properties in favor for the Minolta scanner are its acquisition speed, portabil-
ity longer acquisition range, and the ability to capture the texture. The Roland scanner
is limited to a rotation table, but allows both plane scanning and rotation scanning and
generates orthogonal plane scans.
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(a) pierrot (b) memento (c) armadillo (d) dragon (e) knot

Figure 2.5: Reference models used for the evaluation of reconstruction systems.

2.3 Alignment accuracy

This section describes the evaluation of three ®ne alignment systems based on similar
heuristics, that is a multiview ICP algorithm. The evaluation is performed using range
data from two physical objects with highly accurate reference models and synthetic
range data from three existing models.

2.3.1 Preprocessing

We use the scans of thepierrot, mementparmadillg dragonand knot To evaluate different
alignments using reference models, we need to produce reference models for the object
pierrotand memento For the other objects we can simply use the original 3D model. To
create the highly accurate reference models, the physical objects were scanned using the
Minolta Vivid 900 laser range scanner. Thepierrotwas scanned from eight views for three
different poses creating 24 range scans with a resolution of 0:18 0:18 mm in the process.
For the more complex mementpwe generated twelve range scans with a resolution of
0:24 0:24mm for three different poses. After the interactive coarse alignment and au-
tomatic ®ne alignment of these scans using MeshAlign, the meshes were merged using
the volumetric merge method MeshMerge with 0:2 mm? sized voxels. Afterwards, the
reconstructed surface mesh was cleaned and ®lled interactively to obtain a watertight
reference model. The highly accurate reference models used in this section are shown in
Fig. 2.5. The reference models and their scans are publicly available in the AIM@SHAPE
shape repository [1].

For all objects we acquired four range scans from ®ve different poses. For the phys-
ical objects we used the Roland LPX-250aser range scanner at a resolution of0:4 0:4
mm to acquire this set of 20 range scans. This scanning process is simulated for the
models armadillg dragon and knot using the same resolution after resizing these models
to a height similar to the physical objects (100 mm). We did not simulate scanner noise
when we created the virtual scans. Because we acquired less range data with a less ac-
curate laser range system, we can assume that the generated reference models suf®ce
for the comparison of systems based on similar heuristics.

To remove most of the incorrect faces, our meshes were cleaned similar to [54]: faces
with a normal almost perpendicular to the scan direction are likely to be wrong, so when
the angle between a face's normal and the scan direction is larger than a threshold t
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(e.g. 80) the face is removed. Then faces with an edge longer than a threshold t. (e.qg.
4 res=1.6) are removed, and ®nally the disconnected vertices and the small patches
with less than t, (e.g. 100) faces are removed as well.

The systems for the ®ne alignment considered in this section are all based on a vari-
ant of the multiview ICP algorithm and require an initial coarse alignment of all meshes.
For the ®ve sets of range scans we created this coarse alignment in an interactive manner
using MeshAlign [53]. We started with the mesh of the object's front view and aligned
overlapping meshes sequentially, using four manually selected correspondence points
from the overlapping surfaces. As a result, all meshes were transformed to the coordi-
nate system of the ®rst mesh. For most mesh pairs it was easy to select four correspond-
ing feature points, but some mesh pairs lacked features. The mementofor instance, had
several views for which its range scans were without features due to the smoothness of
the surface. In such cases, we selected approximately corresponding points on speci®c
surface areas (like the arms of the mementd. For each object we performed this coarse
alignment only once, which resulted in a set of coarsely aligned meshes for each object.

2.3.2 Experimental setup

For the ®ne alignment of meshes we use the results of the interactively aligned meshes.
We compare the accuracy of three different alignment systems:

MeshAlign (v.2) is a system developed by ISTI-CNR [53] to perform the coarse align-
ment and ®ne alignment of meshes. A multiview ICP algorithm as described by Pulli
[82] is used for the ®ne alignment.

RapidForm (2004 PP2) is a commercial system developed by INUS-Technology [52]
and able to perform both the coarse alignment, ®ne alignment and merging of a set
of meshes, as well as many other 3D modeling operations such as hole ®lling.

Scanalyze (v1.0.3) is a software distribution developed by Stanford's Computer Graph-
ics Laboratory [95] for the coarse and ®ne alignment of meshes. For the ®ne alignment,
this system can use one of the variants of the pairwise ICP algorithms described in [88].
It automatically ®ne aligns all meshes by optimizing the parameters of the multiview
ICP algorithm [82] while it iteratively aligns neighboring meshes. For this system we
will only use its multiview ICP algorithm, because we want to align all meshes simul-
taneously.

Each system has a number of parameters that need proper settings. To obtain accu-
rate alignments the ICP algorithm should reach convergence. Parameter settings for the
alignment and merging systems were experimentally determined, as described in [101].

After each ®ne alignment we store the vertices of the aligned range scans as a 3D
point cloud. To evaluate the position of each 3D point relative to the reference model,
we align the point cloud to the reference model. To do so we apply the ICP algorithm
using the RMS distance and the accurate point-to-plane distance of all vertices to the
reference model. The ®nal RMS distance after convergence of the ICP algorithm is used
to evaluate the average accuracy of 3D point cloud, i.e. the aligned range data.
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Object Interactive | MeshAlign | RapidForm | Scanalyze
armadillo 0.4105 0.0052 0.0029 0.0065
dragon 0.4359 0.0047 0.0022 0.0047
knot 0.9991 0.0012 0.0006 0.0026
pierrot 0.9079 0.2205 0.2033 0.2427
memento 1.0603 0.2145 0.1887 0.2180

Table 2.2: RMS distance (in mm) of the alignments to their references. RapidForm produces the
most accurate alignments.

2.3.3 Results

Alignment results of the armadillg dragon knot, pierrotand mementaare shown in Table
2.2. Because the virtual scans did not suffer from scan inaccuracies, the RMS distances
for the armadillg dragonand knot are much lower than the RMS distance of the pierrot
and the memento If we compare the results of the ®ne alignments (MeshAlign, Rapid-
Form, and Scanalyze) with the coarse interactive alignment we see a considerable im-
provement. The three ®ne alignment systems all obtain highly accurate results, with
RapidForm slightly outperforming the other systems. Depending on the level of noise,
the systems may differ more in accuracy. However, no harsh conclusions can be drawn
from these results because all alignments are very accurate and more exhaustive pa-
rameter tuning may improve the accuracy of a particular system even further. What is
more important is the effect of these small differences in accuracy in the evaluation of
the merging systems.

2.4 Merging accuracy

In this section, we evaluate three volumetric merge methods, one surface zippering
method, and one octree based MLS surface reconstruction method. The three volumet-
ric merge methods are different implementations of the popular range scan integration
approach described by Curless and Levoy [37]. The other two merge methods are dif-
ferent algorithms that target the surface reconstruction problem too.

2.4.1 Experimental setup

To evaluate different merge methods, we use the ®nal ®ne alignments of the armadillg
dragon knot, pierrot and mementathat we acquired in the previous section. To evalu-
ate the in uence of the ®ne alignment on the merge results, we use each of the three
®ne alignments obtained with MeshAlign, RapidForm, and Scanalyze as input for each
merge method. The output of a merge method is compared to the reference model and
its accuracy reported using the RMS distance. The ®ve merge methods are part of the
following commercial and non-commercial systems, for which we carefully selected the
parameters as described in [101].

MeshMerge (v1.01) [53] is a volumetric merge method that builds a carefully weighted
distance ®eld for each mesh, and blends all the distance ®elds together in a seamless
way in a single volumetric representation similar to the approach proposed by Curless
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and Levoy [37]. The ®nal surface is reconstructed through the standard Marching Cubes
algorithm [64].

RapidForm (2004 PP2) [52] provides two kinds of merge methods, surface zippering
and volumetric merging. The surface zippering is the implementation of a technique
developed by Turk and Levoy [107], that removes redundant surfaces, zippers adjacent
meshes, and optimizes the triangles in the zippered areas. The volumetric merging
allocates the geometry information of the range scans to a volumetric grid and applies

a Marching Cubes algorithm.

VripPack (v0.2) [95] is an implementation of the volumetric approach described by Cur-
less and Levoy [37]. The nodes of the volumetric grid store the weighted signed dis-
tances of the grid nodes to the nearest range scans along the sensor's line of sight. The
®nal surface is extracted from the volumetric grid using the Marching Cubes algorithm.
Octree Merger (OM) (v1.03) [43, 53] is an octree based MLS surface reconstruction
method that creates a surface using the projection operator of point set surfaces de®ned
in [7]. The input to this tool are the point sets de®ned by the vertices of the aligned
range scans, with normals computed independently on each range map, and the output
is the reconstructed surface.

For the three volumetric merge methods, the resolution of the grid should be related
to the spatial resolution of the scanning device. We use both 0:4 mm? (equals the scan
resolution) and 0:2mm? (limit in memory) sized voxels in the experiments. Altogether,
we have thee ®nal ®ne alignments for each of the ®ve objects. These ®fteen different
alignments are merged in eight different ways and compared to their reference models
using Metro.

After the merging process only the largest connected surface component of the pier-
rot and the mementds retained (so noisy patches that got separated from the main sur-
face mesh were removed). For the other objects this is not necessary since they are
without noise. Before measuring the RMS distance, the output and the reference model
need to be aligned, because of small rotations and translations during the scan align-
ment and merging process. We also perform a visual inspection of the merged models,
to investigate the performance of the merging systems in two speci®c situations.

2.4.2 Results

The RMS distances between the merged models and their reference models are shown
in Table 2.3 and visualized in Fig. 2.6. For each object, the merging was performed
for each of the three ®ne alignments and the best merging technique for a particular
alignment is highlighted in italic. The most accurate combinations of alignment and
merging for a particular object are marked in bold (before rounding). These results show
that the RMS distance of merge results based on noisy scan data is much higher than
for the noiseless synthetic scan data, which shows the importance of testing geometric
algorithms to real data. Furthermore, we see that the slightly more accurate alignments
of RapidForm result in merged models with higher accuracy as shown by their lower
RMS distances in Fig. 2.6. For the actual (noisy) range scans, each of the volumetric
merge method performs better with a lower resolution grid of 0:4 0:4  0:4 mm, but
for the synthetic scans with little noise the high resolution grid of 0:2 0.2 0:2 mm
is preferred. Clearly the volumetric merge resolution and accuracy is bounded by the
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Figure 2.6: Bar charts of the RMS distances between the merged surfaces and their reference model.
The accuracy of the merged model clearly depends on the accuracy of the alignment, level of noise,

and merge method.
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Model MeshMerge RapidForm VripPack oM
alignment Vol0.2 Vol0.4| Vol0.2 Vol0.4 Surf.Zip.| Vol0.2 Vol0.4
armadillo

- MeshAlign 0.020 0.031 | 0.018 0.024 0.029 | 0.022 0.032 | 0.015
- RapidForm 0.018 0.029 | 0.017 0.023 0.026 | 0.021 0.031 | 0.015
- Scanalyze 0.020 0.030 | 0.018 0.024 0.029 | 0.022 0.032 | 0.015
dragon
- MeshAlign 0.016 0.026 | 0.013  0.016 0.024 0.015 0.023 | 0.016
- RapidForm 0.015 0.025 | 0.012 0.015 0.023 0.014 0.023 | 0.015
- Scanalyze 0.016 0.026 | 0.013  0.017 0.024 0.015 0.023 | 0.015
knot
- MeshAlign 0.024 0.041 | 0.020 0.029 0.033 0.029 0.036 | 0.030
- RapidForm 0.024 0.041 | 0.020 0.028 0.033 0.029 0.036 | 0.030
- Scanalyze 0.024 0.041 | 0.020 0.029 0.034 0.030 0.037 | 0.030
pierrot
- MeshAlign 0.129 0.127 | 0.151 0.140 0.138 | 0.129 0.126 | 0.132
- RapidForm 0.103 0.100 | 0.132 0.115 0.113 | 0.101 0.098 | 0.111
- Scanalyze 0.160  0.158 0.181 0.172 0.168 | 0.162 0.158 | 0.159
memento
- MeshAlign 0.189 0.177 | 0.190 0.174 0.174 | 0.169 0.162 | 0.179
- RapidForm 0.163 0.150 | 0.164 0.149 0.150 | 0.139 0.129 | 0.153
- Scanalyze 0.187 0.193 | 0.195 0.181 0.183 | 0.175 0.167 | 0.182

Table 2.3: RMS distances (in mm) between the merged models to their references based on three
different ®ne alignment systems. The best merging system for a particular alignment is shown in
italic. The best combinations for the alignment and merging of the object's meshes are shown in
bold.

level of noise in the range scans. When we compare the individual performance of the
different merge methods we see that:

1. Although volumetric merge methods use similar heuristics and the same grid res-
olution, their accuracy is different.

2. The volumetric merge method of RapidForm with 0.2 mm 2 sized voxels performs
bestin case of the noiselessarmadillg dragon and knotscans.

3. The volumetric merge method of MeshMerge with 0.4 mm 2 sized voxels performs
worstin case of the noiselessarmadillg dragon and knotscans.

4. The volumetric merge method of VripPack with 0.4 mm 2 sized voxels performs
bestin case of the noisy pierrotand mementascans.

5. The volumetric merge method of RapidForm with 0.2 mm 2 sized voxels performs
worstin case of the noisy pierrotand mementacans.

6. The MLS surface reconstruction of OM performs very well for the armadilloand
dragonmodels.

7. RapidForm's surface zippering shows consistently high RMS distances.

To investigate how high curvature features and noise are handled by the merging
systems, we visually compared the merge results of the armadillds ear and the pierrot.
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Figure 2.7: Merge results of the noisy pierrot and the armadillo's ear based on the alignment
using RapidForm (RF). Both MeshMerge (MM) and VripPack (VP) show very accurate results
for the noisy pierrot alignment, while RapidForm (RF) and OM show less accurate results. For
the armadillo's ear, the high resolution volumetric methods ( 0:2mm 3) and OM are the preferred
systems. Similar results are shown in the bar charts.
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The armadillds ear was selected for its high curvature, and the pierrotfor its noise. Ren-
derings of the results are shown in Fig. 2.7. These results are based on the alignments
performed by RapidForm, because these alignment have a slightly higher accuracy.

In Fig. 2.7, we see that the volumetric merge techniques of MeshMerge (MM 0.2/0.4)
and VripPack (VP 0.2/0.4) result in the best resemblance to the pierrot reference, with
slightly more noise when using a higher resolution grid. OM and RapidForm ( RF
0.2/0.4/surf) show more noise in their merged models, with RapidForm's high resolu-
tion grid in particular. The results for the right ear of the armadilloshow reconstruction
failures in case of low resolution grids and surface zippering. Most successful in this
case are MeshMerge and RapidForm, both with a high resolution grid ( MM/RF 0.2) and
OM. These results con®rm our conclusions based on the quantitative results.

2.5 Hole ®lling accuracy

Itis hard and sometimes even impossible to observe the entire surface of an object with
a laser range scanner. The result is that we miss range data in some areas. One cause
of missing data might be the limited number of range scans from different viewing
directions, another cause comes from the basic principle of laser range scanning itself.
The acquisition of parts of the surface may fail due to absorption (by a dark colored
surface), refraction (by a transparent surface) and re ection (by a specular surface) of
laser light, or due to occlusion (the sensor is not able to sense the laser dot). So even if
it is physically possible to scan the entire surface of an object, it is most likely that holes
appear in the ®nal merged model. In this section four systems are used to ®II holes
in the merged surface mesh, of which one system provides three different hole ®lling
methods. In case a hole ®lling technique leaves a complicated hole untouched, the RMS
distance does not change. So instead of reporting the RMS distance of a ®nal model, we
only qualitatively evaluate the results. A possible way to report quantitative results is

to relate the RMS distance to the remaining boundary length.

2.5.1 Experimental setup

In this section we attempt to ®Il the holes in the ®nal merged models with the use of
several hole ®lling systems MeshMerge, RapidForm, VripPack, and VolFill. MeshMerge
and VripPack were designed to merge meshes, but additionally include a method to
®ll holes at the same time. VolFill operates on the volumetric distance ®eld grid of
VripPack that was constructed during the merging of meshes, which is a limitation. For
a fair comparison, we apply the systems MeshMerge and RapidForm on the merged
model obtained with VripPack, and apply the hole ®lling systems VolFill and VripPack
itself on the volumetric grid from which the merged model is extracted (Fig. 2.8). In
the experiment we ®Il the holes of the mementamodel, which was reconstructed with
VripPack using both the 0:4 04 04 mmand 0:2 0:2 0:2 mm resolution voxel
grid. We use three particular views to investigate the performance of the hole ®lling
techniques (Fig. 2.9). The following hole ®lling techniques are used.

MeshMerge (v1.01) [53]is able to ®ll holes in the volumetric distance ®eld using a num-
ber of re®lling steps. When the merged model is used as input for MeshMerge, a volu-
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Figure 2.8: The hole ®lling process of both VripPack and VolFill (1) requires the volumetric distance
®eld grid constructed by VripPack, while the other hole ®lling systems use the merged model
extracted from this grid (2).

Figure 2.9: Three selected views to investigate the performance of the hole ®lling techniques: a
global view (left), a huge and complicated hole (middle), and a few small and less complicated
holes (right).

metric distance ®eld grid is constructed ®rst. To get a good indication of this hole ®lling
technigue we apply ten re®lling steps.

RapidForm (2004 PP2) [52] automatically ®lls holes using either a "at based, smooth
based, or curvature based method. In case of the "at based method, the boundary is
simply triangulated if possible. The smooth based method constructs a polygonal struc-
ture, and both the hole and its surrounding region are remeshed. In case of the curvature
based hole ®lling, the polygonal structure is curved to match the surrounding area.
VripPack (v0.2) [95] provides a space carving operation that determines empty and un-
seen areas in its volumetric grid. During the hole ®Illing process the distance ®eld is
expanded at the holes along the border of the unseen and empty areas until the holes
are ®lled [37]. Finally, the surface mesh is extracted from the volumetric grid.

VolFill (v1.0) [95] ®lIs holes by the expansion (volumetric diffusion) of VripPack's vol-
umetric distance ®eld grid at the border of the unseen and empty areas as described in
[39]. The volumetric diffusion in this system is the blurring of the volumetric distance
®eld, which is performed a number of iterations. A hole is ®lled when the diffusion of
the distance ®eld connects the boundaries of a hole. After a number of blurring itera-
tions the ®nal surface mesh is extracted from the volumetric grid using the Marching
Cubes algorithm. Six blurring iterations are applied, which corresponds to the ten re-
®lling steps of MeshMerge.

2.5.2 Results

In this experiment we have ®lled holes of the mementanodel, which was reconstructed
with VripPack using a high ( 0:2 0:2 0:2 mm) and a low resolution ( 0:4 0:4 0:4
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mm) voxel grid. Results of the hole ®lling techniques were inspected for three particular
views (Fig. 2.9), and for both the high and low resolution grid. Figures 2.10, 2.12, and
2.14 show the results of the hole ®lling systems with respect to the holes in the low
resolution model. Figures 2.11, 2.13, and 2.15 show these results for the high resolution
model.

Fig. 2.10a shows the holes that remain after the merging process of VripPack. These
holes occur due to missing data during the acquisition stage. MeshMerge (2.10b) is
able to ®II the large hole, but shows a rather extruding surface. The same holds for
VolFill (2.10f) with even more extrusions. The surface based hole ®lling techniques of
RapidForm (2.10cde) are able to ®ll in the missing data almost perfectly, with a slightly
better result for its curvature ®lling. VripPack (2.10g) on the other hand shows incorrect
expansion of the volumetric grid into regions that are supposed to remain empty, which
was also pointed out in [39]. For the holes in the high resolution model (2.11a), the
results are very much the same. Only now, a smaller part of the holes is ®lled with
the use of either MeshMerge or VolFill, because the same number of applied iterations
generates a smaller amount of new (high resolution) surface. VripPack fails for the high
resolution data due to the amount of required memory.

The large and complicated hole in the low resolution model (Fig. 2.12) shows again
good results for the curvature ®lling (2.12e) and "at based ®lling (2.12c) with Rapid-
Form. Reasonable results are obtained with MeshMerge (2.12b) and the smooth based
variant of RapidForm (2.12d). The other systems expand the surface in an incorrect
manner (2.12fg). For the high resolution model (Fig. 2.13) almost none of the compli-
cated holes were ®lled, only RapidForm's curvature based ®lling was able to ®ll one
large hole.

The third set of inspected holes are much smaller and less complicated than the
previous ones (see Fig. 2.14 and 2.15). Almost all hole ®lling systems were able to ®ll in
these holes. If we look at the result of MeshMerge applied to the high resolution model
(2.15b), we notice the creation of a tube-like surface. This system expands the surface
according to the orientation of faces around the hole.

2.6 Discussion

Our quantitative evaluation was based on range scans of seven test objects. Scans of two
object were used to evaluate two laser range systems. The range scans of the other ®ve
objects were: (1) coarsely aligned with an interactive method, (2) ®nely aligned with
three systems (MeshAlign, Scanalyze, and RapidForm), and (3) merged with Mesh-
Merge, RapidForm, VripPack, OM. For the volumetric merge methods, we used two
different grid resolutions ( 0:4 0:4 04mmand 0:2 0:2 0:2mm). To evaluate the
accuracy of these alignment and merging systems, we compared their output model to
reference models with Metro. Metro computes the RMS distance between two models,
which we used as a measure for the system's accuracy. In the end we tested several hole
®lling techniques and qualitatively evaluated the results.

The quantitative evaluation of the systems for the ®ne alignment of range scans
show highly accurate results and only slight differences between them. The evaluation
of the merged models based on these ®ne alignments shows nonetheless that even a
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(a) Holes after VripPack (b) MeshMerge (c) RapidForm at
merging

(d) RapidForm smooth (e) RapidForm  curva- (f) VolFill (9) VripPack
ture

Figure 2.10: Results of the hole ®lling methods for the merged memento. VripPack with a 0.4 mm 3
sized voxel grid was used for the merging of meshes.

(a) Holes after VripPack (b) MeshMerge

merging

(d) RapidForm smooth (e) RapidForm  curva- () VolFill
ture
Figure 2.11: Results of the hole ®lling methods for the merged memento. VripPack with a 0.2 mm 3
sized voxel grid was used for the merging of meshes. VripPack failed.
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(a) Holes after VripPack (b) MeshMerge (c) RapidForm at
merging

(d) RapidForm smooth (e) RapidForm  curva- (f) VolFill (9) VripPack
ture
Figure 2.12: Results of the hole ®lling methods for the merged memento. VripPack with a 0.4 mm 3
sized voxel grid was used for the merging of meshes.

(a) Holes after VripPack (b) MeshMerge (c) RapidForm "at
merging

(d) RapidForm smooth (e) RapidForm  curva- (f) VolFill
ture
Figure 2.13: Results of the hole ®lling methods for the merged memento. VripPack with a 0.2 mm 3
sized voxel grid was used for the merging of meshes. VripPack failed.
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(a) Holes after VripPack (b) MeshMerge (c) RapidForm at
merging
(d) RapidForm smooth (e) RapidForm  curva- (f) VolFill (9) VripPack
ture

Figure 2.14: Results of the hole ®lling methods for the merged memento. VripPack with a 0.4 mm 3
sized voxel grid was used for the merging of meshes.

(a) Holes after VripPack (b) MeshMerge (c) RapidForm "at
merging

(d) RapidForm smooth (e) RapidForm  curva- (f) VolFill
ture
Figure 2.15: Results of the hole ®lling methods for the merged memento. VripPack with a 0.2 mm 3
sized voxel grid was used for the merging of meshes. VripPack failed.
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