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Abstract
In the last two decades, games and real-time applications have known an exponential growth
in terms of complexity, becoming more and more able to simulate realistic environments. For
these complex systems efficient path planning and crowd simulation algorithms are fundamental. Consequently, a lot of research has been done to design the right data structures, which
would improve the realism of a simulation within real-time performance.
The Explicit Corridor Map (ECM) is an efficient navigation mesh that can represent free
space exactly in a given 2D environment. The ECM is based on the medial axis, an efficient
descriptor of polygonal shapes similar to the generalized Voronoi diagram. Due to its low time
and space complexities, together with other path planning algorithms, it can simulate large
crowds in real-time.
To obtain the Explicit Corridor Map, current solutions use the graphics card. Ergo, the
quality of the ECM is dependent on the maximum resolution supported by the graphics processing unit (GPU). On the other hand, this Master Thesis proposes alternative algorithms based
on the exact and topology-oriented paradigms. Doing so, we would obtain a more precise and
resolution independent result. The algorithm was implemented using two software packages for
computing segment Voronoi Diagram, namely VRONI (the topology-oriented candidate) and
the Segment Delaunay Graph from CGAL (the exact candidate). The aim was to identify the
strengths and weaknesses of each algorithm in terms of precision, robustness and computation
time.
Running our tests, we found that the solution implemented with VRONI is the most robust
and outperforms the other variants in terms of precision and robustness. On the other hand,
we found the behavior of CGAL quite unstable, regardless of the number format used for computation. To our surprise, using double number types yields more precise results than using
exact number types. Finally, precision is an issue for the gpu, since it is dependent on the
resolution of the framebuffer. Even using the maximum admited resolution, still its precision
lags behind the other two algorithms a few orders of mangnitude.
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1

Introduction

In the last two decades, games and real-time applications have known an exponential growth in
terms of complexity, becoming more and more able to simulate realistic environments. For these
complex systems, path planning and crowd simulation algorithms are fundamental. Consequently,
a lot of research has been done to design the right data structures that would improve the realism
of a real-time simulation.

1.1

Project Motivation

The Explicit Corridor Map (ECM) is an efficient navigation mesh that can represent free space
exactly in a given 2D environment. The ECM is based on the medial axis, an efficient descriptor
of polygonal shape similar to the generalized Voronoi diagram. Compared to the different types
of Voronoi diagrams, the medial axis can represent an environment using the minimum number of
elements. To speed up path planning queries, extra clearance information is added to the medial
axis, thus, obtaining the ECM. Wherefore, the Explicit Corridor Map is used as a path database
layer by overlying crowd simulation algorithms. As previous research has shown [25][54], the ECM
proves to be efficient in practice, currently being used in the simulation of huge crowds in real-time.
A critical role in the computation of the ECM is obtaining the medial axis. The problem is
geometric in nature, and many algorithms have been designed [8][39][43][49], targeting precision
and robustness. Previous work has chosen a tracing algorithm initially designed by Mayya and
Rajan [43] and improved by Hoff [32] to use the graphics card, making the solution robust and fast.
Using the graphics card to discretize the plane introduces some drawbacks on the method.
Properties such as the precision of the algorithm are directly proportional to the framebuffer’s
resolution. Depending on the size of the scene, we have to allocate a proportional amount of
resolution to obtain correct results. There may be cases where the maximum resolution of the
graphics card is exceeded. To solve such problems, one solution would be to split the scene in
different patches, compute the medial axis for each patch separately, and finally, stitch the result
back together. Moreover, in the case of tracing the ECM for multiple layers [54], we can encounter
issues with stitching the ECM of two different layers. For example, one edge traversing two such
layers may be skewed a few pixels to one side, making it hard to stitch the two parts back together.
Furthermore, we take a different look at the algorithm judging the amount of useful information
it computes. We define a miss as a pixel not part of the medial axis and a hit otherwise. Since
the medial axis is a one dimensional structure, a lot of computation is wasted on misses. The
amount of non-interesting pixels is directly proportional to the resolution. Moreover, only part of
the algorithm is run on the graphics card. Currently, the tracing itself is done in a serial fashion
on the CPU. Thus, precious CPU time is wasted on invaluable information.
In this thesis we investigate how we can improve these issues. First, we would like to transform the current fine grained search into a coarser one, where each query works on valuable1 data.
Furthermore, we would like to improve the precision by making the data structure resolution independent.
1 By

valuable we mean chances are the elements we are processing represent some part of the medial axis.
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1.2

Project Contribution

We propose a new approach, oriented on the geometric/topological properties of the medial axis.
Doing so, we would shift the computation from the graphics card to the CPU. Ergo, the dependency
is shifted from the framebuffer resolution to the precision of the underlying number format. To
verify our results, we perform a comparative study between our method and the existing solution.
We divide our comparative study in two parts. The first part will be dedicated to the theoretical
comparison, comparing their design features and drawbacks, followed by a qualitative analysis of
their performance in practice.
We implement the algorithms using two software packages, VRONI[29], which uses the floatingpoint number format and different approximation techniques, and the Segment Delaunay Triangulation [37], which uses an exact paradigm, provided by CGAL[5], making sure all intermediate
operations yield exact results.
Using the results provided by these algorithms, we reduce the segment Voronoi diagram to the
medial axis, which is the input for our ECM algorithm. With the medial axis computed, we design
an algorithm that will obtain the ECM structure in accordance with theory. We use this algorithm
as a reference for the algorithms used in practice.
To draw a conclusion, we design a set of tests to highlight all the different aspects of the
three algorithms, looking at properties such as precision and robustness. We test each method
individually looking at how it behaves for different tests. In the case of the graphics card ECM,we
run the algorithm on different resolutions and pick the variant with the best performance2 . We use
the same approach for CGAL, where we compile several executable each using a different number
format. We are particularly interested in the results computed by the exact variant.

1.3

Report Structure

In Section 2, we summarize techniques and algorithms related to our work. We define the basic
concepts of path planning, and use these concepts to analyze how different algorithms work. Moreover, we present related work on different types of Voronoi diagrams and the medial axis. Finally,
we introduce some papers on algorithm robustness and precision issues in computational geometry.
Section 3 presents the basic concepts used in this thesis. We discuss the Voronoi diagram
together with its different flavors and compare it to the medial axis. We show how the latter is used
to build the Explicit Corridor Map and comment on the issues of the current implementation. Since
we are introducing two geometric algorithms, we present the anatomy these types of algorithms
with great attention to robustness.
In Section 4, we introduce the topology-oriented Explicit Corridor Map. Here we present the
theory and assumption behind topology-oriented algorithms. This is followed by a theoretical
presentation of the algorithm to obtain the ECM. Furthermore, we present how we implemented
the algorithm using the two software packages, VRONI [29] and CGAL [5][37].
We thoroughly test our algorithms in Section 5. Here we design a set of tests for all three algorithms that explore all of their branches. We compare the three algorithms from three perspectives.
We want to know if there is any significant difference in precision.
Finally, in Section 6 we draw conclusions about our algorithms and experiments. We show that
topology-oriented ECM is more precise than the graphics based solution. We also discuss how this
2 By best performance we mean the variant with the best precision which is the fastest and consumes the least
amount of memory.
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solution can be used to solve the stitching problem of multilayer environments [54]. Furthermore,
we propose a comparative study between different algorithms to compute the Explicit Corridor
Map [28][29].
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2

Related Work

Before presenting our comparative study of the chosen algorithms, we find it useful to put our
work in context with other previous developments, tracing how different approaches have been
used to tackle path planning and geometric problems. This section provides an overview of motion
planning, navigation meshes, and Voronoi diagram computation.

2.1

Path Planning

The path planning problem has been first developed in the field of robotics and is formulated as
follows: given an environment with obstacles, a start position, a goal position, and a robot, compute
a collision free path (if one exists) such that the robot can travel from the start to the goal.
Many general solutions have been designed, but as the field grew, and subfields such as crowd
simulation took shape, so did the demand for more sophisticated data structures and algorithms.
Motion planning is done for a robot R in a workspace W that can be either two or three
dimensional. The workspace is populated by obstacles Oi that the robot is supposed to avoid on
its way towards the goal.
To successfully find a path in W , the algorithm must determine all the parameters influencing
the configuration of the robot at a given moment of time, be it the position, orientation, or shape.
The configuration space C represents all possible configurations of the robot in W . C is comprised
of two subsequent configuration spaces, including the forbidden space Cobs containing all robot
configurations that intersect obstacles, and the free space Cf ree containing all configurations where
no collisions happen with the environment.
The problem of path finding can be better formulated as searching W for a series of configurations in Cf ree which connect the start and goal configurations. More formally, given an initial
configuration qinit and a goal configuration qgoal , find a continuous function τ : [0, 1] → Cf ree such
that τ (0) = qinit and τ (1) = qgoal . All the above notions are explained in more detail in LaValle’s
book [42] on Motion Panning.
Path planning algorithms are divided into two types, sampling-based and combinatorial types
[42], which treat path planning from different perspectives. A sampling-based solution avoids the
explicit constructions of the configuration space of the obstacles Cobs . Instead, a search is conducted,
probing the configuration space with a sampling scheme. On the other hand, a combinatorial approach finds paths through the continuous configuration space without resorting to approximations.
Consequently, these type of algorithms are labeled as being exact 3 .
Choosing algorithms from these two can be summarized to choosing between precision and execution time. This decision largely depends on the nature of the application. A scientific application
would choose the former to the latter, while decisions for a game implementation would choose the
other way around. Therefore, if real-time performance is expected, one would be more inclined to
choose sampling-based algorithms, which have a smaller cost in terms of CPU load.
Previous naive implementations included grid solutions. The environment would be divided into
a grid and an A* algorithm [7] would run to find the shortest path from the start position s to the
goal position g. However, this is not a scalable solution, since storing such a grid consumes much
3 This should not be confused with the exactness in the exact paradigm. Here exact means that the method
precisely represents all free space, as opposed to its sample based counterpart.
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space for big environments. Furthermore, the path planning algorithm may not be able to compute
the paths for many agents in real-time.
Another solution has been developed almost three decades ago called the Potential Field Method
[42]. This solution directs the motion of the character through a potential field which is defined by
a function over the free space Cf ree . The function acts like a strong attractive force, moving the
character towards the goal position. On the other hand, the obstacles in the environment generate
a repulsive force that gets higher in magnitude with the decreasing distance between the character
and the obstacle. Consequently, the character is steered away from the obstacle. This solution is
quite flexible when it comes to avoiding obstacles and moving objects.
Unfortunately, it cannot be used in a crowd simulation application, since each character with a
different goal would need its own Potential Field. This translates to a lot of computation time and
memory wasted per character losing the real-time aspect. Moreover, the algorithm is not able to
always find a path even if it exists, since it suffers from the local minima problem. The character
may get stuck in a point where the goal’s attractive force gets canceled by the repulsive force of
an obstacle. There exist solutions to alleviate the local minima problem, but may be too costly for
many characters with individual goals [41].
The Probabilistic Roadmap Method (PRM) [38], developed in the 1990s, outperforms the Potential Field solution. The method first builds a roadmap that captures the connectivity of Cf ree ,
followed by the query phase where the start and goal positions are connected to the graph. The
path is obtained by running Dijkstra’s [20] shortest path algorithm.
Although the algorithm does not suffer from local minima and is able to handle arbitrarily highdimensional C-spaces, it generates unrealistic paths, constrained to the one-dimensional curves,
with sharp turns and unacceptable clearances from obstacles. Moreover, it lacks the flexibility to
avoid local hazards.
A solution is to choose a global direction of movement for the robot. This direction is computed
by a global planner, while avoiding local hazards is left to local planners. This type of research
premiered in Wein et al. [56] and Kamphuis el al. [36], where path planning was designed to use
corridors. Wein et al. define a corridor as a union of disks whose centers lie along a backbone path.
The radius of each disk is determined by the distance from a point on the path to the obstacles
(clearance). The paper shows how to measure the quality of corridors, based on the length and
the width. Hence, a good corridor is short, avoiding unnecessary detours, and, at the same time, it
should be wide enough to provide local maneuvering space. Furthermore, Wein et al. show how to
compute an optimal corridor relative to the defined metric.
Similarly, Kamphuis and Overmars [36] propose path planning for a group of characters where,
between the start and goal position, all the characters use a path from the same homotopic class.
Both papers approach path planning by first computing a backbone path which gives the overall
direction towards the goal, while the characters are controlled by local planners constrained by the
width of the corridor.

2.2

Corridor Maps

Computing corridors can be very costly in a crowd simulation application. Moreover, building
a corridor for each character can be very inefficient. For example, a set of characters all with
intersecting paths will have overlapping corridors; hence, computing this structure for each of them
is a waste of memory. Geraerts and Overmars [26] have built a framework for creating corridors
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(a)

(b)

(c)

Figure 1: Examples of corridors used by Kamphuis and Overmars [36].

for a given environment. The framework is designed in such a way that the result is a corridor
describing the path from start to goal, regardless of the underlying roadmap. Similar to the PRM
solution, this method has two stages.
The first stage computes the roadmap of the whole environment on which queries will be issued
to solve particular path planning issues. The roadmap is a navigation graph sampled with points
on the medial axis to ensure maximum clearance from the obstacles.
In the second stage (the query stage), a query is issued to the corridor map to find a path for a
start and goal position. If such a path exists then a backbone path is extracted. The paper covers
the most important cases which can arise in path planning, such as treating cases in which the
start and goal positions are not on the roadmap, adjusting the corridors’ size relative to dynamic
obstacles or making paths as short as possible.
Corridor Maps have been further improved to reduce path extraction time [48]. A first decision
was to use the generalized Voronoi diagram (GVD) as the underlying roadmap. The properties of
such a structure perfectly fit the prerequisites imposed by path planning. Computing the GVD is a
challenge by itself and various types of algorithms have been designed for the task, as we will see in
Section 3. To make the algorithm as fast as possible, an approximation of the Voronoi Diagram is
computed using the graphics card (GPU). Because this solution uses depth buffer and frame buffer
information, it is easier to compute the clearance of a point on the Voronoi diagram. The result is
then discretized by sampling the edges of the GVD, and, thus, obtaining a valid implicit Corridor
Map (Figure 1c).
The downside of this data structure is that the shortest minimum-clearance path cannot be
computed easily. Moreover, it does not precisely represent free space. These issues have been
alleviated by changing the sampling policy of the Voronoi edges and replacing it with a more
explicit representation of the edges. Sampling the edges only where the type of curve changes
seems to be a better approach, since the number of samples is decreased. Moreover, the space can
be represented exactly, because, using these sample points, it is possible to determine clearance
information at any point on the curve defined by the two input sites. Since information about
the structure’s edges is explicitly contained in the data structure, it has been named the Explicit
Corridor Map [25].
Recently, corridor maps have been extended to support environments comprised of multiple
layers mimicking buildings. Van Toll et al. [54] have found that it is enough to modify only a
part of two neighboring ECMs in order to stitch them together. Consequently, constructing this
multi-layered data structure can be done in O(kn lg(n)) where k is the number connections between
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Figure 2: An example of the multi-layered version of the ECM. Different colors are used for different
layers.(Figure by van Goethem [53])

layers and n is the number of vertices.
Although the theoretical part of the paper is sound, because of the inexactness of the underlying
data structure, in practice there are cases in which two ECMs will not come together as expected.
Hopefully implementing this part using an exact algorithm will alleviate these degenerate cases.

2.3

Voronoi Diagrams and the Medial Axis

The Voronoi diagram is a geometric structure, defined by a set of input sites, which will divide the
plane into cells. Each cell will contain the set of points closer to one site than to any other in the
set. Although not in this form, a first use of such a structure was done by Descartes [19] in his
study on the solar system, claiming that it consists of vortices.
The first formal definition was given by Dirichlet and Voronoi [10][28]. Consequently, the structure was named Voronoi diagram or Dirichlet tesselation. In addition, Voronoi was the first to
define the dual structure of the Voronoi diagram, which connects two point sites if they have a
boundary in common. This dual structure was later formalized by Delaunay, who obtained the
same structure by defining whether two points are connected if and only if they lie on a circle
whose interior contains no other points [10].
Three elements are fundamental to the definition of Voronoi diagrams, the input sites, the
distance function and the ambient space. Consequently, the concept was extended beyond the
scope of point sites and Euclidean metric. For instance, new structures have been obtained by
considering input sites such as line segments, circular arcs or disks. Changing the distance function
can generate different structures as well. The simplest example is swapping the minimum with the
maximum Euclidean distance function will result in the farthest-site Voronoi diagram. Using this
approach other structures have been designed, such as the power diagram of disks, multiplicatively
weighted Voronoi diagrams, and Voronoi diagrams with respect to the Lp and Karlsruhe metrics
[47]. Finally, structures such as the Voronoi diagram of points on a sphere, cylinder or cone, and
the power diagram on a sphere, are the results of different ambient spaces.
Klein [40] takes another approach on defining Voronoi diagram. He defines the structure in terms
of the bisector curves and their properties, thus introducing the concept of abstract Voronoi diagram.
10

This thesis uses the two-dimensional segment Voronoi diagrams together with the Euclidean distance
function for its application.
Computing such a structure proves to be quite a challenge. Regarding this problem, Fortune
[24] states in one of his publications "it is notoriously difficult to obtain a practical implementation
of an abstractly described algorithm".
Shamos and Hoey [50][40] introduced a divide-et-impera approach of computing the Voronoi
diagram as a premiere of the structure in the Computer Science field. The problem of computing
V (S) is split recursively into two subproblems, V (L) and V (R), where L and R are comparable in
size subsets of S and S = L∪R. The partitioning of S is done by using either a horizontal or vertical
separating line. The most important step is merging L with S, which requires the computation
of a bisector. The worst case for computing this step takes O(n) and the recursion depth is log n
resulting in O(n log n) complexity.
Another novel divide-et-impera algorithm was designed by Ophir Setter [28]. Setter uses the
algorithm for constructing envelopes of bivariate functions to compute the Voronoi diagram on the
plane and on a sphere.
Another classic algorithm to compute the Voronoi diagram was introduced by Fortune [18][22].
Inspired by the sweep line approach used by Bentley and Ottmann [13] for line segment intersection,
Fortune computes the Voronoi diagram in O(n log n). The algorithm sweeps a horizontal line from
top to the bottom of the plane, maintaining information on the structure to be computed. The
points where the structure changes while sweeping are called event points, and they represent the
atoms of the algorithm.
Fortune keeps the Voronoi structure for sites above the sweep line delimited by the line itself.
Voronoi edges defined by the line have a parabolic shape and the concatenation of these curves
form the beach line of the Voronoi diagram. In this particular case, the set of events is determined
by the appearance of a site on the sweep line or by the appearance of a vertex on the beach line
also called a circle event.
The approach used by the algorithm described in this thesis use a randomized incremental
approach. Both Karavelas [37] and Held [29] develop their algorithm using this approach. The
incremental construction[27] approach computes a valid Voronoi diagram from the already existing
set together with the newly inserted site. Together with randomization [17] the technique yields
O(n log n) time complexity. Briefly, for each newly inserted site, the algorithm has to find the
nearest neighbor site followed by searching for the Voronoi edges with which the site is in conflict.
After determining the conflict zone, the Voronoi diagram is locally adjusted to fit the new input.
A similar structure to the Voronoi diagram is the medial axis, defined by Blum[14] for the
extraction of new descriptors of shape. To define the structures, Blum uses a wavefront approach,
which is similar to the bisector properties of Voronoi diagram. There is no notable difference
between the two structures from the definition point of view, although the medial axis is used to
describe the shape of an object, or polygon in computational geometry. Consequently, the medial
axis has been constrained to the interior of polygons.
Early work on this problem started with Preparata [49] who computes the medial axis of a simple
non-convex polygon using a wavefront algorithm. The worst case complexity of the algorithm is
O(n2 ) in case of non-convex input. Kirkpatrick [39] computed the skeleton of polygonal figures
in O(n lg n) and discussed how different flavors of the medial axis can be equivalent (Section 3.2).
Similar work was done by Aichholzer et al.[8] computing the straight skeleton of a polygon.
The first approach on tracing was done by Mayya and Rajan who introduce the skeletonization
algorithm [43]. The idea was used by Hoff [32] which advocated interpolation of graphics card
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obtaining an approximation of the Voronoi diagram. This was later adopted in path planning and
crowd simulation by Geraerts [48].
A major problem in computing a Voronoi Diagram is numerical precision. Solutions have been
devised in order to improve classic floating-point arithmetic by using various exact arithmetic
solutions. Packages on exact computations have been developed such as LEDA [44] and CORE [58]
which have been integrated in geometry software packages such as CGAL[5]. The exact paradigm
guarantees that all numeric values are represented exactly and all branching decisions are error free.

2.4

Robustness

In literature we can find many different definitions for robustness. For example, Fortune characterizes an algorithm to be robust if it always computes the solution to some real problem instance [51],
and an algorithm is stable if the real problem instance is close to the given problem instance. On
the other hand, Sugihara et al. [52], in their work for developing a class of topology-oriented algorithms, state that a geometric algorithm is robust if it generates a topologically consistent output.
This means that all the elements from the input do not have their relationship to other elements
changed by the algorithm.
Geometric algorithms are notoriously difficult to build, because of numerical or input degeneracies. Issues regarding geometric algorithms will be presented in Section 3. Excellent reviews of
precision issues and solutions have been done by Hoffman [33] and Stewart [51].
Exact arithmetic. This type of algorithms expects exact input which is processed using
intermediate high-precision computations of predicates. This method avoids computation errors
altogether. Burnikel [16] designed an exact number format capable of computing addition, subtraction, multiplication, division, k-th root operation and comparisons. Because of its results, the
LEDA package has been included in the CGAL library, where it has been tested with all the existing
geometric algorithms.
Milenkovic [45] developed a set of rules in order to make limited precision arithmetic work with
polygons. The process starts with "normalizing" the polygon, also called "accomodation", which
involves shifting vertices and breaking edges ensuring minimum feature separation.

Representation and model. These algorithms take as input an approximate representation
of the input object and then it chooses one real object from the family of objects indicated by the
approximation.
The real object is called the model and is never explicitly represented by the algorithm. In
practice the algorithm makes decisions respecting the given model M of the input. What makes
this class of algorithms less attractive is the difficulty of showing that a model always exists corresponding to the decision of the algorithm.
Hoffmann et al. [34] introduce the representation and model idea stating that an algorithm is
correct if it computes a mapping from the input representations Ri to output representations Ro
such that there exists corresponding models for which this is the correct mapping.
Milenkovic [45] developed a robust algorithm which computes the arrangement of a set of pseudolines. The input consists of a set of lines with P-bit coefficients. The algorithm computes the
arrangement of a set of implicit pseudo-lines that lie within an error margin of the lines.
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Topology Consistency methods. This category of algorithms make the assumption that the
structure computed must maintain certain topological properties. Imai [35] introduces one of the
first algorithms which construct a Voronoi diagram based on its topological properties. Although
numerical error is inevitable, the algorithm guarantees that it will provide a topologically correct
result. The highlight of the algorithm is that degenerate cases are treated implicitly. More work on
the topological approach to geometric problems has been done by Sugihara, Iri and Imai [52]. The
paper makes two main assumptions related to this type of computation. First, combinatorial computations can be done correctly , and, second, there is no a priori bound available on the amount
of numerical errors.
The algorithms in this thesis used for computing the segment Delaunay triangulation are rooted
in the exact and topology-oriented paradigms. The algorithm for computing the ECM we present in
this thesis is a topology-oriented algorithm. Therefore, we named it the topology-oriented Explicit
Corridor Map.
Our candidate for the exact paradigm is the solution provided by Karavelas [37]. He designed
a robust incremental algorithm for segment Voronoi diagrams. The algorithm has been included in
the CGAL package [5] under the name Segment Delaunay Graph. Being embedded in the CGAL
package, the algorithm can be used with different numerical types such as GMP, MPFR or CORE.
Karavelas also introduces a novel way of expressing intersecting sites without risking exponential
bit complexity [15].
Our second candidate representing the topology-oriented paradigm is VRONI [29]. Held implements one of the first complete randomized-incremental, topological-oriented algorithm for computing segment Voronoi diagrams. The whole computation is done using floating-point arithmetic,
with great attention to precision issues. Although based on the philosophy of combinatorial computations, Held states that topological consistency without numerical precision is of little use, and,
to cope with numerical errors and degenerate cases, Held uses techniques such as indexing sites,
epsilon thresholds and topology information. The algorithm completes the missing parts of Imai’s
paper, thus obtaining a robust algorithm. Later, Held and Huber extend the algorithm for a new
type of input, namely circular arcs [30].
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3

Preliminaries

The Dirichlet tesselation or Voronoi diagram is an important concept in computational geometry.
It has many applications in different fields such as computer graphics, astronomy, robotics, epidemiology, geophysics and meteorology. A quite fortunate use of a Voronoi Diagram was used in
1854 during the cholera epidemic in London, when physician John Snow was able to correlate the
number of deaths with the proximity of a particular infected water pump on Broad Street.
There are many discussions on Voronoi diagrams in books such as Klein’s[40] Concrete and
Abstract Voronoi Diagrams or de Berg’s et al.[18] Computational Geometry book from which the
basic properties of this concept will be presented. In this paper we treat the definition of the
Voronoi Diagram in the plane
p using the Euclidean distance as a metric which for two points p1 and
p2 is defined as d(p1 , p2 ) = (x1 − x2 )2 + (y1 − y2 )2 .

3.1

The Voronoi Diagram

The definition of the Voronoi Diagram relies on the concept of sites representing the building
blocks around which the diagram is constructed. This concept can be defined in both two and
three dimensions, but in this thesis we will mainly consider the two-dimensional solution. First, a
simplified definition of the Voronoi Diagram using point sites will be presented.
Assume a set S of point sites on the plane is given. For a point p ∈ E 2 and a point site s, the
distance from p to s can be defined as d(p, s). The distance from p to the set S can be defined as
the minimum distance from p to any site s ∈ S, which is also known as the clearance of point p.
The clearance disk of p is the disk with radius d(p, S) centered at p. Obviously, every point p ∈ E
has a clearance disk that intersects at least one site.
With these concepts attached to each point in the plane populated by a set of sites S, we are
interested in the set of points having clearance disks that intersect two or more sites. This set
partitions the space into Voronoi cells with the property that each cell contains exactly one site,
and that any given point inside a Voronoi cell will be closer to the cell’s site than to any other site
in the plane. The contours of the cells are defined by exactly those points that have their clearance
disk intersecting more than one site. More specifically, the points with clearance disk intersecting
two sites from the edges of the cell (also called Voronoi edges or bisectors since they have a
similar behavior) and the ones with three or more sites from the vertices of the cell (also known as
Voronoi vertices). Figure 3 shows an example of a point Voronoi diagram.

3.2

Flavors of the Voronoi Diagram

The previous example treated only points, but the concept has been generalized to any other
two-dimensional geometric figure. This is usually referred to as the Generalized Voronoi Diagram
[48][29][32] in literature.
By denoting the input sites as s1 , s2 ...sk and p a point in space, we are able to define a more
generalized notion of bisectors and Voronoi cells. A bisector between two sites si and sj can be
defined as b(si , sj ) = {p|d(p, si ) = d(p, sj )}. On the other hand a Voronoi cell is defined as
\
V (si ) =
Dom(si , sj ),
j6=i
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Figure 3: A set of points (red) and the corresponding Voronoi diagram (black).

where Dom(si , sj ) is the dominance region of si over sj defined as
Dom(si , sj ) = {p|dist(p, si ) ≤ dist(p, sj )}.
For a 2D generalized Voronoi diagram, the sites can be defined as points, lines, segments, curves or
polygons. The shape of the Voronoi edges changes depending on the defining sites. The basic cases
are presented in Figure 4.
A specific version of the Voronoi Diagram is also called the medial axis. The term has been used
in literature to denote the Voronoi diagram of the interior of a polygon with or without holes. For
example, in Preparata [49] the medial axis is defined as a tree-like planar structure which partitions
the interior of G into regions, each of which is the locus of the points closest either to an edge or
to a vertex of G. On the other hand, Pavlidis defines the medial axis as the union of all skeletal
points. Both definitions are equivalent with the Voronoi diagram definition with the only difference
that the structure is contained by the input polygon.

(a) Two points.

(b) Point and line.

(c) Two segments

Figure 4: Basic bisectors of a segment Voronoi diagrams.

An important note is, depending on how we define the sites, a slightly different results is obtained, by aFpplying the same definition of the Voronoi diagram. In Figure 5 we have three polygons,
and, although all are valid computations of their medial axis, they are slightly different.
In Figure 5a, the sites are defined as open segments and points. Open segments are segments
without their ending points. This causes the extra edges in the reflex vertex p, representing the
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bisectors between the previous segment and point p and between p and the next segment given the
direction of the polygon as being clockwise or counter clockwise.
In Figure 5b the sites are defined as closed line segments. Therefore, the polygon is represented
as a set of segments with overlapping end points. In this case, the bisectors at reflex vertices
become bidimensional, because now all the points between the two bisectors from the previous
example are equidistant from the two segments. More specifically, these points respect the Voronoi
edge condition and the points on the lowest part of the Voronoi Diagram respect the Voronoi vertex
condition.
Finally in Figure 5c the sites are defined as polygons. In this case, because now the polygon is
one site by itself, there are no more points that respect any of the two conditions. In conclusion,
the shape of the Voronoi diagram is strongly dependent on how sites are defined from a geometrical
point of view.
The algorithms used in this paper compute the generalized Voronoi diagram of open segments
and points. As a consequence cases such as intersecting segments can be treated and degenerate
cases such as bidimensional bisectors are avoided. This proves to be a very flexible solution since
using these two geometric primitives any geometric figure, be it a polygon, curve, disk or ellipse, can
be represented or at least approximated. Moreover, Kirkpatrick [39] states the following lemma.
Lemma 2.3. The problem of constructing the skeleton of a polygonal figure is linearly reducible
to that of constructing generalized Voronoi diagrams on disjoint points and open line segments.
This is very handy, because later we will compute the medial axis from the segment Voronoi
diagram. Because this lemma has been proven, all that is needed is to design the algorithms that
will reduce one structure to the other.

3.3

The Medial Axis

For path planning purposes, the Explicit Corridor Map[25] uses an underlying data structure similar
to the Voronoi diagram called the medial axis [25][54]. In literature, this nomenclature is usually
used when computing the Voronoi diagram of the interior of a simple polygon with holes. This
flavor of the Voronoi diagram will keep the minimum number of points respecting either of the two
Voronoi conditions. Moreover, the data structure exhibits some interesting properties:
1. All roadmap conditions are satisfied, i.e. the Voronoi diagram being both accessible and
connectivity-preserving of the free space [42]. Moreover, it is an exact roadmap.
2. Describes the free space in an environment without costing too much storage space. For n
input sites we have O(n) storage complexity in terms of vertices and edges.
3. Finally, for any given path traced on the Voronoi edges, any point chosen on the path has an
optimal clearance to the site set.
These aspects make the medial axis very appealing for crowd simulation and path planning
applications.
Previously, we showed how a different interpretation of sites can affect the appearance of the
Voronoi diagram. Revisiting Section 3.2, the medial axis is computed assuming that the polygon
and its holes are defined like in the third case. In this version, each one of the input polygons is
considered to be a single obstacle. Consequently, reflex vertices of the polygons are not considered
as the meeting point of two segments instead it is treated as a single point. This modifies the set
of points defining the medial axis. Thus, the points that should have been on Voronoi edges in the
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(a)

(b)

(c)

Figure 5: Three Voronoi diagrams with different types of input. (a) The set of input sites is composed of
points and open line segments, therefore bisectors between the line segment and corresponding endpoints
appear.(b) The set of input sites is composed of closed line segments. Overlapping endpoints generate two
dimensional bisectors. (c) The polygon represents one whole geometric figure, thus the medial axis contains
the minimum amount of Voronoi edges and vertices.

case of the segment Voronoi diagram now do not respect the Voronoi edge condition anymore, since
the clearance disk intersects only one obstacle. As we can see in the figure, the U-shaped polygon
has been stripped of the Voronoi edges defined by its reflex vertices.

(a)

(b)

(c)

(d)

Figure 6: (a) Z-Buffer, (b) Framebuffer (c) Medial Axis (d) Explicit Corridor Map. Figures by Geraerts
[25]

3.4

Graphics card algorithm overview

The graphics card algorithm (gpu) computes the Explicit Corridor Map for a given scene. The
scene represents, in crowd simulation terms, the environment populated by obstacles, where all
the agents will plan their paths. From the computational geometry point of view, these scenes are
composed of a rectangle that encompasses a set of polygons, segments or points representing the
obstacles. This can be also seen as a polygon with holes for which the medial axis will be computed.
The gpu variant does some preprocessing of the input scene. It will check whether polygons
are in counterclockwise order and it will divide nonconvex polygons to convex ones. The latter
modification is used in treating how the medial axis will be traced in case of nonconvex corners of
polygons. These scenes are then fed to the algorithm, which has two main steps. First, it will trace
the medial axis as described in the Section 3.5. The data from the medial axis trace is then used
to determine the ECM as presented in Section 3.6.2.
For the new algorithm we adopt the same pattern. In the first step we compute the segment
Voronoi diagram of the same environment, tailor it to fit the medial axis definition, and, finally,
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use this information to obtain the Explicit Corridor Map, see Section 4.

3.5

Computing the medial axis

As we have seen before, the technique employed in previous work takes a tracing approach to
compute the medial axis. Moreover, the solution will use the rendering pipeline to speed up the
process. To illustrate the process, consider three points as the input sites. The algorithm will
extend the three sites in depth, to infinity, obtaining three cones. These cones define the distance
mesh of the input sites, Figure 7a. The distance mesh has an important property, that is, for a
given input site A the distance mesh DA will take greater values with increasing distance from the
defining site. This property is exploited by the graphics card, since the parts of the meshes closer
to another site will be filtered out. Consequently, only the part of the distance mesh will be kept
that represents the Voronoi cell of the site.

(a)

(b)

Figure 7: (a) Distance Meshes of three points, (b) The intersection of the three points form voronoi bisectors.
Figures by Geraerts [25].

The algorithm computes and renders the distance mesh for each obstacle using an unique color,
followed by orthographically projecting them onto the plane. Consequently, due to the depth test,
all the distance meshes of the input sites will intersect in places where one of the two Voronoi
conditions are met. Although, the method works for convex input sites, in the case of non-convex
polygons edges running in the non-convex parts will not be found. To solve this problem, the
non-convex polygons are split into multiple convex ones, thus, a new set of distance meshes will be
created and the missing medial axis edge will be highlighted, see Figure 6.
Ergo, the framebuffer will contain uniquely colored zones respecting the Voronoi cell condition. The framework uses the color information to determine the closest obstacle to a given point,
simplifying the problem of annotating extra information to the medial axis.
As previously stated, the algorithm approximates the medial axis. This automatically constrains
us to determine what parameters influence the quality of the approximation. In this case, the
resolution of the framebuffer plays a major part in quality meaning that the higher the resolution
the more precise the result will be. On the other hand there is a tradeoff between speed and quality
that must be balanced in order to get results close to the expectations of the user. Because the
tracing of the medial axis is done sequentially (pixel by pixel), more time is spent on the tracing
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itself. There is research done at the moment that looks into speeding up this process, but we have
yet to see the results.
This approach has proven to be efficient and robust, making an excellent candidate for path
planning. In this thesis, we use this algorithm as a benchmark for our topology-oriented algorithm.

3.6

Explicit Corridor Map

In contrast to the Implicit Corridor Map [26], its successor, the Explicit Corridor Map, eliminates
the issue of samples, recording only important events, representing second degree Voronoi nodes.
The structure uses these events to compress information describing the medial axis, annotated with
clearance information. A useful observation is that the medial axis is a concatenation of curves. The
Explicit Corridor Map exploits this property storing the points, which bind these curves together.
These points, called event points, are annotated with enough information, which will help reproduce
the corresponding curves. The advantage of such an adaptation is that the edges of the medial axis
are explicitly stored in the data structure at a modest cost. The amount of memory added is
constant, and, hence its complexity is limited to O(n), where n is the number of obstacle vertices
in the environment [54].
In summary, the Explicit Corridor Map is a graph representing the medial axis, with a one to
one correspondence between their edges and vertices. The edges are annotated with event points
together with their closest point information [25].
3.6.1

The ECM data structure

In previous papers, the Explicit Corridor Map has been described more from a geometric point of
view, highlighting the properties useful from a path planning perspective. On the other hand, the
ECM has three alter egos. It can be seen as a graph, where the nodes are equivalent to Voronoi
vertices and the edges, to the Voronoi edges, see Figure 10b. Furthermore, it can be seen as a tree
comprised of three layers, see Figure 10a. Finally, it can be described as a medial axis annotated
with event points, see Figure 8c.
The ECM is a hierarchical data structure comprised of three levels: the vertex level, the edge
level and the event points level (see Figure 10). The structure is similar to a graph, where the
vertices are equivalent to the graph nodes, and the edges form the adjacencies between the nodes.
The event points level forms the leafs of our structure. These can be either 3rd -degree or 2nd -degree
Voronoi vertices from a geometric perspective.
The ECM edges constituting the edge level are vectors comprised of nodes. The ECM edge
forms an adjacency between two medial axis vertices, which delimit the edge itself. The ECM edge
is a concatenation of curves bound together by event points, represented by the rest of the 2nd degree voronoi vertices in the vector. The event points contain enough information to reproduce
the curves.
Finally, the ECM vertices, as previously stated, behave as graph nodes and are equivalent to
the medial axis vertices. They contain also the set of incident edges making the ECM similar to a
graph.
3.6.2

Building the ECM

With the Explicit Corridor defined, next we focus on showing how the graphics based algorithm
computes it. Van Toll [54] states that, theoretically, the ECM can be computed using any underlying
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Figure 8: The Explicit Corridor Map can be more easily explained from three points of view. (a) The data
structure itself, with the three levels: vertex, edge and event points. (b) The graph, where the nodes are
medial axis vertices connected by edges. (c) From a geometric point of view, representing the vertices and
edges of the medial axis.

algorithm which computes the medial axis. Consequently, for each algorithm used to compute the
medial axis, we are interested how we correctly obtain the vertices, edges and event points of the
ECM.
Although the previously presented algorithm traces the medial axis, it does not explicitly offer any information on vertices, edges or event points. In this case the algorithm relies on local
information, iterating pixel by pixel, to determine whether it has found an important part of the
ECM structure. Notice that we search for elements constituting the lowest layer of the hierarchy,
see Figure 10a. Recall from Section 3.5, that we rendered the distance mesh in a different color.
Using this trait of the algorithm we can search for vertices by querying the neighbors of a pixel for
each input site. If the neighboring pixels have three or more distinct colors then we can conclude
we have found a vertex.
The algorithm gets more complicated when it comes to finding event points. Geraerts [25]
parameterizes edges by B[t], where 0 ≤ t ≤ 1, denoting its left and right closest points as l[t] and
r[t] respectively. Using this information, the algorithm computes the normals nl [t] and nr [t] defined
as B[t] − l[t] and B[t] − r[t]. Taking a closer look at the set of normals defined by the edges, we
see that these change at obstacle vertices. Based on this observation, the event points are defined
as the set of points where the normals either start or stop changing.
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Figure 9: Depiction of a Voronoi edge as a concatenation of bisector curves. s1 is defined by two segments,
whereas s2 is defined by a point and a segment. n1 is the event point concatenating the two curves.

3.7

Research goals

The ECM algorithm, presented previously, proves to be robust, meaning it will output something
regardless of the input given. Its success is due to its brute force approach. It computes the Voronoi
diagram based literally on the properties we have presented in Section 3.1, meaning that it attaches
a distance function to each point in the plane and keeps only the points that are equidistant to two
or more obstacles. The two main issues of this method are the fact that it works on a discretized
plane, the framebuffer, and the way it identifies Voronoi elements.
Using the graphics card to discretize makes precision dependent on the size of the framebuffer;
the larger the resolution the more precise the Voronoi diagram will be. On the other hand, the
algorithm uses a brute-force search to identify Voronoi elements of one or less dimensions (vertices
and edges), running through the whole plane and checking each pixel. Because the structure we
are interested is at most 1-dimensional, querying each element leads to a lot of misses. The ratio
of interesting versus uninteresting information can be considerable depending on the resolution of
the framebuffer. In more formal terms, the algorithm takes O(n), where n is the number of pixels.
The amount of useful information is actually k which, in our case, is a lot smaller than n.
In conclusion, we have a directly proportional relation between precision and the amount of
misses. The greater the resolution, the better the precision will be and the more misses we will
encounter.
In this thesis, we investigate how we can potentially improve these issues. First, we would like
to reduce the difference between n and k. More specifically, we would like to transform the current
fine grained search into a coarser one, where each query works on more valuable data. By valuable
we denote data that has significance to our algorithm. Furthermore, we would like to obtain a
precise result independent of the size of the input.
To achieve these objectives, we approach the algorithm from another perspective. We contend
that we can improve the structure by considering its properties, to increase the value of our search
and improve its precision altogether. More specifically, we use the topological properties of the
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(b)

(a)

Figure 10: Illustration of the resolution dependency. (a) The ECM is computed using 800x800 resolution.
As we can clearly see the is not correctly computed. (b) The resolution is 10000x10000. Although the
precision has improved, the points at the bottom of the figure don’t touch the obstacles.

Voronoi diagram to compute the Explicit Corridor Map.
To prove our theory, we have implemented the algorithm using two software packages that
compute the Voronoi diagram. We use the VRONI software package developed by Held [29],
which is implemented using a topology-oriented approach, and the segment Delaunay triangulation
package developed by Karavelas [37], which adheres to the exact paradigm. We have chosen these
two solutions because they have different approaches on the same problem. The former treats the
structure using floating-point arithmetic, together with numerical consistency checks to get a good
result, while the latter uses exact arithmetic to guarantee precision.
Using the results of these packages as a starting point, we build the Explicit Corridor Map using
the properties provided by each package to compute the final structure. In the end, we expect that
our search will be much coarser than the previous solution, where each query will return some
valuable information for the Explicit Corridor Map. Moreover, we expect that our structure will
be more precise, since this solution’s dependency will be shifted from the maximum resolution of
the graphics card to the precision of the underlying number format.

3.8

Geometric algorithms and robustness

Before showing how we compute the topology-oriented ECM, we will introduce basic concepts used
in geometric computation for a more clear presentation of the new algorithms. Good definitions
of algorithms and reviews on computation issues can be found in previous literature [5][18][33][51].
Here we are going to restate a summary of the most essential concepts for our research.
There are quite a few definitions of geometric algorithms in different contexts. For example,
de Berg et al. state [18] "Most geometric comparisons can be formulated as computing the sign of
some determinant.". Similarly, Dan Halpering defines geometric algorithms as "algebraic decision
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trees with branches labeled 0 and ±1". Finally, one can find in the CGAL online manual [5]
that "Predicates are at the heart of a geometry kernel. They are the units for the composition of
geometric algorithms and encapsulate decisions".
To summarize, this type of algorithm accepts a geometric structure as input, runs a set of
predicates, encapsulating decisions, on this structure to obtain the desired result. Algorithms in
Computational Geometry are designed using the real RAM model, meaning that computations in
R takes O(1) time.
Designing robust geometric algorithms can be very difficult. Hoffmann [33] explains that the
nature of this difficulty comes from the fact that algorithms run in discrete environments. These
algorithms perform computations on a discrete domain on objects belonging to a continuous domain,
which constitutes the root of many computational issues.
On the other hand, to define robustness Stewart[51] introduces three concepts: the problem
instance, the problem solution, and the problem mapping4 . The problem simply maps the instance
to the solution, P : I → S. The algorithm represents a method by which the problem mapping is
computed. When executed, the algorithm uses representations for both the problem instance and
the problem solution, Prep : Irep → Srep . Ideally, there is a one-to-one correspondence between
the real entities and their representations. In this case, an algorithm is robust if the following
conditions have to be met. First, there must exist a real entity of the input equivalent to the
representation. Second there must exist a representation of the real entity of the output. Finally,
if the algorithm executed with this input yields the same result as the problem mapping then the
algorithm is robust.

l1
c

a

l2

b

Figure 11: a and b on line l1 are close to line l2 therefore the predicate will consider them on l2 . Since l1
and l2 share two points, they must be coincident. This statement is invalidated when testing point c which
is on l1 but not on l2 . Figure taken from Stewart [51].

Stewart also explains why geometric algorithms have robustness issues. The author defined the
concept called ambiguous branch. Assuming that the input of an algorithm is a series of bits and
that the algorithm itself is a function, then branching is based on the sign of f (x). Because of
machine limited precision, computing f (x) might not give an exact result when
|f (x)| < .
In this case the algorithm has encountered an ambiguous branch.
The first cause of ambiguous branches has to do with the roundoff error related to the floating
point format. A floating point number is composed of an exponent and a mantissa. Given that the
4 This

is equivalent to the problem itself.
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mantissa has n bits, a multiplication would require the mantissa to have 2n bits. In order to keep
the size of the numbers from growing, the mantissa of the multiplication is rounded to n bits.
The second cause of ambiguous branches is due to inaccurate input. Stewart illustrates this issue
by presenting the case where four planes meet at the same vertex. Although from a topological
point of view this may be true, the input may be structured differently. For example, instead
of one vertex, there may be two vertices connected by an infinitesimally short edge. In this case
the coefficients of the plane equations of the faces are inaccurate by a small amount of δ. As a
consequence, when considering the case of a vertex sufficiently close to a plane P , the algorithm
may not be able to determine whether a vertex is above, below, or on the plane. When presented
with such an issue, the algorithms will simply apply the rule
|f (x)| <  → f (x) = 0,
meaning that if it is close to zero, then it is zero. A similar example can be found in Figure 11.
Stewart argues that geometric algorithms are often presented with ambiguous branches and, by
leaving decisions to the default arbitrary nature of algorithms, series of such decisions may cause
algorithms to fail. In this light, a robust algorithm will not make contradictory decisions.

This erratic behavior of geometric algorithm represents a sensitive point of our goal to compute
the segment Voronoi diagram. The underlying libraries that we chose for computing the segment
Voronoi diagram have been designed to yield correct results using different approaches.
For example, CGAL presents an exact numeric format that guarantees that the predicate results
are correct. The disadvantage is that we cannot assume the algorithm to be running in a real RAM
environment since basic operations do not take O(1) anymore.
Another approach is to accept the existence of ambiguous branches and try to make them as
least ambiguous as possible. To this end VRONI implements a dynamic epsilon threshold approach
similar to the formula presented above; the difference is that the  varies. The algorithm will start
by using the smallest  and, if the computation fails, it will increase .
Because we will build our algorithms to compute the ECM, we have to add as little ambiguous
branches as possible. That is why in this thesis we try to avoid predicates relying on floating-point
arithmetic as much as possible.
A final point has to do with testing the correctness of our algorithm. Although Stewart precisely
defines algorithm robustness, formally proving that our algorithms are robust is not feasible, because
we are computing a geometric structure with a vague definition. Alternatively, we have designed
a set of cases that test all the sensitive points of our algorithms. Moreover, we pinpoint different
parameters that help us evaluate the quality of our results.
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4

Topology-oriented Explicit Corridor Map

In this section we elaborate on the topology-oriented Explicit Corridor Map (ECM). First, we will
present the theory behind this sort of algorithms that we will use as a scaffold when analyzing real
world software packages. We break this section in four parts. In Section 4.1, we summarize the
theory behind topology-oriented algorithms and we present the algorithms behind the two software
packages we use in this thesis. In Section 4.2 we present an overview of the algorithm for computing
the ECM starting from the segment Voronoi diagram and we conclude with a discussion regarding
the particularities of implementing the algorithm using the software packages.
Our algorithms of choice are part of two well known software packages, namely VRONI implemented by Held [29] and CGAL Segment Delaunay Triangulation built by Karavelas [37]. Both
software packages implement topology-oriented algorithms. The difference lies in their assumptions
on input, the way numerical errors are treated and the data structures used.

4.1

Topology-oriented algorithms.

In the previous section we summarized how Stewart [51] defines robustness for a geometric algorithm, discussing the matter from a more generalized point of view. On the other hand, Sugihara et
al.[52] contend that a topology-oriented algorithm is completely robust because it does not require
any minimum precision in numerical computation. The main argument is that the algorithm will
generate an output respecting the topological properties of the computed structure, despite poor
numerical precision5 .
We will briefly summarize Sugihara’s theory in order to have a common ground for the two
algorithms we are going to present. Sugihara defines the same concepts as Stewart. We have a
geometric problem P with a corresponding theoretical algorithm f which solves P . A theoretical
algorithm f assumes a real RAM environment and bases its correctness on the assumption that the
system does not suffer from numerical errors.
Let the set of all possible inputs for problem P be defined as Θ(P ) and the set of all possible
outputs be defined as Ω(P ). Similar to Stewart’s theory, f is considered a mapping from Θ(P ) to
Ω(P ). Moreover, each input X ∈ Θ(P ) represents an instance of problem P and the corresponding
output f (X) ∈ Ω(P ) is a solution of the problem instance X.
An important part of robustness is how input and output are structured. Sugihara divides input
and output into topological parts and metric parts. For notation convenience subscript T means
topological part and subscript M notifies the metric part. For completeness, when we describe the
problem instance X we will discuss its topological part XT and its metric part, XM .
In the case of the Voronoi diagram for a number of points in the plane, XT = {n} consists of
a single integer denoting the number n of points and XM = {(x1 , y1 ), ..., (xn , yn )} is the set of n
pairs of coordinates of the points. When talking about the output f (X), then fT (X) is the planar
graph structure consisting of Voronoi vertices and edges, and the metric part fM (X) consists of the
coordinates of the vertices and directions of the infinite edges.
Of course, the theoretical algorithm f will be at some point projected into a programming
language on a finite precision machine. The real algorithm is denoted by f˜. f˜ can be either a
5 In the worst case, the result might not be usable but at least it will have the same topological structure as the
correct answer.
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naively built algorithm or a more complex implementation aiming for robustness. Both incarnations
represent a mapping from the input set to the output set which differ from the theoretical algorithm.
Sugihara further divides the notion of robustness for our algorithm f˜ in two concepts, namely
numerical robustness and topological consistency:
f˜ is numerically robust if the output f˜(X) is defined for any input X ∈ Ω(P ). More explicitly,
˜
f is robust if it defines a total function from Θ(P ) to superset Ω̂(P ) of Ω(P ) which means that the
algorithm always ends up with an answer.
f˜ is topologically consistent if f˜ is numerically robust and f˜T (X) ∈ ΩT (P ) for any X ∈ Θ(P ).
Hence, f˜ is consistent if the topological part of the output f˜T (X) coincides with fT (X 0 ) of the
correct solution of some instance X 0 of problem P . If f˜ respects the two previous conditions then
f˜ can be considered robust.
When designing topology-oriented algorithms Sugihara makes two fundamental assumptions.
Firstly, operations of logical and combinatorial nature (operations involving integers) can be done
correctly, while numerical computations (floating point operations) contain errors . Secondly, there
is no a priori bound available on the amount of numerical errors. The second assumption is very
pessimistic, but it does help Sugihara show that robust algorithms can still be designed independent
of numerical imprecision.
Most such algorithms can be designed respecting three main rules: isolating essential topological
properties of the geometric problem to be computed, use these properties to design the outline of
the algorithm (excluding degenerate cases), and finally, conduct numerical computation at each
important step of the algorithm in order to make the best decisions which would lead to the correct
solution of the problem.
Of course apart from those three steps there are many other decisions to be made. One important aspect is whether the topological properties have a small computational cost. Computing a
topological property may be NP-hard. In this case, one might reconsider computing them at all.
This decision partly depends on the application’s time constraints.
In this fashion we will compute the segment Voronoi diagram where, as the name indicates,
the input sites are defined as points and segments. Both algorithms separate segments from their
endpoints, which simplifies the computation of the structure as we have seen in Section 3.2.
4.1.1

VRONI

Held[29] proposes an implementation of a topology-oriented algorithm for segment Voronoi diagrams
in the two-dimensional Euclidean space. In summary the paper reveals the missing algorithmic
details from Imai’s paper on the segment Voronoi diagrams [35], discusses the treatment of data
that is not clean, and explains how to build a reliable and efficient code using conventional floatingpoint arithmetic.
The algorithm is rooted in the approach of Sugihara’s et al.[52]. The novelty of the algorithm
consists of features like great care to numerical computations and highlights such as automatic
relaxation of epsilon thresholds, or the multi-level recovery process. These features and highlights
actually represent the differences imposed by the projection of f , in our case the segment Voronoi
diagram, to f˜, as we have seen in Section 4.1.
Inspired by Imai’s [35] work, the algorithm works in two stages. First, the point Voronoi diagram

26

(a)

(b)

Figure 12: Incremental insertion in VRONI. (a) Before insertion of the segment, we already have the two
endpoints inserted. The nodes on the segment Voronoi diagram that need to be deleted are highlighted by
full disks. (b) Depiction of the segment Voronoi diagram after the insertion of the segment.

of the points together including the endpoints of the segments is computed. In the second stage, the
interiors of the segments are inserted incrementally finally obtaining the segment Voronoi diagram.
The sites are inserted in an incremental and randomized fashion. The scene is contained between
four dummy points outside the bounding box of the sites that define the initial Voronoi diagram.
There are minimum three topological requirements for a graph to be a Voronoi diagram of a set of
point sites. Namely, every site has its own Voronoi region, every Voronoi region is connected, and,
finally, two Voronoi regions share at most one edge/Voronoi bisector.
Since the algorithm is incremental, after the insertion of one site we have a valid Voronoi diagram.
The first step after the insertion of a new site is to find the part of the Voronoi diagram that does
not respect the topological requirements anymore. VRONI does this by finding the closest neighbor
of the newly inserted site, and checking the nodes of its Voronoi cell. Because initially VRONI has
four points encompassing all of the inserting geometry, subsequent insertions in the data structure
will never yield infinite edges. Thus, for each new insertion the algorithm can start looking for parts
of the Voronoi diagram that should be changed at the vertices. We know that a Voronoi vertex
should be equidistant to at least three sites. In this case this no longer holds and we say that the
clearance disk of the Voronoi vertex has been violated.
The algorithm searches for a Voronoi vertex from the Voronoi region that contains the newly
inserted site, to use it as its start Voronoi vertex or seed node. All Voronoi vertices whose clearance
disk is violated by the new site are potential seed nodes. The Voronoi vertex with the most violated
clearance disk is chosen as the seed node. From the selected vertex we search for other neighboring
vertices with their clearance disks violated. The structure of all the vertices whose clearance disk
intersects the new site forms a tree. This tree of vertices represents all the elements that need to
be deleted. After deleting the tree of vertices, the algorithm will compute the new vertices on the
edges that have only one deleted node.
Notice how Held starts modifying the structure from the vertices, which is less costly from
a computational point of view than starting to look at the edges. This approach of looking at
the edges is used in the solution designed by Karavelas. As we will see later, Karavelas makes a
nearest-neighbor query, and then looks for the conflict region on the edges of the nearest-neighbor’s
Voronoi cell. It is important to note that Karavelas permits the existence of infinite edges in his
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Figure 13: Case where the 2nd -degree vertex at the apex of the parabola (the gray point) has its clearance
disk violated and a cycle is formed. (a) We observe that the clearance disk of the vertex is influenced by
the newly inserted segment. (b) The solution is to scan all the edges in the cycle and find a part of an edge
that is closer to its defining site than the newly inserted segment.

segment Voronoi diagram. Therefore, assuming at insertion time that there exists a vertex with its
clearance disk violated is a mistake.
The point Voronoi diagram is a simple algorithm with no exceptional branches to handle any
degenerate cases. The latter are handled in an implicit manner. Here the properties of the topologyoriented algorithms are very helpful.
After the diagram of points and segment endpoints has been computed, the open line segments
will be constructed similar to Imai’s[35] algorithm. The same topology requirements have to be
fulfilled with each inserted line segment. Moreover, we know that the Voronoi region of an open
line segment must be adjacent to the Voronoi regions of its endpoints. The approach is similar to
that of inserting a point. We still look for a seed node, we still build the vertex tree to be deleted
and compute the new Voronoi region. The idea is that now the algorithm looks at the Voronoi
regions of the endpoints and selects one seed node from either regions.
An important aspect of the site insertions is the nearest neighbor query. A naive implementation would yield a O(n2 ) complexity, which is undesirable for big scenes. The author uses a grid
for this sort of queries, which is carefully designed to yield the best results independent of the way
points are distributed. Care is taken to determine the resolution of the grid such that memory is
not wasted with a superfluously fine grid.
The structure to be deleted is not accidentally called a tree. Held enforces that the structure
should not contain cycles. If it does contain a cycle then at least one Voronoi region should be
deleted. An example of such a case we can see in Figure 12, where the entire Voronoi cell of the
lower segment endpoint will be deleted. Many of these cases can be cured by puting a 2nd -degree
Voronoi vertices on the bisectors of pairs of defining sites. For parabolas, the vertex is placed at
the apex, whereas for straight-line segments we choose its midpoint, if it exists.
Although this solution solves many cases in an inexpensive way, there still exist cases where a
whole Voronoi region will be deleted. In this case all edges in the cycle are scanned for a point
closer to its original defining site than to the newly inserted segment, see Figure 13.
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Figure 14: Handling spikes in VRONI. (a) Three segments 120 degree apart with one coincident endpoint
form a spike in p. (b) The way the data structure looks inside, three vertices with corresponding coordinates
connected by infinitely small edges.

Of course, there exist some exceptional cases such as spike handling, see Figure 14. Suppose
we have three segments with a common endpoint with equal angles between them. In this case
the Voronoi region collapses into the endpoint. If we were to insert a new site, according to the
algorithm we should delete all the vertices of the degenerate region. These cases are quite delicate
and constitute an exception of how a seed node is selected. As a consequence the main algorithm
is a bit modified to accommodate the exception.
Let p be a point site and B(p) be the boundary of the corresponding Voronoi region. If there
is no segment incident at p then we pick a seed node from B(p) as we usually would. On the other
hand, if we have an incident segment then there is at least one degenerate vertex. To solve this
problem, a recursive search commences looking for a seed node at one of the degenerate vertex. A
vertex is selected if it is not degenerate and if its clearance disk is violated by the new site.
Maintaining the algorithm’s robustness translates to carefully choosing the representation of the
input. VRONI preprocesses the input X 0 to obtain X. The way X is structured will make sure
that VRONI will find the solution f˜T (X) which coincides with the real solution fT (X 0 ). There are
many cases in which the input contains many degeneracies such as zero-length edges, vertices that
lie on other edges of a polygon or edges that partially overlap.
VRONI makes sure that the input provided is not degenerate. During the computation of the
Voronoi diagram, if the seed nodes of two endpoints do not end up in the same tree, then two extra
checks on the inserted sites have to be made. In this case, the algorithm will check whether the new
segment is duplicate or it intersects another segment or point and will split the sites accordingly,
followed by a complete restart of the computation.
This gives it a great advantage which contributes to the robustness of the algorithm. On the
other hand, when presented with complicated scenes (by complicated we mean scenes that more
likely have degenerate input), the number of restarts affects the overall time it takes to compute
the Voronoi diagram, but in the end the algorithm will provide an answer.
The key of the algorithm’s success lies in the way it handles numerical issues to ensure that
every step is done correctly. We will present some of the most important details which constitute
the recipe of its success.
Before executing the main algorithm or computing the Voronoi diagram, the input is modified
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in order to maximize consistency. The point sites are sorted lexicographically relative to their
coordinates (first x is sorted and then y). This has a number of advantages, such as every point
has a corresponding index, making it easy to discard duplicate sites or zero-length line segments.
Despite the fact that VRONI is a topology-oriented algorithm, it still tries to find the lowest
error bound for numerical computations. To this end, Held uses a lot of approaches combined
together. For each new vertex, its coordinates are checked to avoid any inconsistencies. Because
usually nodes are part of old Voronoi bisectors, it is obvious that the new vertices should lie on the
old bisector. Moreover its clearance disk size has to be in between the clearance disks of the two
old vertices.
An additional problem to the floating-point arithmetic issue is deciding whether a result is zero,
as we have seen in Section 3.8. This translates choosing a precision threshold relative to how the
input looks like. VRONI, in this case employs a brute-force approach, taking the threshold as small
as possible and increasing it as computations fail. There is an upper bound to the threshold, which,
when exceeded, triggers the local data check described above. If the data check reports no errors
then the code enters in desperate mode.
Desperate mode is the last resort when it comes to numerical issues. If everything from 
thresholds to the multi-level recovery process fails the algorithm will end up approximating the
result without doing numerical sanity checks. Moreover, if the data has been computed but fails
sanity checks, then VRONI accepts the data that passes most of these tests. Either way, VRONI
will end up producing an answer.
More details on the implementation details of VRONI can be found in [29].
4.1.2

Segment Delaunay Triangulation.

The second package we have selected for our topology-oriented algorithm is the 2D segment Delaunay graph, which can be found in the CGAL package. The algorithm was designed by Karavelas
[37] and it is computed the segment Voronoi Diagram of points and segments. Although it treats its
input from a topological perspective, and, moreover, it has a randomized incremental approach, it
uses different techniques to obtain the segment Voronoi diagram. We will summarize the important
parts of the algorithm. For more details see the full paper [37].
When allowing segments that intersect their interiors, computing the Voronoi diagram becomes
more complicated. A first consequence is that treating this issue naively can cause an exponential
bit complexity of the data structure. The paper adopts a novel solution exploiting the history of the
construction of the sites in the diagram. This representation guarantees that the bit complexity is
a constant multiple of the bit complexity of the input. It will split its segments in a on-line fashion,
thus after each insertion we will obtain a valid Voronoi diagram. This is similar with what we have
seen in Sugihara’s [52] theory where f˜ was topologically consistent if the topological aspect of the
output fT (X) coincided with fT (X 0 ) of the correct solution of some instance X 0 of P .
Karavelas further exploits the novel site representation to define a high-level filtering solution.
It works great for degenerate configurations without employing exact arithmetic techniques. The
paper defines two types of sites: weakly intersecting and strongly intersecting. Two closed intersecting sites weakly intersect if their common point does not lie in the interior of any of the two sites.
On the other hand, two closed intersecting sites strongly intersect if their common point lies in the
interior of at least one of the two sites.
Finally, the algorithm is a truly generic implementation of the segment Voronoi diagram, based
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on the exact computation paradigm. Due to its generic traits, we are able to run the algorithm
using different number formats.
The outline of the algorithm will be presented without taking into account degenerate cases
such as strongly intersecting sites. In this case the insertion of a new site s consists of four steps.
In summary, the first step is finding where the conflict region 6 of the site s with the currently
computed Voronoi diagram starts. This is followed by outlining the whole conflict region. Next,
the new Voronoi diagram consists of the set S ∪ {s}, where S is the set of already inserted sites.
Finally, the location data structure is updated. Although this is the outline of a site insertion, the
algorithm will have different execution paths for points and segments.
Consider s is a point p. The first step consists of finding the nearest neighbor Ns (p) among the
already inserted sites. If more than one site qualify as the nearest neighbor then we can choose a
random nearest neighbor. Two things can happen: if the nearest neighbor is a point and p is the
same point, there is nothing to do, since we have two coincident points. Otherwise, p has to be in
conflict with at least one of the edges on the boundary. The first step ends with considering the
Voronoi edges on the boundary and returning the one in conflict.
The second step is based on the contention that the conflict region of p is a simply connected
subset of our Voronoi diagram. There are two possible types of conflict between p and Voronoi
edge e that can occur. Either the point is in conflict with at least one of the endpoints of e, or it
is in conflict with a simply connected subset of the interior of e. If the latter case occurs, we have
found the entire conflict of p with respect to the Voronoi diagram. If the former case occurs, we
need to find the rest of the conflict region. To do so, we perform a Depth First Search (DFS) on
the Voronoi diagram until all edges in conflict with p are found. The algorithm will use this conflict
region as a starting point for constructing the Voronoi cell of s.
On the other hand, if s is a closed segment t, we proceed by adding its two endpoints p0t and p00t
in the diagram using the previous procedure. A nice observation is that the open segment to will
be in conflict with at least one of the boundaries of the Voronoi cells of either p0t or p00t . Thus, the
first conflict can be found on the edges of the voronoi cells defined by t’s endpoints. The remaining
step consists of constructing the new cell, which is similar to the previous method. If the segment
has been already inserted, it can be detected searching for the conflict region.
The location data structure. Karavelas organizes the Voronoi diagram as a hierarchy, denoted by H(S). The hierarchy H(S) consists of a set of Voronoi diagrams of subsets of S forming
S = S0 ⊇ S1 ⊇ ... ⊇ Sl . The hierarchy is built incrementally together with the insertion of sites.
The three main rules of construction are as follows: every sites is inserted in V (S0 ) = V (S), a site
s inserted in V (Sl ), for some l ≥ 0, is inserted in l + 1 with probability β : 0 < β < 1, and, finally,
if a segment is inserted at level l then both its endpoints are inserted in V (Sl ).
H(S) is built in a bottom up fashion, while nearest-neighbor queries (nnq) are performed in a
top-down manner. The query starts at the top-most diagram V (Sl ) by means of a simple walk.
Search starts at si and compares the distance from the query point to si and the distance of its
neighbors (δ(x, si ) compared with δ(x, s)). If we find a closer site we walk on it. If all neighbors
are further from x than si , we have found our nearest neighbor. The simple walk is performed
recursively on all the other levels. At each level the search starts from the site we have determined
to be the nearest neighbor at the previous level. From a time complexity perspective, the algorithm
6 Term used by Karavelas to denote the set of vertices and edges that have their clearance disk violated by the
newly inserted site.
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Figure 15: (a) Three strongly intersecting segments having a unique representation. s1 is represented
by four points, segment p1 s1 is represented by four points and a boolean, and, finally, segment s1 s2 is
represented by six points. (b) The case where segment t is inserted and a strong intersection is found at
point p.

is expected to perform a simple walk in O(1/β). The nearest neighbor query takes O(n), but it has
been improved to work in O(log2 n) using cell trees. See the full paper for more details [37].
Strongly intersecting sites. The previously presented algorithms works for weakly intersecting sites. Here we will present the modifications done by Karavelas to the algorithm and to the
location data structure to support strongly intersecting sites. First we take the case where a point
p intersects a segment toi , followed by doing the same for two intersecting segments.
In the first case we assume that segment ti , already part of the Voronoi diagram, is intersected
by forthcoming point site p. Note that toi is the nearest neighbor of p in S. We first check the
nearest neighbor NS (p) of p. In the case we find a segment, we add p to S and replace toi with two
open segments p0i p and pp00i . We then split the voronoi edges at the corresponding points of p to
add the fresh voronoi edges to the structure.
Next, we are interested in the case where our insertion site is a closed segment t (Figure 15b).
We proceed by inserting its endpoints p0t and p00t in the usual way. Then using either endpoints
as starting points, we search for conflicts of to with the current Voronoi diagram. Before doing
the edge test of the existing diagram, we test whether one of the sites that define the supporting
bisector of e intersects with to . If such a site is found the search is halted. If our intersecting site si
is a point, then the algorithm will proceed with inserting recursively the two halves of the segment,
generated by the endpoints and the intersecting site. If si is a segment, we first test if the two
coincide. Otherwise, we compute the point of intersection between the two segments and insert two
open segment determined by t’s endpoints and the intersection points.
Finally, we are going to discuss how considering strongly intersecting sites will affect the location
data structure. The aim is to redesign it in such a way that the three rules for building it, are
respected. To this end, we propagate the splits at all levels of the hierarchy. If our site is a point
intersecting a segment, than we will insert the point at all levels where the segment resides in. The
same rule is applied for segments as well. All its subsegments are inserted at all levels where t
should appear.
From a complexity point of view, if all the parts of the algorithm are added up, we would
compute the segment Voronoi diagram for n sites in O((n + m) log2 n), where m is the number of
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intersections of the segments in the S.
Representation and filtering. Weakly intersecting segments are represented by their endpoints. Sites that are points of intersection of strongly-intersecting segments are represented by four
points representing the endpoints of the two segments. Segment sites with endpoints that are points
of intersection, are represented either by four points and a boolean, or by six points. This depends
on whether only one or both endpoints are points of intersection. By using this representation, the
algorithm has the advantage that it will avoid exponential growth of the bit complexity, especially
for cases where we have many intersection points. Moreover, it is the main ingredient for geometric
filtering.
Assume we have the configuration in Figure 15a. Assume we have three segments ti : i ∈ 1, 2, 3
inserted in the order of the indices. Each segment is defined initially by its endpoints, denoted by
pi qi . When we insert segment t2 , t1 will be split in two subsegments p1 s1 and s1 q1 , followed by the
insertion of s1 and finally the subsegments of t2 , namely p2 s1 and s1 q2 .
Point s1 is represented by its two defining segments. p1 s1 is represented by two segments, a
point, and a boolean. The two segments are t1 and t2 . The first segment in the representation is
the support segment, in our case t1 . The point is p1 and the boolean indicates whether the first
endpoint of p1 s1 is an input point. In our case the boolean is true. Similarly, segment s1 q1 has the
same composition, segment t1 and t2 , with t1 as a support segment, s1 and false, because s1 is not
an input point. Segments p2 s2 and s2 q2 are represented in the same manner.
The case gets more complicated when we insert segment t3 . Point s2 will be represented by two
segments namely t1 , the supporting segment, and t3 . s2 q1 will be represented by two segments, a
point and a boolean (t1 , t2 , s2 , and false). Segments p3 s2 and s2 q3 are represented in a similar
fashion. Finally, endpoints of s1 s2 are not input points. Therefore, they are represented by three
input segments: t1 (support of s1 q1 ), t2 (defines s1 ) and t3 (defines s2 ).
Karavelas concludes that this set of representations is closed, and, as a consequence, any point
of an intersection of subsegments can be represented.
In computational geometry, high-quality results are obtained using arithmetic filtering. Predicates are executed using fixed-precision floating-point numbers, while keeping error bounds on the
numerical errors performed. If the numerical errors exceed these bounds, then the predicate is
reevaluated using exact computation.
Geometric filtering exploits the topology-oriented part of the representation. It is an extra
layer before employing the exact computation. Given two points with coordinates represented by
doubles, we want to detect whether the two points coincide. Using the representation determined
by the algorithm, it is a lot easier to determine if they are coincident. If they have the same defining
properties then we can conclude they represent the same point. Otherwise normal computation is
resumed.

4.2

Topology Explicit Corridor Map

We now extend the previously presented algorithms to compute the Explicit Corridor Map (ECM).
Consequently, we have to identify the topological properties of the ECM, see what the combinatorial
part and the metric part look like, analyze the structure of the input and the output, and finally
sketch the algorithm.
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First, we will identify the topological properties of the ECM. Because the ECM has the medial
axis as its underlying data structure, it inherits most of its topological properties. Every site has
its own Voronoi region, every Voronoi region is connected, and, finally, two Voronoi regions share
at most one edge/Voronoi bisector. These properties have been discussed in Section 3.1 where we
present the structure’s properties in detail.
Recall that in Section 3.6.1 we have presented the hierarchical structure of the Explicit Corridor
Map. The ECM is composed of three levels: the vertex level, the edge level and the event points
level. In addition, the ECM has different topological and metric parts, when compared to the
Voronoi diagram. The topological part is composed of a graph structure, where the graph nodes
(ECM vertices) are equivalent to the medial axis vertices. Moreover, the ECM edges connect these
graph nodes together, see Section 3.6.1. The edges themselves are composed of ECM event points
which can be either 3rd -degree or 2nd -degree Voronoi vertices 7 or event points. At the metric level,
the structure is composed of the set of coordinates defining the positions of the nodes together with
the coordinates of the closest points on the defining sites.
The next task is to design f which will build our topology-based ECM. Before designing f we
will look into how the input set Θ(P ) is defined, and inspect the anatomy of the output set Ω(P ).
Recall from Section 3.4 where we discussed the steps of the algorithm. To summarize, the
graphics card algorithm takes the input scene, computes the medial axis, and uses this information
to obtain the Explicit Corridor Map. The same happens in the case of topology-oriented algorithm.
First, we compute the segment Voronoi diagram, and then we use this information to obtain the
Explicit Corridor Map. For computing the segment Voronoi diagram we use computational geometry libraries and in this thesis we assume it is already implemented in our algorithm. Here we
discuss only the algorithmic aspects of the last step, namely obtaining the ECM. Therefore, we will
discuss from now on the input, output and structure of this last step.
Before discussing the part of the algorithm we are interested in, we have to note the following
assumption on the geometric input of the scene. In the case of topology-oriented algorithms we
assume that all geometric elements consist of the minimum number of elements. For example a
square should be composed of four points and four sides. If this condition is not respected, then the
algorithm will generate elements which do not respect the original definition of the ECM structure.
More details on the matter are discussed in Section 4.2.2.
The input to our algorithm consists of the segment Voronoi diagram(svd) of the environment.
More specifically, Θ(P ) consists of a list of nodes and edges denoting the atomic elements of the svd.
In our case, the input structure contains enough information describing the relationship between
the different elements. Consequently, based on this information we can build a graph with this
relationships from which we can compute the ECM. The latter constitutes Ω(P ), review its structure
in Figure 10. It is important to note that we have to respect all the properties of the ECM, using
the given input. One property consists of finding event points on the edges of the medial axis
Section 3.6.1.
In previously designed algorithms, the ECM tracing step received a medial axis as input. The
medial axis was computed relative to input consisting of geometric primitives such as polygons,
points and segments. In Section 3.2 we say that the medial axis takes a different shape depending
on the type of input. The same applies to the svd algorithms, which accepts points and segments
as input and interprets all the input scenes as a set of points and segments. Consequently, the
resulting structure is quite different from the medial axis we are trying to obtain. The input will
7 There

are no higher-degree Voronoi vertices in either CGAL or VRONI.
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be littered with elements inside of polygons, and the extra voronoi edges generated by segments
and their endpoints. This adds a new task to our algorithm that consists of filtering extra Voronoi
elements from the structure.
4.2.1

Building the algorithm

Building the ECM from the available data previously presented roughly consists of two steps. First,
we have to sanitize the data, obtaining the medial axis of the environment. Note that in this case
the medial axis can have more than one connected component. Second, we have to explore our
graph and rebuild the hierarchical structure of the ECM.
These two fundamental steps can be further organized in a more specific list of tasks. The
following list represents the set of prerequisites our algorithm has to satisfy:
• construct a graph using the information residing in the vertices and edges of the input
• prune extra Voronoi elements not belonging to the desired medial axis
• find the event points of the Voronoi edges
• build the hierarchical structure of the ECM
• find all the connected components of the graph
The first item in our list is heavily dependent on the software package used. Fortunately, both
algorithms supply enough information to build the graph, and doing so is just a matter of accessing
the data in the right way. For completion, we will state this later in the chapter when we treat each
package in more detail.
Pruning the segment Voronoi diagram can be divided into two parts. First, remove the extra
edges defined by the segments and their endpoints. This is a trivial task, because we only need to
check whether the left and right obstacles are part of the same site.
Algorithm 1: Prunning extra segment Voronoi diagram edges obtain the medial axis.
input : Edge
output: A boolean stating whether an Edge should be pruned.
if ∃ s, s’ ∈ Sites(Edge)|s == point ∧ s’ == segment then
if s ∈ s’ then
return prune;
end
end
return don’t prune;

Second, we need to filter out the elements of the Voronoi diagram that end up either outside of
the scene or inside a polygon. The first part is trivial and it breaks down to comparing coordinates.
On the other hand, deciding whether a Voronoi element is inside a polygon can be quite expensive.
We have to check if a point is inside a polygon with p edges, and we can have m polygons in our
scene. A naive implementation would have complexity of O(pm) per graph node. This problem
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can be optimized by using a space partitioning algorithm such as the quad tree or kd-tree, thus,
reducing the query time for the closest obstacles to a O(p log m) complexity per graph node.
At this point we have sanitized the data obtaining the medial axis of the environment. Now we
can start computing the ECM from the flat graph supplied by the segment Voronoi diagram. This
implies creating the three levels: the vertex level, the edge level and the node level.
To obtain this hierarchy we have chosen to run a Breadth First Search (BFS)(see Algorithm 3)
algorithm on our flat structure. The classical BFS uses a priority queue containing all neighbors
of the current vertex. When the current vertex is left, it is marked as visited in order to avoid the
algorithm running in cycles. The algorithm guarantees that all vertices of the graph are visited
with a time complexity of O(n) for n vertices in the graph.
The BFS stands at the core of our conversion algorithm from the segment Voronoi diagram to
the ECM. This algorithm is run for each newly found connected component. Consequently, we only
need to find the Voronoi vertices that are inside the scene, qualify as medial axis vertices, and are
part of Cf ree .
In our case, the algorithm will start building the structure in a bottom-up fashion, starting with
finding event points, followed by constructing the ECM edges, and vertices. While exploring the
flat structure of the graph it will search for equivalences between the graph’s components and the
ECM structure.
The algorithm will start by searching for a graph vertex that is equivalent to a valid ECM
vertex. From this vertex, it will then explore all its incident edges discovering new ECM vertices
that are pushed in the priority queue.
The next step is to build the equivalent ECM edges. As we have seen before, these edges are
defined as a set of graph vertices8 connecting two ECM vertices. Therefore, we have to go down
the incident edge of the currently explored ECM vertex, adding all the graph vertices until we find
a new ECM vertex. Thus, we observe that an edge is composed of two ECM vertices delimiting
the start and end of the edge, and a set of event points. A sketch of the algorithm is presented in
Algorithm 2. The newly discovered ECM vertex is then pushed in the priority queue. The edge
through which the vertex has been discovered is marked as visited to avoid exploring it more than
once.
Algorithm 2: Building an ECM edge. From the start ECM vertex, the algorithm goes down
the incident edge until it finds another ECM vertex, denoting the end of the edge.
input : Starting vertex and edge
output: An ECM edge composed of nodes
edgeList ← vertex;
node ← NextNode(edge,vertex);
while ¬ M edialAxisV ertex(node) do
edgeList ← edgeList + node;
node ← NextNode(node);
end
newVertex ← vertex (node);
edgeList ←edgeList + newVertex;

8 These

graph vertices can be either event points or ECM vertices.
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Finally, the structure has to be annotated with the closest point information to complete the
information needed by the ECM. It is easy to find this information in the segment Voronoi diagrams
computed with topology-oriented algorithms. In the resulting data structure the defining sites for
each Voronoi vertex are stored. Thus, to compute the closest point information takes constant time.
4.2.2

Finding event points

An important aspect of the algorithm is finding the event points in our data structure. To review
the theory behind event points and their construction in the GPU algorithm revisit Section 3.6.2.
In Section 3.6.2, computes the normals nl and nr from the edge to the closest obstacle. Edges
are defined as a continuous function B[t] where 0 ≤ t ≤ 1, meaning that for each point on the
edge we have a normal. The event points are then defined where the normals either start or stop
changing, see Equation ?? and Figure 16a.
For example, Figure 16a we travel along the edge from left to right, and we look at the behavior
of the normals on the right side. Up until n1 the normals do not change because the edge is defined
by two segments. Between n1 and n2 the edge will be defined by a point and a segment, which
changes the type of edge from a straight line to a parabola. Finally, at vertex n2 the normals stop
changing, since the defining sites are two segments again. In this example the event points appear
at n1 and at n2 , where the defining sites change.
To show this for the topology-oriented algorithm we make a strong assumption on how the
input should look like. We assume that all sites will be defined with the minimum number of
geometric elements. For instance a rectangle should be defined by four segments and four points.
This will help us show that the Voronoi vertices resulting from the extra edges in the segment
Voronoi diagram are equivalent to the ECM event points.
Looking at Figure 16b we see the two extra edges intersect the edge in points p1 and p2 . Segment
Voronoi diagrams separate segments from their endpoints and, therefore, the two extra edges are
defined by a segment and its endpoint. This means for our main Voronoi edge, that before point
p1 it was defined by two segments. The defining sites change between p1 and p2 , where the edge
is defined by a segment and a point. These two Voronoi vertices are furthermore defined by three
sites, two segments and a point. Consequently, p1 and p2 delimit where the defining sites of the
edges change, meaning they are equivalent to event points.
This proof is helpful for our implementation, because it keeps it simple. The main drawback
is our strong assumption on the input, which, if violated, the equivalence between our computed
ECM and the theoretical one is voided. Although, there is no consequence on the structure of the
ECM, we do get more vertices pretending to be event points. The vertices will announce where the
geometry changes even though the type of the edge has not. We will discuss in a later section the
costs of solving that problem.
4.2.3

Complexity analysis

Revisiting the algorithm, now from a complexity analysis perspective, we enumerate its essential
operations. We need to filter edges, find different connected components, and run a BFS algorithm
on each component.
Filtering is composed of pruning extra edges and deciding whether an edge is inside or outside
the scene. Both can be computed in constant times. For pruning extra edges see Algorithm 1.
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Figure 16: Finding event points on the edges of the Explicit Corridor Map. (a) Using normals to detect
where event points occur [25]. (b) Using the extra edges on the segment Voronoi diagram to correctly detect
event point.

Deciding whether an edge is inside or outside translates to checking a pair of coordinates, yielding
constant time.
Deciding whether a point is inside a polygon can be done in linear time. Assuming a polygon
has p edges, it takes O(p) time to know if a point is inside. Assuming we have a scene with m
polygons, we have to check for the nearest neighbor. To do this we use a quad tree, making the
nearest neighbor O(log m) in the best case. Thus, deciding whether one point is inside an obstacle
takes O(p log m).
Suppose the underlying algorithm would generate n Voronoi vertices. Since the medial axis can
be composed of multiple connected components, we have to divide the svd into the correct components. This requires that we identify all the valid vertices supplied by the underlying algorithm. A
valid vertex is inside the scene satisfies the properties of a medial axis vertex, and is part of Cf ree .
Computing whether a vertex is inside a scene takes O(1), and computing whether a vertex is a
medial axis vertex takes O(1). Finally, determining whether a vertex n ∈ Cf ree costs O(p log m).
Fortunately, we have to run this test only once for each connected components, since we run
the BFS algorithm after we have found a valid vertex. The BFS will mark the vertex part of the
new connected component, reducing the number of checked vertices to the number of connected
components. On average, for k connected components and n vertices we have n/k vertices per
connected component. Consequently, BFS will execute in O(n/k) per component. Since we have k
components, BFS will run in O(n).
To summarize, filtering extra edges and elements outside the scene takes constant time. Deciding
whether a vertex is inside one polygon of a set of m is O(p log m), where p is the average number of
edges per polygon. Consequently, deciding whether a vertex is a valid seed node will be O(p log m).
Moreover, the BFS algorithm executes in O(n), but only k nodes go through the expensive
processing. In total we have O(kp log m) time complexity to convert segment Voronoi diagram to
the Explicit Corridor Map. The best algorithm for computing the Voronoi diagram claims to work
in O(m0 log m0 ) where m0 represents the number of sites in terms of segments and points. In total
we have a complexity of O(m0 log m0 + kp log m).
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Algorithm 3: Outline of the Breadth First Search algorithms as applied for computing the
Topology Explicit Corridor Map.
input : A segment Voronoi Diagram V D computed
output: An ExplicitCorridorM ap
startNode ← FindValidNode(V D);
InitializeStack(stack, startNode);
graph ← ∅;
while stack is not empty do
vertex ← PopStack(V D);
newECMVertex ← CreateECMVertex(vertex);
foreach edge e ∈ EdgesOf(vertex) do
if IsValidEdge(e) then
ecmEdge ← BuildECMEdge(e);
AddEdge(newECMVertex, ecmEdge);
PushStack(stack, GetEndVertex( ecmEdge));
end
end
graph ← graph + newECMVertex;
end

4.3

Extending algorithms to compute the Explicit Corridor Map

We have shown a theoretical overview of the topology-oriented algorithm to obtain an Explicit
Corridor Map. In the rest of the chapter we are going to discuss the practical implications for
implementing the conversion algorithm based on the underlying software package. Finally, we are
going to compare our resulting implementation with the theory.
4.3.1

VRONI

We will show that our theoretical topology-oriented algorithm can be implemented in practice using
the VRONI package. By respecting all the steps we have seen in Section 4.2.1 we will obtain a
valid Explicit Corridor Map of the environment. We will present how the algorithm has been implemented using the set of methods made available by the software package. Note that this algorithm
is closest to the theoretical one we devised here. We will discuss its complexity comparing it with
the theoretical results we have obtained. Most of the information about the library has been taken
from the VRONI documentation.
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Algorithm 4: Finding the next node in a V RON I graph. Since the graph is built with the
assumption that a vertex has maximum three defining sites, the function cycles in a counterclockwise manner through the incident edges of the V RON I vertex.
input : vroniNode, vroniEdge
output: the next node on the tracing incominEdge
outgoingEdge ← GetCCWEdge(vroniNode, incominEdge);
while ¬IsValidEdge(outgoingEdge) and outgoingEdge 6= incominEdge do
outgoingEdge ← GetCCWEdge(vroniNode, outgoingEdge);
end
if outgoingEdge == incominEdge then
return vroniNode
// a valid edge has not been found;
end
incominEdge ← outgoingEdge;
vroniNode ← GetSymmetricNode(outgoingEdge, vroniNode);
return node;

The main structures defined by the algorithm are pnt, seg, and arc for sites, and node, and
edge representing the Voronoi diagram elements. VRONI organizes these elements in vectors, being
easily accessible. Figure 17a depicts how these elements interact with each other. The software
package makes available a set of methods which connect all the different elements together. In this
thesis we focus on the ones important to our goal.
Building the graph is not necessary, since the software package offers a set of atomic methods
that help access the data structure as a graph. An important operation is traversing from one
vertex to another. VRONI supplies a method that cycles through the incident edges of a vertex in
either clockwise or counter clockwise fashion. Moreover, the package also supplies another method,
which will return the opposing vertex on the edge, given an edge and a vertex. By using these two
methods it is easy to explore the graph, see Algorithm 4.
Pruning extra elements, as we have seen previously, involves filtering extra Voronoi edges and
checking if an element is in the scene and whether it is part of Cf ree . This part is very similar to the
theoretical algorithm previously presented. Filtering extra Voronoi edges consists of comparing some
site ids, and checking whether an element is inside or outside the scene summarizes to comparing
point coordinates. Although theoretically we can use the quadtree, in our case we have built a more
naive implementation for proof of concept. Deciding whether a point is inside a polygon is done
using the algorithm defined in the ECM framework. Finding whether a point is inside or outside a
polygon takes O(p), where p is the number of edges of the polygon.
Building the hierarchy, we use the Breadth First Search algorithm starting at a valid medial axis
vertex. The hierarchy is built in a bottom-up fashion, first searching for the event points that make
up the edges, and finally promoting special vertices to ECM vertices. Although, theoretically it
would run in linear time, because of our naive implementation, the complexity becomes quadratic.
The algorithm can be improved, if we trace the ECM until the clearance of the newly discovered
vertices is zero. This means that we have reached the edge of an obstacle and there is no need to
keep exploring the graph.
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Figure 17: (a) VRONI data structure which is similar to a graph structure. The arrows show the direction
of the Voronoi edge. Notice that there are some extra vertices on the edges which are not Voronoi vertices.
Picture taken from VRONI’s documentation.(b) Exploring the incident edges of a graph in counter clockwise
fashion. Using this simple operation we verify the validity of vertices and check whether edges should be
pruned.

Finally, in order to find all the connected components of the ECM, we have to search for all
potential seed nodes. The ECM algorithm iterates through the node vector searching for a node
that satisfies the properties of a medial axis vertex. When we check the nodes, we verify that they
are defined by three distinct sites.

e1

e2

Figure 18: Two segments with one coincident point. The thicker lines represent the segments, and the
thinner lines represent the segment Voronoi bisectors. Voronoi edges e1 and e2 are extra. Therefore, we do
not have a medial axis vertex.

Note that there is no one to one correspondence between Voronoi vertices computed in the
segment Voronoi diagram and medial axis vertices we are trying to obtain. The best example is
when approaching a dead end at the nonconvex vertex of a site. The segment Voronoi diagram
algorithm puts a Voronoi vertex there, just like in Figure 14. It has three defining sites and three
incident Voronoi edges. On the other hand, this dead end vertex is not equivalent to a medial axis
vertex, because it is defined by two sites only, and delimits the end of the edge. In Figure 18 we
have two segments with a common endpoint. In the segment Voronoi diagram we have at least
one Voronoi vertex there. Because the two incident edges are generated by the same site from the
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Figure 19: Our assumption is that the pruned segment Voronoi diagram of the scene and the segment
Voronoi diagram of the polygon do not intersect. In practice this may not be true, because of intersecting polygons. In the figure the two obstacles with the Voronoi diagram traced inside the obstacles are
intersecting polygons, as opposed with the lower left obstacles, which are not intersecting.

medial axis perspective, this does not qualify as a medial axis vertex.
When presented with such cases, our algorithm closes up such an edge by promoting the last
encountered valid vertex to a ECM vertex. By valid vertex we mean the last vertex that has at
least one edge in Cf ree .
In complexity terms, the algorithm will run in O(nmp). The BFS will run in O(n), where n
is the number of nodes in the graph. Furthermore, computing if a point is inside a polygon takes
O(p) as we have seen before, and for m polygons we obtain O(pm). Since, out implementation is a
proof of concept, we haven’t implemented the quadtree optimization, yet.
4.3.2

Segment Delaunay Triangulation

Similar to the previous section, we will build the Explicit Corridor Map using the segment Delaunay triangulation solution. The algorithm takes a different approach on computing the segment
Voronoi diagram. This can be observed from the way it treats the input, to the design of its data
structures. Moreover, it has a very generic structure, allowing different number formats to work
with the algorithm. This makes it very attractive to our research, since we are able to see how
approaches such as exact arithmetic would work for our problem. To compute the Explicit Corridor
Map we have used both the paper of Karavelas [37] and the on-line documentation from the CGAL
library [5].
The conversion algorithm, in this case, works similar to the algorithm previously described. We
run a Breadth First Search on the graph and we search for segment Voronoi vertices equivalent
to medial axis vertices, which are outside all obstacles. From a practical point of view we also
implemented the optimization regarding edge filtering. While running the BFS algorithm, we stop
adding vertices to the ECM when we reach a dead end vertex. Because we stop at dead-end
vertices we do not need to check if vertices are inside a polygon anymore. We base our assumption
on how the structure looks like after we have pruned the extra edges. If the input polygons do not
overlap, we can observe that the medial axes are disjoint as we can see in Figure 19. Therefore, the
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connected components are naturally delimited. This assumption is too strong because in practice
we can have cases in which polygons overlap. Otherwise, the algorithm genuinely works as described
in Algorithm 39 .
This solution does not use the indexing techniques VRONI does which changes the way we test
for point incidence, since equality test results depend on what underlying number format we have
defined. The algorithm outputs a vector of Delaunay triangulation edges that seem to be unrelated
with each other. To obtain the Explicit Corridor Map, we first have to build the graph representing
our medial axis, followed by using the BFS algorithm to obtain the ECM specific elements.
In this case, to obtain the Explicit Corridor Map, our graph has to fulfill some prerequisites.
Besides the connectivity of the graph that we can leverage in order to explore the Voronoi diagram,
we want three things. First, the vertices should be easy to discriminate as being either3rd -degree or
2nd -degree vertices. Second, the defining sites of each vertex should be attached to speed up such
queries. Finally, the graph should already be pruned of extra Voronoi edges. By extra we refer to
edges that might be outside the scene or are generated by segments and their endpoints.
The algorithm works as follows. For each edge we determined its endpoints. If the endpoints
haven’t been used before, we create graph nodes and insert a graph edge between them. For each
node we keep the number of visits. The number of visits will help us discriminate if our node
qualifies as medial axis vertex. It is important to note that we only filter extra edges. We do not
decide whether an edge is inside or outside a polygon.
Discriminating whether a graph vertex is an ECM vertex becomes easy thanks to the already
computed graph. An ECM vertex can either have three incident edges, if it is somewhere in the
middle of the graph or it can have one incident edge if it is a dead-end vertex. In our algorithm
this comes naturally, since we keep track of how many times we find an already existent vertex. At
the end of the computation, the graph vertices that qualify as ECM vertices, will be visited either
three times or only once.

B
C

v2

v1

D
A

Figure 20: A segment Delaunay graph edge which is the correspondent of the voronoi edge. The two voronoi
vertices are defined using the surrounding sites in counter clockwise order. Hence, v1 is defined by sites
ABC and v2 is defined by sites BAD.

Karavelas organizes the Voronoi edges as we can see in Figure 20. By default we have a segment
Delaunay graph involving the input sites. The information on the Voronoi graph is not explicit, but
can be recomputed. For example the two vertices delimiting the edge in our figure can be computed
using their defining sites.
An important issue is avoiding comparing numeric values because of their precision and time
penalties. Comparing floating-point numbers can be very complicated, and doing exact compar9 If we were to implement proper edge filtering like in the previous section, the algorithm would fail many tests
because of excessive time consumption. The algorithm devised here is the best compromise to obtain the desired
result.

43

isons can be very expensive. For example, detecting whether two vertices of the graph are identical
would have many problems if we employed a naive implementation. Our solution is to verify using
topological properties, meaning we check whether they have the same defining sites. More specifically we used the topological properties of the structure to reduce expensive computation.
In terms of complexity, Karavelas states that computing the segment Voronoi diagram can
be done in O((n + m) log2 n) where n is the number of sites and m is the number of segment
intersections. Building the ECM graph takes O(k), where k is the number of Voronoi vertices.
Converting to the ECM format will take O(kp) in the worst case, were p is the number of polygons
in the scene. The reason is that for each connected components we search for a medial axis vertex
that is outside all the obstacles. Doing that means checking every polygon in the scene. Testing
whether a point is inside a polygon takes linear time relative to the polygon’s number of edges. If
q is the number average sides of a polygon, then to determine whether a point is inside a polygon
takes O(q). In total we would have O((n + m) log2 n + kpq). However, the complexity is also
dependent on the underlying number format. One can be certain that an exact operation will take
more time than a basic floating-point arithmetic one.
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5

Experiments and Results

In this section we evaluate our theoretical algorithm for computing topology-oriented Explicit Corridor Maps (ECM). Three implementations are evaluated, namely the graphics card ECM (gpu), the
VRONI ECM (vroni), and the CGAL ECM (cgal) solutions. Each solution has a different structure
depending on different parameters, which makes drawing a conclusion less straightforward. Before
comparing the three solutions we examine each one separately, looking at aspects such as precision
and robustness. Finally, we conclude with a comparison between the three solutions.
The experiments were run on a single machine consisting of Intel Core I7-2670QM CPU at 2.2
Ghz, 8 GB of RAM and a NVIDIA Quadro 550 M GPU, where we use only one core for execution.
The operating system used was Windows 7 64-bit, everything was built using cl compiler with
Visual Studio 2010 as a development environment. All solutions have been compiled on 32-bits
using the same optimization settings. For our comparisons we used the ECMGenerator version 4.0.

5.1

Overview

The quality of the computed ECM depends on different parameters for each ECM variant. For
example, the quality for gpu solutions are resolution dependent. Choose a low resolution and the
result can be of low quality or wrong, choose a too high resolution and a lot of computation time
and memory will be wasted on each execution. Moreover, it appears a higher resolution does not
necessarily imply correct results. We have found cases where the ECM is incorrect despite using a
high resolution. We ran tests for six different resolutions from which we chose the ones that had
good precision and solved the test cases in the shortest time. The same applies to cgal, where we
have many numerical types to pick from, each with its own tradeoffs. The only variant that has
no explicit parameters to handle is vroni, therefore, in its analysis we focus on the different aspects
discussed in Section 4.
The solutions are evaluated using a batch of test scenes. The scenes have a similar structure,
namely they take the shape of a square frame encompassing all the obstacles in the scenes, see
Figure 21. All the solutions are tested against the same scenes, which are completely loaded in
main memory and fed to the algorithms to avoid performance penalties. For the topology solutions,
the input is scaled to fit values between zero and one. Moreover both scenes are contained between
four points, to resemble vroni’s way of computing the Voronoi diagram. The test scenes have been
designed to explore all the branches of our algorithms and have been partitioned in classes of tests
accordingly.
From each particular analysis we promote the algorithm with preset parameters that obtains
the best quality results. As we have mentioned before, we measure quality in terms of precision
and robustness. We will briefly mention how these traits will be obtained.
The last challenge of this thesis is how to evaluate if the result produced by an ECM algorithm
is correct or not. Ideally in these cases a boolean function would be preferred for evaluating
algorithms giving a boolean answer. Unfortunately, this is not the case since the true Voronoi
diagram cannot be computed with the limited machine precision. Therefore, we can at most
define an evaluation function with values in the interval [0, 1). An important aspect is to look at
the parameters influencing our evaluation. We use the node count generated by each solution to
quickly evaluate if a result is correct or not. The downside is that we are evaluating really different
solutions. For example the gpu solutions generate considerably less vertices then the other two,
even though it generates a correct result. In addition, we look at the vertex precision [30] of the
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solution. On the other hand, some solutions do generate all the necessary vertices with very good
precision, but do not generate the edges between the nodes. To this end we append a brute force
visual check to each solution.
Measuring time and memory consumption is straightforward, the tests are run 10 times each
and the resulting times are averaged. Note, that in our experiment we prioritize precision over time
consumption, since the former has been the focus of this thesis.

Figure 21: All test scenes are composed of a square frame that contains the obstacles. This is the representation of a city, one of the big scenes.

5.2

Designing test scenes

The main criterion used to choose the scenes for these experiments was that every branch of the
algorithm should be tested. We used scenes from previous tests and padded this set with generated
scenes containing degenerate cases, random polygons and axis aligned obstacles. We ended up with
five categories namely degenerate cases, big, multiple connected components, random polygons
and axis aligned primitives. The scenes were generated using our own generator and the Random
Polygon Generator (RGP) kindly provided by Held [9]. The generator was developed under cygwin
[2] using gcc in order to incorporate the funfctionalities of the RPG application as well.
Degenerate cases (deg). This category treats two important degenerate cases, namely three
or more co-circular points and spikes. In the former case, both in the graphics card and topologyoriented algorithms generate a number of vertices connected by very short edges. The number of
vertices depends on the number of co-circular points, hence test cases contain between 4 and 512
such points. The latter type of scenes contains a set of segments with a coinciding endpoint at equal
angles. The behavior in this case is similar at least for the topology-oriented algorithms. These
scenes contain between 4 and 512 coincident segments.
Big scenes (big). In this category we have included all the previously used test cases, in order
to ensure a thorough regression test 10 . All the scenes in this category are of practical nature,
containing military sites, cities, citadels, and game levels. Some of the tests have small cracks that
10 Testing

new algorithms if they pass all the previously designed tests.
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might modify the contents of the resulting ECM. If one algorithm does not find these cracks we
don’t consider the algorithm as being incorrect, since the crack itself may not be walkable by an
agent.
Connected Components (mccmp). An important difference between the segment Voronoi
diagram and the medial axis is that the latter can have multiple connected components. For
instance, we take into account cases where two distinct components meet up in the same vertex
of a primitive, see Figure 35. This way we test whether our algorithm correctly determines the
connected components. Moreover, we take the big tests, which most of them consist of one connected
components, and invert them by tessellating the negative space, a method already used in the
ECMGenerator framework. These scenes consist of ripped geometry with many components. We
examine how many components the algorithm has found and how correct the ECM is computed.
Random(random). Inspired by Held’s work to test VRONI [29] we used the Random Polygon
Generator (rpg) [9] to obtain test scenes. The rpg has three levels that can be combined to obtain
a polygon. First level determines how the points are generated (on a unit circle or unit square).
Second level consists of the main method of generating the random polygon, for example you can
either choose a star shaped polygon using a quick algorithm or a more precise one. On the last
level, modifiers such as smoothing can be added.
We chose points both on circle and unit square, counting from 64 to 1024. We chose 2opt
and quick as generators. The former generates randomly shaped polygons, whereas the latter
generates star shaped polygons. Using the normal algorithm for generating star polygons was way
too expensive in terms of time and the difference was hardly noticeable. Finally, we used the smooth
modifier to obtain highly complex figures.
Axis Aligned Squares (aa). We chose this type of tests because they generate the simplest
type of medial axis, composed only of straight-line segments. Moreover, each four squares generating
a junction in the scene are co-circular, thus, testing the algorithm on degenerate cases. By using
these scenes we can highlight the time and memory aspects of the algorithm very well. We generate
scenes with squares between 16 and 512 per side, leading to a huge number of sites.
All the test scenes can be found in Appendix B.

5.3

Evaluating results

We compare algorithms in terms of precision, time, memory, and number of passed tests. We do a
visual check for each scene looking at the overall layout of the ECM. We look for incorrect Voronoi
edges, missed connected components, and missing vertices.
Time and Memory. To measure time we used QueryPerformanceCounter and QueryPerformanceFrequency functions, as specified on Microsoft’s Developers Network (MSDN) [6]. We are
interested in measuring how much time it takes to compute the ECM. Consequently, we ignore
reading or writing operations. To measure memory consumption we used GetProcessMemoryInfo
function. We choose as a parameter the maximum amount of referenced memory by the application
during execution. We use the peak working set 11 from the structure returned by the function. In
both time and memory cases, we average results per category of scenes.
Precision. To measure the precision for each algorithm, we took inspiration from Held’s [31]
work. In his comparative study, Held analyzes the precision of both CGAL’s segment Delaunay
11 As specified on MSDN [6], the working set represents a collection of pages in the virtual address space that have
been recently referenced.
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Figure 22: Number of tests completed by each variant. In total there are 60 tests divided in five categories.

triangulation and VRONI’s segment Voronoi diagram. Here we will summarize his approach to
measuring precision.
For each vertex, Held computes the maximum and minimum squared distance. Then the ratio
of the minimum and maximum is taken. If the ratio is different from one then the Voronoi vertex
is not equidistant relative to all its sites. The more the ratio is different from one, the more the
Voronoi vertex is skewed from its correct position. For each algorithm all ratios different from one
are sorted in ascending order and the square roots of these ratios are subtracted from one. Because
of the big number of vertices we take groups of 100 values and we average them. As a rule of thumb,
when analyzing the graphs, the lower the set of plotted points go, the better the precision is, see
Figure 34.
To obtain coherent data we had to serialize the results provided by each algorithm. All the
vertices and event points in the ECM graph were written to a file together with the data of their
defining sites. The data structure was serialized in a binary format using the boost library[1]12 .
With the data dumped from each variant we analyze the equidistance of each vertex or event
point. To avoid numerical errors we use the GNU Multiple Precision Library [4], namely mpq_t
for rational values and mpf_t for floating-point computation.
In his paper, Held[31] compares two algorithms that treated degenerate cases in the same way,
meaning both methods finish the same number of tests. In our case, some of the variants may fail
a number of tests, therefore, we measure precision for a common subset of successfully computed
scenes by all algorithms.

5.4

VRONI

VRONI has been thoroughly tested by Held [29][30] proving that the algorithm is fit for computing
segment Voronoi diagrams. Moreover, we were inspired by Held’s work and included some of his
12 Saving

in binary format avoids of extra rounding errors and has low storage space.
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test cases in our experiments. Here we will focus on the Explicit Corridor Map generation, checking
aspects such as filtering extra edge, building the ECM graph and finding all connected components.
To check the connected component aspect we have designed some extra scenes composed of many
disjoint free spaces. We include some degenerate cases where two connected components end up in
the same vertex of an obstacle as well. Even though the components end up in the same place, the
algorithm should classify them as two distinct parts of the graph, see Figure 23.
The vroni implementation proves to be robust. The results were visually checked for any inconsistencies and we also did a precision test, yielding low errors with a mean of order 10−15 . More
information about each category of input can be found in Table 1. The only inconsistency found
has to do with the assumption in Section 4.2.2. We have included tests that do not respect our
assumption to show that vroni will produce extra false event points. While these points do not have
a direct impact on path planning, if a scene is composed of many primitives such as in Figure 24, the
resulting Explicit Corridor Map will have a large number of superfluous event points. In successive
versions this issue has been solved.
An interesting case is that of the axis aligned squares (aa). We designed these scenes because
they generated the simplest Voronoi diagram, consisting only of straight line segments. Moreover,
tuples of four squares forming a junction generate the same Voronoi vertex, testing how the algorithm reacts to this type of cases. Vroni performs very well in this case as it did not generate any
errors for all the scenes in this category.

(a)

(b)

Figure 23: Two tests for multiple connected components. (a) Two triangles incident in the same vertex
forming two separate ECMs. (b) Sixteen squares forming sixteen different ECMs.

In Figure 32, we see that vroni performs well since 80% of the data tests score below 600ms.
The only case where vroni is a lot slower than any other category is on the axis aligned category.
The main reason for this has to do with the current implementation of the edge filtering. Recall
from Section 4 that in our algorithm we developed a brute-force approach to checking whether a
point is inside a polygon. Doing a rough numerical estimation of checks for the aa512 scene which
contains 512 ∗ 512 squares we obtain approximately 512 ∗ 512 ∗ 2 ∗ 106 , where the last term represents
the number of nodes in the scene. Though the tendency will be similar, we propose an optimization
in the previous section regarding the brute-force edge filtering.
In the peak cases, such as huge_7 and ihuge_713 , this factor can take a large quota of the total
13 inverted

huge_7.
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(b)

(a)

Figure 24: Comparison between vroni(a) and gpu(b). Vroni generates more event points because the
obstacle is composed of many primitives. A more theoretically coherent result is obtained using the gpu
variant.

time. Moreover, since the scenes are pretty large, there are higher chances for VRONI to find a
degenerate case and restart the algorithm. For instance, in the previously mentioned scenes, the
algorithm is restarted five times.
Overall, our tests indicate the same average imprecision as Held[31] obtained in his paper. We
conclude that vroni is robust, presenting the best precision given our tests.
Category

Voronoi vertex count

Imprecision
count

Axis Aligned Squares
Big
Connected Components
Degenerate Cases
Random Generated Polygons
All Tests

3476342
77437
138483
9814
38768
3740910

0
29596
53175
8135
29485
120436

Average imprecision per
category
0
3.51 ∗ 10−13
3.06 ∗ 10−12
2.93 ∗ 10−14
1.38 ∗ 10−14
1.44 ∗ 10−12

Standard
deviation of
imprecision
0
2.042 ∗ 10−15
1.32 ∗ 10−14
3.24 ∗ 10−16
8.09 ∗ 10−17
4.16 ∗ 10−15

Table 1: vroni precision test

5.5

CGAL

Evaluating CGAL consisted of running tests on two variants, depending on the number format used.
Because of its flexible structure, one can build algorithms using many different numeric formats.
In this thesis we tested the solution with the double and exact number formats.
We chose the double number format because of its similarity to the VRONI implementation in
terms of precision, since VRONI uses floating-point arithmetic as well. The exact number format
is excellent for evaluating geometric predicates because it guarantees correct result. On the other
hand, the algorithm cannot be assumed to be working in a real RAM environment where numerical
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computations take O(1). The mpfloat [3] numeric format stands for multiple precision floatingpoint, consisting of a numeric format with dynamic mantissa and exponents designed to fit the
user’s needs. We tested this format but it is too slow for our application and it does not add to
solving precision issues. Finally, gmpq is a format provided by gmp library [4]. It is a format that
uses rationals to eliminate precision issues. This translates to good precision, but for the numbers to
have any sense in our application, they still need to be translated to floating-point number format,
which inherently leads to rounding errors.

Figure 25: cgal issues. If we look in the upper left corner of the scene, we can see that the upper obstacle
is completely ignored. The ECM is traced through the upper obstacle as if it wasn’t here.

Some of the tests took a considerable amount of time to finish. Since the results to those cases
have been already found a lot faster by other methods, we considers those cases as not passed.
Looking at the double variant of CGAL we see many cases that have not been passed, either
because of a crash or because of incorrect results. Half of the tests in the big category were failed
and the only three tests from the aa category have been passed. For some cases even if it does not
crash, it either traces the segment Voronoi diagram through obstacles or generates the wrong type
of curve. This variant outperforms the exact variant from a time and memory perspective. This is
not a surprising result, since double computations take O(1) on modern machines.
An unexpected result is that double outperforms exact in terms of precision as well, see Figure 34.
The exact variant fails for more than half big tests and passes no aa test. Furthermore, it takes
a lot more time to finish a trivial test than any other variant, be it a cgal, gpu or vroni. Because
of the failed scenes in the test cases we will have to reduce the number of scenes included in the
precision test to a common subset of successfully computed scenes.
A behavior that can be seen in both the double and exact variants is that the ECM is rendered
in through obstacles. This is a bug from the CGAL library code side, where the algorithm checks if
it ended up in some corner of a obstacle and should stop tracing the medial axis. Although it is not
serious, trying to alleviate it by properly filtering those edges out increases the time consumption
considerably making the algorithms not runnable at all. In this case it is better to use the double
solution, since it is more robust and gives better precision. Moreover, the algorithm quietly rejects
some parts of the input, as we can see in Figure 25.
Although CGAL claims to use a exact paradigm, still it exhibits a similar behavior with the
vroni variant. Consequently, Figure 24 applies to cgal as well. In Figure 34 we see that the double
format is more precise than the exact format. In conclusion, it seems that using exact computation
is not enough to obtain a robust algorithm.
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Figure 26: Number of nodes discovered by each variant gpu.

5.6

Graphics card solution

In the case of the graphics card (gpu) solution we took a closer look at how the resolution parameter
affects many aspects of the algorithm. As a rule of thumb, the higher the resolution, the more precise
the result will be. As a trade-off, higher resolutions will consume more time and space.
To highlight the resolution-time-space dependency, we ran the algorithm six times with increasing resolutions. The solutions where tested at 500 ∗ 500 (gpu500 ), 1000 ∗ 1000 (gpu1k), 5000 ∗ 5000
(gpu5k), 10000 ∗ 10000 (gpu10k), 20000 ∗ 20000 (gpu20k), and 30000 ∗ 30000 (gpu30k). Lower resolutions will most probably return incorrect results, but we are not concerned with the quality of
the result for the purpose of testing time and memory consumption.
Time and memory are dependent on both the scene complexity and resolution. To show
time/memory resolution dependencies, we again use the aa scenes, taking the mean of both time
and memory over each resolution. Moreover, we highlight the dependency on scene complexity by
running the algorithm ten times and taking the mean.
The time-resolution dependency is evident in Figure 27. The higher the resolution the more
time will be wasted on traversing the framebuffer. The same tendency can be found in the memoryresolution dependency. It is evident that doubling the resolution of the framebuffer will increase
memory consumption.
The gpu solutions perform well in terms of robustness. On all resolutions it finishes most of
the cases even though it may not output complete results 14 . The only case that crashed was the
ihuge_7 scene. At first we thought that the number of connected components exceeds the short
number type. We recompiled the solution with a long long instead and still the algorithm fails on
the same scene.
To highlight the gpu’s precision dependency on framebuffer size, we run the algorithm for differ14 In some cases the edges are not properly traced, although the Voronoi vertices are correctly computed. This
usually happens at low resolutions.
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Figure 27: Time and memory for the aa category for different resolutions of the gpu variant.

ent resolutions. Since precision is an important issue for our project, we include only the resolutions
that obtain the best results. Initially, we do a coarse filtering of gpu variants by checking if they
do find most of the ECM vertices and event points. We further do a visual check to see if the
medial axis is not intersecting the input sites other than in non-convex corners. Finally, we check
the precision of the results as presented in Section 5.3.
In the coarse filtering, we found that gpu5000 gpu500 and gpu1k variants fail the axis aligned
squares test. They do not find enough points to build the medial axis. On the other hand, the
top three resolutions have better results. For categories, such as deg, aa, big and random scenes,
the methods work correctly. Due to high but limited precision of the method, we find two effects
in degenerate cases. The first effect is the weaving effect of the bisectors, where bisectors weave,
creating Voronoi vertices. The second effect consists of flowers formed in points where more than
three segments meet. These effects decrease the precision of the data structure.

(a)

(b)

(c)

Figure 28: The weaving effect in the gpu30k solution. (a) degpoints32 scene. (b) degpoints256 scene. (c)
The weaving of two bisectors in degpoints256 scene.

The weaving effect happens in the degenerate case of more than three points on the same circle.
This case is usually solved by putting two vertices with a very short edge between them simulating
the vertex. In Figure 28a we see this effect for gpu30k where vertices are generated on the bisectors.
The weaving becomes more evident if we increase the number of points Figure 28b. In this case
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the weaving is preponderant at the center of our circle of points, but it can also happen between
close enough bisectors like in Figure 28c.

(a)

(b)

(c)

Figure 29: The Flower effect in the gpu30k solution. (a) degsegments32 scene. (b) degsegments256 scene.
(c) degsegments256 scene computed with vroni.

The flower effect appears in a similar case where more than three segments end up in the same
points. Because the Voronoi edges cannot touch the center point due to resolution limitations,
a flower of unmapped space will be formed around the center like in Figure 29a. Increasing the
amount of segments will grow the distance to the center, see Figure 29b. These effects become more
evident with decreasing resolution.

(a)

(b)

Figure 30: (a) ihuge_10 scene computed with gpu30k. (b) ihuge_10 scene computed with vroni.

Issues appear when gpu is confronted with the connected component scenes, especially the
geometrically inverted scenes. The medial axis edges have a very noisy behavior in these types of
environments, such as in Figure 30a 31b 31a. Moreover incorrect medial axis parts are computed
for some components such as in Figure 31a, where one can see either a wrong result or no result at
all.
The gpu10k, gpu20k, gpu30k variants pass most of the coarse filtering rounds. Moreover, when
testing nodes, we observe that all three methods have close precisions, on the collection of tests we
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(a)

(b)

(c)

Figure 31: (a) ihuge_2 scene computed with gpu30k zoomed in. (b) sames scene as before zoomed out. (c)
scene computed with vroni.

have designed. Because gpu10k performs better than the other two methods in terms of memory
and time, we choose it as our final candidate for comparison.
We also studied the number of vertices generated by each method, see Figure 26. The first
two variants can be distinguished easily with the lowest count of vertices per category, followed by
gpu5k which has lower values but close to the upper three variants. On the other hand, for the
top three variants we didn’t find a pattern. For example, the gpu10k variant finds more vertices on
some categories than the other two variants.
Test case
ihuge_7
aa256
degpoints256
ihuge_2
ihuge_5
ihuge_10

Details
Crashes on the insertion of primitives. It seems the number of
primitives exceeds the data array size.
Only half of the Medial Axis is rendered.
Some bisectors interweave.
Some bisectors are incorrect.
Some bisector go through obstacle.
Some bisectors are not rendered correctly.
Table 2: List of issues for the gpu10k.

5.7

Comparing the three solutions

We finally compare the three variants of the algorithm. The only two variants that complete all of
the categories are gpu and vroni, whereas the cgal variants all finish only three of six categories.
For the scenes we have selected it is difficult to tell which solution is faster. If we look at vroni
we see that a large number of test cases are faster than any of the methods. Moreover, 80% of the
test cases finish under 600 ms, whereas gpu10k starts at values over 2000ms. Unfortunately, for a
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Resolution
500
1k
5k
10k
20k
30k

Mean
2615
6650
82187
268045
942296
2028668

Time [ms]
Standard deviation
4331
10583
128009
419200
1468215
3159486

Memory [bytes]
Mean
Standard deviation
276712
365726
273013.6
363373
337134.4
331891
536938.4
430786
1169274.4
477381
2198139.2
527626

Table 3: Axis aligned scenes with increasing complexity for gpu solution.

Category

Nodes

Errors

Axis Aligned Squares
Big
Connected Components
Degenerate Cases
Random Generated Polygons
All Tests

1350957
68100
24599
35500
37468
1516693

1349910
66225
24278
35470
36273
1512220

Average
error
3.30 ∗ 10−1
2.99 ∗ 10−1
5.25 ∗ 10−1
1.78 ∗ 10−2
2.26 ∗ 10−1
3.23 ∗ 10−1

Standard deviation
2.85 ∗ 10−4
1.11 ∗ 10−3
3.37 ∗ 10−3
9.48 ∗ 10−5
1.18 ∗ 10−3
2.63 ∗ 10−4

Table 4: gpu10k precision test

small number of tests vroni takes a long time due to restarts and the scene complexity. To solve
this problem a larger number of scenes with different sizes should be tested in order to properly
show which method is faster. Vroni’s performance is strictly dependent on whether the input data
forces it to restart. The cases that put vroni in a disadvantage are the aa scenes, which are at the
top of the chart in terms of time, and the multiple connected component scenes consisting of the
inverted big scenes. For the rest of the categories, vroni is faster than the top three resolutions of
gpu. We co-plotted vroni in both the time and memory figures, see Figure 33. The same issues
stand for analyzing memory. For comparing two different algorithms the number of test cases was
not enough to get a proper conclusion. We leave these issues for future work.
When discussing precision, vroni seems to be the best solution so far. Looking at the average
error and standard deviation in Tables 1 and 4 we clearly see a huge difference of a few orders of
magnitude. Furthermore, when measuring precision we ignore vertices that have no error, meaning,
the fewer error values, the better the precision is15 . Comparing the data produced by the two
algorithms we see that, although vroni produces more vertices than gpu, it generates fewer error
values.
In Figure 34 we plotted the averaged error values of the top three gpu resolutions together with
vroni. The data supplied by the three variants of gpu are close together, while vroni is detached
from the rest with very low error values. The t-test results with the rejection of the null-hypothesis
when using an α-value of 0.052tail . On the other hand, we did a t-test on the gpu data of the three
resolution, and concluded with retaining the null-hypothesis for α = 0.052tail .
Looking at extreme cases, such as the inverted scenes and the degenerate cases, we see an overall
15 Assuming

the algorithm is robust and passes all tests.

56

Average time usage
109

vroni

gpu30k

Average memory usage

gpu20k

109

gpu10k
Time [bytes] in logarithmic scale

Time [ms] in logarithmic scale

108
107
106
5

10

4

10

103
102
1

10

vroni

gpu30k

gpu20k

gpu10k

108
107
106
105
104
103
102
101
100

100
aa

big

deg

random

ccmp

aa

big

Scene Categories

deg

random

ccmp

Scene categories

Figure 32: Average time and memory per each resolution for gpu. We co-plotted vroni for reference
Average time usage including double and exact variants
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Figure 33: In order to include cgal we show the plot with all test scenes.

better performance from vroni. In the case of the inverted scenes we see that vroni does compute
the medial axis correctly. In the degenerate point case we still exhibit some errors with the center
point, but it does not degenerate into the weaving effect of Voronoi edges. Furthermore, in the
degenerate segments case no flower appears as it can be seen in Figure 29.
For completion we also included the cgal variants double and exact. All solutions were plotted
with values for each test scene, since cgal does not finish for all of them.
Finally, we also co-plotted all variants on the precision graph. We chose a subset of scenes
which are completed by all variants. In Figure 34, we see that vroni still has the lead in terms
of precision, followed by double exact, and gpu. It is evident that vroni gives the best precision,
followed by double, exact and gpu.
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Figure 34: Precision measurements. In the first figure we have precision measurements measure considering
all test cases, for which only gpu10k, gpu20k, gpu30k and vroni are plotted. In the second figure we plotted
all variants including exact and double.

5.8

Conclusion

In conclusion, we find the vroni variant to be the best solution for computing Explicit Corridor
Maps. The algorithm proves to be robust since it passes all tests, offering low precision errors. The
downsides of this variant is that it does not completely fulfill the ECM definition as explained in
Section 5.4. In this aspect it can be further optimized using quadtrees to improve obstacle queries,
Section 4.2.2 or by using the built in weighted medial axis (WMAT) function of VRONI.
The gpu solution performs well solving most of the tests. Testing over many resolution values we
have found that the best results are obtained at a resolution of 10000 ∗ 10000 pixels. Unfortunately,
it is not as precise or robust as vroni. In terms of robustness it crashes when computing ihuge_7
and for the rest of the test cases it produces far more error values a few orders of magnitude larger
than vroni.
Finally, cgal performs the worst from all the variants. It is the least robust algorithm, presenting
an unstable behavior for many test scenes. Unfortunately, employing an exact numeric format does
not solve precision issues. Moreover, employing such a number format can considerably slow the
computation. The double variant performed better than exact on all aspects, computing most of
the test cases.
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6

Discussion and Future Work

We have shown that it is possible to compute the ECM using topology-oriented algorithms. We
have implemented two variants using two different libraries, namely VRONI and CGAL. The former
is based completely on floating-point arithmetic and on the topological properties of the Voronoi
diagram, while the latter uses exact computation methods to obtain the same structure. Although
our variants prove to be more precise than the graphics card algorithm, still we find room for
improvements and future work.

6.1

Extending to the multilayer solution

Van Toll et al. [54] develop a theoretical framework on how to build a multilayer Explicit Corridor
Map.
To compute such a structure, van Toll et al. define a new type of obstacles called transfers that
connect the layers together. To summarize, for a given set of layers, the algorithm computes the
ECM for each of the layers separately. At this point the transfers are considered normal obstacles.
The next step is to open up the transfers and stitch the ECMs of each layer together. To this end,
van Toll et al. state that there is a well defined influence zone for each transfer containing a subset
of obstacles on each incident layer. The set of such obstacles forms the transfer scene where the
algorithm computes the missing piece of the ECM used to connect the two layers. The final step is
to connect the layers together by stitching the three ECMs together.
The current implementation of the algorithm has been implemented using the gpu version of
the Explicit Corridor Map. Due to the precision issues discussed in this thesis, the practical
implementation encounters robustness issues. The main issue consists of intersection points of
the ECM skewed in different positions on the plane. This causes the algorithm fail finding its
connection point leaving the two layers unconnected. We believe that a topology-oriented algorithm
would solve this type of problem, since it is not dependent on the graphics card.

6.2

Improving the topology-oriented Explicit Corridor Map

Although VRONI is the most robust solution we have tested, there are still aspects of the implementation that can be improved. Our implementation is a proof of concept, and consists of steps
such as edge filtering as we have seen in Section 4. In the current algorithm we use a brute-force
approach which represents a consistent part of the time spent computing the ECM. In order to
reduce it we propose an optimization, using quad trees to improve the edge filtering.
Another interesting improvement would be VRONI’s weighted medial axis transformation (WMAT)
which computes the medial axis of a polygon with holes. This would be ideal for our problem, since
it rules out filtering edges on our part of the algorithm. It would be interesting to see how this
variant of the algorithm compares with the optimized version of the solution discussed in this thesis.
One side effect specified in the VRONI documentation is that this variant consumes more memory
than the standard algorithm.
Voronoi diagram of circular arcs. Currently, all ECM algorithms accept points and segments
as input. If the environment contains curves, these will be partitioned in a set of segments and points
that best represent the curve itself. This will result in a very complex Explicit Corridor Map around
these curves, wasting memory. Held and Hubert [30] introduce a topology-oriented incremental
computation of Voronoi diagrams of circular arcs and straight-line segments. Introducing circular
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arcs as a primitive in Explicit Corridor Maps will improve the meaningful information to storage
space ratio.
Filter out extra event points. The theory on topology-oriented Explicit Corridor Map is
built using the assumption that input geometry is composed of the minimum number of primitives
as we have stated in Section 4.2.2. This assumption is needed to obtain a genuine Explicit Corridor
Map, as defined in [25]. Otherwise, the algorithm will generate extra event points that do not
correspond with the theory. A naive solution would be to check the collinearity of three event
points. If they prove to be collinear, the event point in the middle should be erased, since there
is no change in the type of curve. This has to be implemented carefully since using standard
floating-point arithmetic can result in issues similar to the one discussed in Section 3.8. An exact
implementation such as CGAL may be more appropriate in this case. Another solution would be to
treat the problem with a combinatorial approach. Each event point has a set of tags denoting the
type of obstacle is situated to the left and to the right of the point. Based on these tags, the ECM
algorithm determines whether the edge between two event points is a parabola or a segment. These
tags could be used to filter out extra event points at a lower computation cost than a straightforward
implementation.
Parallelizing the algorithm. In order to further speed up the process, the algorithm should
be parallelized. In this thesis we present random incremental algorithms. This means that we insert
the sites one by one and we obtain a correct Voronoi diagram after each insertion. Clearly this
algorithm is not a great candidate for parallelization.
On the other hand, a promising approach would be using the divide et impera algorithm developed by Halperin and Setter [28]. The algorithm uses the envelopes of bivariate functions and has
been used for computing Voronoi diagrams in the plane and on a sphere. It divides the set of sites
into two subsets, computes the Voronoi diagram for each one and then obtains the final Voronoi
diagram by merging the results of the two subsets. The divide et impera algorithms seems to be a
far better candidate for parallelizing, since the two subsets can be computed independently.
A concurrent thesis projects aims to produce a fully parallelized solution of the ECM. Its aim
is to transfer the actual tracing of the ECM from the CPU to the graphics card. Two main side
effects are expected: improved execution times and precision. Depending on the amount of speedup
obtained by the algorithm, we expect a faster computation of the data-structure. Moreover, the
algorithm can use multiple tiles to handle huge environments, tracing the ECM for each tile and
stitching the results.
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A

Implementation details of the topology-oriented Explicit
Corridor Map

The graphics card algorithm has three steps. First, the input scene is read and preprocessed. Second, the medial axis is traced, and, finally, by using the medial axis, the Explicit Corridor Map
(ECM) structure is obtained. To fit the two topology-oriented algorithms we use the same pipeline.
In summary the scene files are read and preprocessed, followed by building the medial axis16 , and,
finally, processing the graph to obtain the Explicit Corridor Map structure.
We separate our code from the rest of the framework by defining the eECM namespace,
which stands for exact Explicit Corridor Map. Most of our ECM handling functions are defined
within this namespace. For example, in the methods that take care of the input are defined
under the eECM::DataProcessing namespace, and geometry related methods are defined under
eECM::predicates namespace.
Processing input. We developed our own input processing for two main reasons. First, we
experiment with different number formats and we needed a flexible structure that can read input
data with our custom number formats. Second, we wanted to separate input processing for each
of algorithm, to facilitate our experiments. We, therefore, encapsulate the first module in the
eECM::DataProcessing namespace. Here we include functions for reading and writing pri files, and
a structure for storing the primitives used as input called RawData. The RawData class stores
a vector of points and a variable indicating the type of primitive. We use this class to feed the
primitives to the algorithms. In this way we obtain the same input processing routine for both
algorithms, satisfying our experiment prerequisites, see Section 5 for details.
Segment Delaunay Triangulation. The Segment Delaunay Triangulation algorithm is part
of a larger software package called Computational Geometry Algorithms Library (CGAL). The
library provides numerous algorithms and data structures such as convex hull algorithms, boolean
operations on polygons and polyhedra, arrangements of curves, triangulations and Delaunay triangulations, Voronoi diagrams, mesh generation and more [5]. To cope with robustness issues, the
library relies on the exact paradigm, which guarantees that the result of a computation is precise.
CGAL relies on generic programming in which concrete algorithms are gradually lifted over required types. The latter are described in terms of polymorphic abstract types. This means that
the algorithm can be instantiated using different types, specified as parameters of the algorithm.
To this end, our implementation was focused on including as many types as possible. We
designed the algorithm such that switching between number types consists of defining a macro in
the compiler parameters. Currently our program supports double, exact, rational [4] and multiple
precision floating-point number formats [3].
As opposed to the graphics card algorithm, the CGAL variant does not respect the pipeline
entirely. The structure presented by the algorithm represents a vector of Delaunay edges with
no implicit mechanism of exploring the graph itself. Therefore, by using explicit information, our
algorithm builds the graph itself, thus, obtaining all the Voronoi vertices together with the edges
connecting them. Finally, the algorithm traverses the graph to obtain the final ECM structure.
Methods and structures used to obtain the Voronoi graph are defined in the eECM::predicates
16

This translates to computing the segment Voronoi diagram, and pruning the extra edges
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namespace. The resulting structure is then processed in the CMMGraph class, where we overload
the convertGraph method. Moreover, we add functions for defining atomic ECM elements such as
ECM vertices, edges and event points.
VRONI. VRONI was designed according to the floating-point arithmetic paradigm. As we have
seen in Section 4, Held uses Sugihara’s and Iri’s topology-oriented approach to implement a robust
algorithm. VRONI was completely written in ANSI C using standard floating-point arithmetic.
All methods based on the VRONI library have been included in the VRONI namespace. Here
we included functions that explore the Voronoi diagram and the set of methods that provide a
translation from the segment Voronoi diagram to the ECM. We implement structures such as the
stack used for the Breadth First Search algorithm. For ease of use we designed a class VRONIManager, containing the minimum number of methods to compute and save the topology-oriented
ECM.
As opposed to the CGAL variant, Held builds his structure as a graph making it easy to navigate it. Therefore, the final step of obtaining the Explicit Corridor Map consists of overloading
functions from the CMMGraph class. The conversion process is similar to the CGAL variant. We
define functions that build atomic ECM elements and overload the convertGraph function, which
builds the ECM.
To conclude, we have shown how the two new variants differ from the graphics card algorithm
by highlighting the differences in the algorithm’s steps. Details on how to use and further extend
the two variants can be found in the projects documentation.
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B

Test scenes

Figure 35: From left to right, aa16, degpoints32, degpoints512, degsegments32, degsegments512, mccmp_1,
mccmp_2, mccmp_3, ihuge_5.
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Figure 36: From left to right ihuge_6, ihuge_1, ihuge_2, random1024_2opt, random1024_quick, random128_2opt, random128_quick, random256_2opt.
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Figure 37: From left to right random256_2opt, random256_quick, random512_opt, random512_quick,
random64_quick, random64_2opt, random64_2opt_smooth, big_1, big_2.

65

66

Figure 38: From left to right huge_1, huge_2, huge_3, huge_4, huge_5, huge_6, huge_7, huge_8, onframe_1.

References
[1] Boost C++ Libraries, 2013. www.boost.org.
[2] Cygwin. A collection of tools which provide a linux look and feel environment for Windows.,
2013. www.cygwin.com.
[3] GNU MPFR Library, 2013. http://www.mpfr.org/.
[4] GNU Multiple Precision Library, 2013. http://gmplib.org/.
[5] Cgal, Computational Geometry Algorithms Library, 2013. http://www.cgal.org.
[6] The Microsoft Developer Network., 2013. http://msdn.microsoft.com/.
[7] Wikipedia: A* search algorithm, 2013. http://en.wikipedia.org/wiki/A*_search_algorithm.
[8] O. Aichholzer, F. Aurenhammer, D. Alberts, and B. Gärtner. A novel type of skeleton for
polygons. J. Universal Comput. Sci., 1(12):752–761, 1995.
[9] T. Auer and M. Held. Heuristics for the generation of random polygons. In Proc. 8th Canad.
Conf. Computat. Geometry, 1996.
[10] F. Aurenhammer and R. Klein. Voronoi diagrams. In Handbook of Computational Geometry,
pages 201–290. Elsevier Science Publishers B.V. North-Holland, 1999.
[11] F. Avnaim, J.-D. Boissonnat, O. Devillers, F. P. Preparata, and M. Yvinec. Evaluation of a new
method to compute signs of determinants. In Proceedings of the eleventh annual symposium
on Computational geometry, SCG ’95, pages 416–417, New York, NY, USA, 1995. ACM.
[12] M. O. Benouamer, P. Jaillon, D. Michelucci, and J m. Moreau. A "lazy" solution to imprecision in computational geometry. In In Proceedings of the 5th Canadian Conference on
Computational Geometry, pages 73–78, 1993.
[13] J. L. Bentley and T. A. Ottmann. Algorithms for reporting and counting geometric intersections. IEEE Transactions on Computers, C-28(9):643 –647, 1979.
[14] H. Blum. A transformation for extracting new descriptors of shape. In Symp. Models for
Preception of Speech and Visual Forms, pages 362–380. MIT Press, 1967.
[15] C. Burnikel. Exact computation of voronoi diagrams and line segment intersections. 1996.
[16] C. Burnikel, R. Fleischer, K. Mehlhorn, and S. Schirra. Efficient exact geometric computation
made easy, 1999.
[17] K. L. Clarkson and P. W. Shor. Applications of random sampling in computational geometry,
ii. Discrete & Computational Geometry, 4:387–421, 1989.
[18] M. de Berg, M. van Kreveld, M. Overmars, and O. Schwarzkopf. Computational Geometry:
Algorithms and Applications. Springer-Verlag, second edition, 2000.
[19] R. Descartes. Principia philosophiae. Ludovicum Elzevirium, Amsterdam, 1644.

67

[20] E. W. Dijkstra. A note on two problems in connexion with graphs. Numerische Mathematik,
1:269–271, 1959.
[21] H. Edelsbrunner and E. P. Mücke. Simulation of simplicity: a technique to cope with degenerate
cases in geometric algorithms. ACM Trans. Graph., 9(1):66–104, January 1990.
[22] S. Fortune. A sweepline algorithm for voronoi diagrams. In Proceedings of the second annual
symposium on Computational geometry, SCG ’86, pages 313–322, New York, NY, USA, 1986.
ACM.
[23] S. Fortune. Stable maintenance of point set triangulations in two dimensions. In Foundations
of Computer Science, 1989., 30th Annual Symposium on, pages 494–499, 1989.
[24] S. Fortune. Introduction. Algorithmica, 27(1):1–4, 2000.
[25] R. Geraerts. Planning short paths with clearance using explicit corridors. In IEEE International
Conference On Robotics and Automation, pages 1997–2004, 2010.
[26] R. Geraerts and M. H. Overmars. The corridor map method: a general framework for real-time
high-quality path planning: Research articles. Comput. Animat. Virtual Worlds, 18(2):107–
119, 2007.
[27] P. J. Green and R. Sibson. Computing dirichlet tessellations in the plane. Comput. J.,
21(2):168–173, 1978.
[28] D. Halperin, O. Setter, and M. Sharir. Constructing two-dimensional voronoi diagrams via
divide-and-conquer of envelopes in space, 2009.
[29] M. Held. Vroni: An engineering approach to the reliable and efficient computation of voronoi
diagrams of points and line segments. Computational Geometry, 18(2):95–123, 2001.
[30] M. Held and S. Huber. Topology-oriented incremental computation of voronoi diagrams of
circular arcs and straight-line segments. Computer-Aided Design, 41(5):327–338, 2009.
[31] M Held and W. Mann. An experimental analysis of floating-point versus exact arithmetic. In
Proceedings of the 23rd Annual Canadian Conference on Computational Geometry, 2011.
[32] K. E. Hoff, T. Culver, J. Keyser, M. Lin, and D. Manocha. Fast computation of generalized
voronoi diagrams using graphics hardware. In Proceedings of the sixteenth annual symposium
on Computational geometry, SCG ’00, pages 375–376, 2000.
[33] C. M. Hoffmann. The problems of accuracy and robustness in geometric computation. Computer, 22(3):31–40, 1989.
[34] C. M. Hoffmann, J. E. Hopcroft, and M. S. Karasick. Towards implementing robust geometric
computations. In Proceedings of the fourth annual symposium on Computational geometry,
SCG ’88, pages 106–117, New York, NY, USA, 1988. ACM.
[35] T. Imai. A topology oriented algorithm for the voronoi diagram of polygons. In Proceedings of
the 8th Canadian Conference on Computational Geometry, pages 107–112. Carleton University
Press, 1996.

68

[36] A. Kamphuis and M. H. Overmars. Finding paths for coherent groups using clearance. In
Proceedings of the 2004 ACM SIGGRAPH/Eurographics symposium on Computer animation,
SCA ’04, pages 19–28, Aire-la-Ville, Switzerland, Switzerland, 2004. Eurographics Association.
[37] M. I. Karavelas. A robust and efficient implementation for the segment Voronoi diagram. In
Proceedings of the International Symposium on Voronoi Diagrams in Science and Engineering
(VD2004), pages 51–62, Hongo, Tokyo, Japan, 2004.
[38] L. E. Kavraki, P. Svestka, J. C. Latombe, and M. H. Overmars. Probabilistic roadmaps for
path planning in high-dimensional configuration spaces. IEEE Transactions on Robotics and
Automation, 12(4):566 –580, 1996.
[39] D. G. Kirkpatrick. Efficient computation of continuous skeletons. In Foundations of Computer
Science, 1979., 20th Annual Symposium on, pages 18 –27, 1979.
[40] R. Klein. Concrete and Abstract Voronoi Diagrams, volume 400 of Lecture Notes in Computer
Science. Springer, 1989.
[41] D. E. Koditschek. Exact robot navigation by means of potential functions: Some topological
considerations. In Proceedings IEEE International Conference on Robotics & Automation,
pages 1–6, 1987.
[42] S. M. LaValle. Planning Algorithms. Cambridge University Press, Cambridge, U.K., 2006.
Available at http://planning.cs.uiuc.edu/.
[43] N. Mayya and V.T. Rajan. An efficient shape representation scheme using voronoi skeletons.
Pattern Recognition Letters, 16(2):147 – 160, 1995.
[44] K. Mehlhorn, S. Näher, and C. Uhrig. Leda: A platform for combinatorial and geometric
computing. 38, 1999.
[45] V. J. Milenkovic. Verifiable implementation of geometric algorithms using finite precision
arithmetic. Artificial Intelligence, 37(1-3):377–401, 1988.
[46] D. L. Millman and J. Snoeyink. Computing the implicit voronoi diagram in triple precision. In
Proceedings of the 11th International Symposium on Algorithms and Data Structures, WADS
’09, pages 495–506, Berlin, Heidelberg, 2009. Springer-Verlag.
[47] A. Okabe, B. Boots, K. Sugihara, and S. N. Chiu. Spatial Tessellations: Concepts and Applications of Voronoi Diagrams. Series in Probability and Statistics. John Wiley and Sons, Inc.,
second edition, 2000.
[48] Mark H. Overmars and Roland Geraerts. Enhancing corridor maps for real-time path planning
in virtual environments. In Computer Animation and Social Agents (CASA), pages 64–71,
2008.
[49] F. P. Preparata. The medial axis of a simple polygon. In MFCS, pages 443–450, 1977.
[50] M. I. Shamos and D. Hoey. Closest-point problems. In Proceedings of the 16th Annual Symposium on Foundations of Computer Science, pages 151–162. IEEE Computer Society, 1975.

69

[51] A. J. Stewart. Local robustness and its application to polyhedral intersection. Int. J. Comput.
Geometry Appl., 4(1):87–118, 1994.
[52] K. Sugihara, M. Iri, H. Inagaki, and T. Imai. Topology-oriented implementation - an approach
to robust geometric algorithms. Algorithmica, 27(1):5–20, 2000.
[53] A. van Goethem. A stream algorithm for crowd simulation to improve crowd coordination at
all densities. (Master’s Thesis), 2012.
[54] W. van Toll, A. F. Cook IV, and R. Geraerts. Navigation meshes for realistic multi-layered
environments. In Intelligent Robots and Systems, pages 3526–3532, 2011.
[55] R. Wein, J. van den Berg, and D. Halperin. The visibility–voronoi complex and its applications.
In Proceedings of the twenty-first annual symposium on Computational geometry, SCG ’05,
pages 63–72, New York, NY, USA, 2005. ACM.
[56] R. Wein, J. van den Berg, and D. Halperin. Planning near-optimal corridors amidst obstacles.
In International Workshop on the Algorithmic Foundations of Robotics, 2006.
[57] C. Yap. An O (n log n) Algorithm for the Voronoi Diagram of a Set of Simple Curve Segments.
Discrete and Computational Geometry, 2:365–393, 1987.
[58] J. Yu, C. Yap, Z. Du, S. Pion, and H. Brönnimann. The Design of Core 2: A Library for
Exact Numeric Computation in Geometry and Algebra. In Third International Congress on
Mathematical Software, volume 6327, Kobe, Japon, 2010. Springer.

70

