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Abstract
A 2D data structure can only represent flat environments in which the navigation surface does not overlap when it is viewed from the top. When such
overlap exists, we call it a conflict. However, path planning data structures
are evolving from 2D into 2.5D. With 2.5D data structures we can avoid
these conflicts by partitioning the environment into multiple connected 2D
environments. The multi-layered environment (MLE) is a data structure
that can represent 2.5D environments. Partitioning an environment to remove all conflicts is the main goal of this thesis.
For this we investigate the MLE. We create a graph model from this
environment so we can use graph algorithms to partition it. This graph is
simplified to reduce the graph size.
To find the best way to partition the graph we need a definition for the
optimal MLE. Such an optimal MLE partitions the environment with the
minimal number of connections between layers. We describe a brute-force
algorithm with an exponential running time that can theoretically find all
the different optimal solutions.
To also efficiently find a solution, we present an algorithm that will partition a polygonal environment with c conflicts and v polygons in O(cv 3 ) time.
This algorithm uses an existing graph algorithm to partition it. Through
experiments we show that this algorithm finds a solution that is close to the
optimal solution.
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Chapter 1

Introduction
Many modern games need path planning to let their 3D virtual world come
to life. Planning a path means finding a collision-free path for a Non-Player
Character (NPC) in a 3D virtual world. These paths need to be believable and calculated within the limited resources of a game platform. Many
different algorithms with data structures have been developed to do this.
Data structures play an important role in how well path planning methods
perform. Both accuracy and efficiency are affected by how its data structure
describes the environment and how a character can navigate through it.
Path planning for simple 2D environments in games is a well covered
research topic. But game environments might not be limited to 2D. These
methods cannot handle environments with multi-storey buildings, road networks and caves where potential paths can overlap when viewed from the
top. Many solutions use 2.5D data structures to support such 2.5D environments. These solutions are a trade-off between the simplicity of 2D
environments and the flexibility of 3D environments.

1.1

Project motivation

The focus of the project is on partitioning a 3D polygonal environment
into a sub-set such that polygons within a sub-set cannot occupy the same
space when they are orthogonally projected onto the X-Y plane. Such a
sub-set can be used as a layer of a multi-layered environment. The layers
in such an environment are connected at transfers, which are special line
segments where two layers physically meet. The layers and transfers are
not described in regular polygonal environments. This must be annotated
manually or found by an automated process. An example of a multi-layered
environment is shown in Figure 1.1.
A multi-layered environment is used to construct an Explicit Corridor
Map (ECM) [19]. This is a data structure used to describe the 2.5D navigable space for path planning algorithms.
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Figure 1.1: A multi-storey car park with 4 floors, partitioned into 5 layers,
each with a different color. The transfers are marked with dashed black
lines.

1.2

Project goals

We will focus on a geometric problem that needs to be solved in a preprocessing phase to support path planning. We create a method that partitions a set of connected polygons from a polygonal environment into a set of
layers and transfers. The main objectives for this thesis is both theoretical
and practical. First we state a definition that states when a multi-layered
environment is partitioned optimally. Second we present a brute-force algorithm that generates an optimal solution. The optimal solution describes
one or more ways to partition the environment with a minimal number of
transfers. We refer to such an optimal solution as an optimal multi-layered
environment. Next we introduce a heuristics-based algorithm that can compute a close to optimal solution to partition a multi-layered environment.
We finish by showing how our heuristics-based algorithm performs through
a set of experiments.

1.3

Report structure

In the next chapter we will discuss related work on 2D and 2.5D navigation and graph theory. In Chapter 3 we state some theory that is needed
to fully understand the next chapters. Chapter 4 will define the optimal
partitioned multi-layered environment. Chapter 5 introduces an algorithm
that will construct an optimal partitioned multi-layered environment from a
3D polygonal environment. Experiments are described in Chapter 6 with an
analysis. Chapter 7 will conclude that heuristics are needed to find the optimal partitioning multi-layered environment from a medium or large sized
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3D environment. This includes how well our heuristics method performs.
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Chapter 2

Related work
Efficient path planning methods need a data structure that describes the
space a NPC can move in. This resulted in many different data structures.
When this navigable space is 2.5D it might need to be partitioned into a
multi-layered environment before the data structure can be generated. Since
there is much research in graph theory on partitioning graphs, we will also
look into graph theory to help us with our partitioning problem.

2.1

Navigation in 2D and 2.5D

In early methods path planning was mostly done with waypoints, which form
a graph the NPC can use to find a route from start to goal. A waypoint is
just one point in space without any description of what the surface around it
looks like. So it is unknown if a large character can use a certain waypoint
or not. When game environments became larger and more complicated,
automation was needed to find waypoints without interference of the game
designers. As Tozour points out in Fixing Path finding Once and For All
[18], waypoints are not sufficient when we want high quality path planning.
Newer methods use a navigation mesh to describe a surface for the NPC to
walk on [1, 9, 10, 12, 16]. A navigation mesh can appear in many forms but
they all describe, some exact and others inexact, the free space a NPC can
move in with a data structure. This free space is bounded by obstacles like
walls where a NPC cannot go. In this thesis we will work with navigation
meshes.
The Explicit Corridor Map (ECM) method of Geraerts [9] and the extended version of van Toll et al. [19] are important in this thesis. Van Toll
et al. describe the multi-layered data structure which we will use to define
our output with. Van Toll’s algorithm generates an ECM from its input
environment. Such a map is used for creating a shortest path, a path with
some preferred amount of clearance to the obstacles or any path in between.
The ECM method computes the medial axis from a planar area with ob-
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stacles. The medial axis is annotated with nearest obstacle information,
forming a navigation mesh. This is used in the path planning phase to
determine possible paths and paths with clearance. The ECM gives an efficient description of the navigable space and enough flexibility to support
any type of character. The description of the navigable space can handle
multi-layered environments, but there is no automated method to generate
this from a 3D polygonal environment. This is where we have constructed
our method for.
Fernandes and Deusdado [7, 3] describe a method that slices a virtual
world and use this sliced world for both collision detection and path planning. They use a similar description as input environment as Geraerts
[9] does, namely a bounded planar area with obstacles. The partitioning
method by Fernandes and Deusdado is a plane-sweep-based method and
uses the OpenGL depth buffer to determine on what height the layers are.
A slice is rendered with a frustum around the virtual world. Only the nearplane is moved per slice in the direction of the far-plane. The slice is a
height map of distances to all the geometry under the near-plane of this
slice. The closest point in the current slice will be the height of the nearplane in the next slice. Only slices that have new information compared to
the slice above will be taken into account. This will generate a set of maps
describing walkable and non-walkable spaces. This method will not focus on
connectivity of polygons within the virtual environment since they are only
grouped by height. This makes this method perfect for multi-storey buildings but is less useful for buildings with lots of changing elevation. They
lose precision by using the OpenGL rasterizer and depth buffer to find the
layers. This is inevitable no matter what resolution is used.
Pettré et al. [16] also use the OpenGL rasterizer and the depth buffer.
They use it to gather the elevation grid from a multi-layered and uneven
terrain and construct a navigation graph from it. This elevation grid is
found by slicing the terrain. Every slice has a height of Hc which is defined
as the height of a character. For all the points on the elevation grid the
distance to the closest obstacle is determined. From this information the
medial axis can be found. This medial axis is then used to place largest
enclosing cylinders with a height of Hc on the terrain. Overlapping cylinders
are connected and form edges in the navigation mesh. The union of the
cylinders describes the navigation mesh. Since the method constructs a
graph of cylinders describing the navigable space, finding a path can be
done with existing methods like A*. Also because of the graph structure, it
can handle multi-layered environments without extra work. Since cylinders
describe the navigable space, it is an inexact representation. This means
that the real navigable space is not covered completely.
The same applies for Mononen’s method [14]. He created a software
package called Recast which is a tool for generating a navigation mesh from
any given triangular mesh. The software creates a voxel mold from this input
7

mesh by rasterizing the input triangles into a height fields with multiple
layers. From this mold it casts a navigation mesh of convex polygons over
it. Instead of using cylinders, Mononen uses convex polygons approximating
the real navigable space. The use of convex polygons is a good choice since
operations on convex polygons are very common and easy to implement.
Lamarche uses triangles to create a prismatic spatial subdivision to capture ground connectivity and identify floor and ceiling constraints. The
prisms occupy the space between a floor and a ceiling. They split the triangular geometry into smaller triangles called 3D cells. Connected cells are
grouped into 2.5D surfaces. An important property of the 2.5D surface is
that no two cells are connected to the same prism. This means there is no
overlap within a 2.5D surface what makes them usable for path planning.
The connected surfaces form a graph which is used to find a global path,
and the navigable space on a surface is used to find a local path.
A different approach is chosen by Brand [1]. His method uses five steps
to construct the navigation mesh from the bounding volumes of a game
level. First he creates mesh hulls from the bounding volumes. These meshhulls are checked for intersection and extra edges and vertices are added at
these intersections. Then, non-walkable faces of the mesh hulls are removed.
With the topology information of faces that are left, a graph is created.
Finally, gaps in the navigation mesh are filled to ensure the navigation mesh
is connected. In the last step, the original navigation mesh is altered and
makes the final navigation mesh an approximation of the original navigable
space.
From all this work we can see that most data structures describing navigable space are inexact. They lose information by making certain assumptions about how the data structures are going to be used. Only Lamarche’s
and van Toll’s methods will result in an exact representation of the navigable
space. Our goal is to find the optimal partitioned multi-layered environment
from a polygonal environment. Since a multi-layered environment is an exact
representation, using an inexact method for this is not desirable. Since there
exists no definition of an optimal partitioned multi-layered environment yet,
none of the mentioned methods is sure to find it.

2.2

Graph partitioning

We are going to find the optimal partitioning of a multi-layered environment.
We can define the problem in an abstract way with graphs which opens up a
whole new range of techniques that can define such an optimal partitioning.
A theory that describes an important property of a graph is Ford and
Fulkerson’s maximal flow through a network [8]. It proofs that their algorithm provides the maximal amount of flow between two nodes in a graph.
It also proofs that their algorithm provides the minimal set of arcs that need
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to be cut to disconnect two nodes in the graph. The algorithm for this is
called a minimal-cut algorithm and many improvements have been found
since its discovery [5, 6, 4]. We use the Dinic’s algorithm to find candidate transfers in our heuristics method. This can be found in textbooks on
algorithm design [2, 11].

9

Chapter 3

Preliminaries
3.1

Preliminaries on multi-layered environments

Many data structures exist to describe the walkable surface of a virtual
environment. Here we state the data structures we use and create.

3.1.1

Polygonal environment

Our input is a polygonal environment. The polygons in this environment can
describe the navigable space, but can also describe other virtual information
like walls and ceiling.
Definition 3.1 (Polygonal environment). A polygonal environment E is a
set of simple convex polygons W = W0 , . . . , We−1 (e >= 1).
A simple polygon is defined as:
Definition 3.2 (Simple Polygon). A polygon We ∈ E is said to be simple
if the only points of the plane belonging to two polygon edges of We are
the polygon vertices of We . Such a polygon has a well-defined interior and
exterior. Simple polygons are topologically equivalent to a disk.
When a 3D environment contains non-convex polygons, tessellation can
be used to make these polygons convex. Note that the polygonal environment is a very general data structure that can be generated from many other
data structures. Even when the input format is a planar area with obstacles
we can still create a polygonal environment from this. OpenGL can tesselate
an environment very fast [17]. Appendix A contains a description on how
to use this.

3.1.2

Connected navigation surfaces

We call a Polygonal environment E to be connected when every polygon
We ∈ E is connected to at least one other polygon from E. Two polygons are
10

connected when they share an edge. Since not every polygonal environment
has this property it can contain more than one connected navigation surfaces
(CNS).
Definition 3.3 (Connected navigation surface). A connected navigation
surface S from Polygonal environment E is a set of connected simple polygons W = W0 , . . . , Ws−1 (s ≥ 1).
1. If s > 2, every polygon in W shares at least one edge with one other
polygon in W.
2. Every polygon in W has the property that a character can walk on it.
When we talk about an environment that serves as input for the partitioning algorithm we always mean a CNS, not the original polygonal environment. This CNS is the most compact form. We can partition a CNS
without the need to anticipate for degenerate cases where a polygon is not
connected to any other polygon.
For every CNS in the polygonal environment a separate multi-layer environment is created. The walkable property works like a filter for the polygonal environment. It determines which polygons belong to the navigation
mesh. We assume that a polygon is walkable when it has a slope less or
equal than a user defined value. This value can be anything between 0◦ and
90◦ where 0◦ being no slope and 90◦ is straight up as the yellow polygon
in Figure 3.1. Polygons with a slope of 90◦ are allowed but have no impact
on the area of the navigation mesh. When these are considered walkable,
they are not the obstacles like in real-life situations. In regular normal life
examples, the value for this slope is around 30◦ . But this obviously depends
on the application.
The shared edge property ensures that there is always a way to traverse
from one polygon to any other polygon in the same CNS. In Figure 3.1,
the two blue polygons are walkable, and the yellow polygon is not. This
yellow polygon separates the two blue polygons into two different connected
navigation surfaces. Each of these CNSs has one layer with one polygon.
When we consider the yellow polygon to be part of the walkable surface
too, the three polygons make up one layer in the same connected navigation
surface. Another example is a simple staircase of 13 steps. This will lead
to 13 different CNSs all with one layer. To avoid this, a staircase can be
modeled as a ramp. This has to be modeled manually since no general
algorithm exists to do this.
We will not handle these disconnected CNSs, since that is a problem
with different solutions for different applications. A path planning algorithm
using all the layers in all the CNSs will have to determine, if, for example, a
character can reach a step or not. The only thing we could do is ensure that
we connect CNSs through a graph when there is a direct path in 3D between
11

Figure 3.1: Two walkable polygons are split by a non-walkable polygon.
both surfaces. This is out of the scope of this project so we are only going
to consider one CNS which we partition into a multi-layered environment.
To avoid separating the environment at the stairs the input should describe
these stairs as a ramp.

3.1.3

Multi-layered environment

The output of our algorithm is a multi-layered environment [19]. We state
the definition here for completeness.
Definition 3.4 (Multi-layered environment). A multi-layered environment
(MLE) is a set of layers L = L0 , . . . , Ll−1 (l ≥ 2), connected by a set of
transfers T = T0 , . . . , Tt−1 (t ≥ 1).
Next is the definition of a layer from the MLE.
Definition 3.5 (Layer). A layer L is a bounded planar area with simple
polygonal obstacles. It can be described by a single footprint in 2D; hence,
it is a 2D environment or a terrain.
The footprint of a layer is build from a sub-set of the input CNS from
which every polygon is projected to the X-Y plane. And, finally, we give the
definition of a transfer.
Definition 3.6 (Transfer). A transfer TAB is a set of 3D line segments
that connect a layer LA to another layer LB . A transfer has two sides: the
obstacle side, on which it acts as a regular obstacle, and the access side, on
which it allows movement from LA to LB .
Figure 3.2 gives an example of a MLE with three layers, connected using
two transfers.
A layer is defined by a bounded area with a set of obstacles. The negative
space of this is the freely navigable space. In the remainder of this thesis
a layer is a set of simple polygons describing the navigable space without
overlap. We also orthogonally project these polygons onto the X-Y plane,
so height information is not used within a layer.
12

Figure 3.2: Example environment with three layers and two transfers. Each
layer has a unique color and the transfers are marked with dotted red lines.

3.2

Preliminaries on graph theory

We are going to solve our partitioning problem by abstracting the input environment into a graph. In the next section we will state existing definitions
from graph theory that are needed in the remainder of this thesis.

3.2.1

Graphs

Let G = (V, A) be a graph with a set of nodes called V and the set of
arcs called A. An arc is a pair {u,v} of nodes where u, v ∈ V. In the
arc a = {u, v}, nodes u and v are called the ends of arc a. Both u and
v are connected by a. A path through the graph is a set of ordered nodes
describing a path between two nodes. Let path K be a path from node i
to j. Then path K can also be notated as K{i,j}. No node in a path can
appear twice.
When G is called undirected, every arc can be traversed in both ways.
When the arcs can only be traversed one way G is called directed. When
the order is important in arc a (so in a directed graph) a runs from u to v.
Graph G is simple when no parallel arcs in the graph exists. Two arcs are
parallel when they have the same ends. Graph G is called planar when it
can be drawn on a plane without any crossing of arcs. A graph is called a
cycle graph when it consists of a single cycle or a so called closed chain.
Graph H is a sub-graph of graph G when node set V(H) is a sub-set of
V(G) and arc set A(H) is a sub-set of A(G). If an arc a ∈ A(H) exists which
disconnects H when removed from G, a is called a bridge. We also call this
cutting the graph. When we need to remove a set of arcs to disconnect H
from G, we call this set the cut set. A minimal cut set is a smallest set of
arcs, in number or total weight, that disconnects H from G.
A graph is called connected when a path exists between every pair of
nodes in the graph. When graph G is not connected, it contains connected
components which are connected sub-graphs of G.
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Chapter 4

An optimal multi-layered
environment
We define what a solution to the partitioning problem is and how it is part
of the solution space. We call the set of all possible solutions the solution
space.
We start by discussing an optimally partitioned multi-layered environment in the first section. We then introduce a graph model we use to abstract
a polygonal environment in the second section. Next is a section about how
the graph model can be simplified followed by a section about the solution
space. Before we conclude this chapter we state a brute-force algorithm to
find all possible solutions for an optimally partitioned multi-layered environment.

4.1

Minimal number of transfers

There are a few aspects of the multi-layered environment (MLE) that can
be considered when defining an optimal multi-layered environment. Which
aspect is most important will be application-specific. In our general case
the number of layers and the number of transfers are most important since
layers and transfers are core concepts of the MLE.
The number of layers is depending on the number of transfers. When a
MLE has one transfer there must be at least two layers. Due the connection
property of our input, the number of transfers is also dependent on the
number of layers. l Layers in a MLE can only exist when they are connected
through at least l−1 transfers. So less transfers would mean that at least one
layer is not connected to another layer. In these dependencies, the number
of transfers is not limited by the number of layers, but the number of layers
is limited by the number of transfers.
Theorem 4.1. A multi-layered environment can never have more layers
than the number of transfer plus one.
14

Proof. Let M be a multi-layered environment with t transfers connecting
l layers. If l = 1 we do not need any transfers. When we add a layer we
need at least one transfer since we cannot have more than one component in
M. A transfer only connects two layers, so we need a new transfer for every
layer we add.
Both the number of layers and the number of transfers cannot always be
minimal simultaneously as we can see in Figure 4.1. In such cases the number
of transfers is more important. We do this for two reasons. The first reason
is that the number of layers is limited by the number of transfers, but the
number of transfers is not limited by the number of layers. This is because a
transfer can only connect two layers. But the number of transfers connecting
a layer is only limited by the number of edges shared by two polygons in the
layer. When the polygon count in a layer is high, the maximum number of
possible transfers is high as well.
The second reason is application specific, but is general enough to mention. When an algorithm uses a MLE as input it might need to process
each transfer. When processing has a big impact on the algorithm’s running
time the optimal MLE is needed to make it efficient. A good example of
this is the multi-layered ECM [19]. Its running time of O(tn log n) is heavily
dependent on the number of t transfers and n obstacles in the input MLE.

(a) 3 layers and 2 transfers.

(b) 2 layers and 4 transfers.

Figure 4.1: A multi-layered environment partitioned in two ways. (a) Has a
minimal number of transfers and (b) has a minimal number of layers. Each
layer has its own color and the transfers are marked with red dashed lines.

4.2

Polygon environment graph

A connected navigation surface can be abstracted into a graph called a
Polygon Environment Graph or PEG. In this graph we represent polygons
as nodes, the connection between two adjacent polygons as arcs, and the
connection between conflicting polygons as arcs. Conflicting polygons overlap by occupying the same space when they are orthogonally projected onto
the X-Y plane. We call this a conflict because these situations are not allowed in a single layer. When two polygons only overlap on one edge, we
15

do not consider them in conflict. We call the special arcs representing the
connection between two conflicting nodes a conflict arc.
Definition 4.1 (Polygon Environment Graph). A Polygon Environment
Graph is a triple G = (V, A, C), where V is a set of nodes of G, A is a set
of undirected arcs {u,v} of G with both u,v ∈ V(G) and C is a set of conflict
arcs {s,t} of G with both s,t ∈ V(G) and where the polygons represented by
s and t are in conflict.
The nodes in the PEG represent the polygons from the CNS. The represented polygon is available as a property of the node. Through this property,
slope and height information is available to the partitioning algorithm. A
node can have one or more adjacent arcs. The maximum number of adjacent
arcs is equal to the number of edges in the represented polygons.
Arcs are created between nodes representing two polygons that share an
edge. The arc represents this shared edge. The ends of arc are the nodes
representing the polygons that share this edge.

Constructing a PEG
A PEG P is constructed from a CNS S by adding a node to P for every
polygon Ws ∈ S. The arcs and conflict arcs are found by testing every pair
of polygons.
The first test finds all regular arcs. It checks if both polygons share
an edge. We need to do this test for each polygon pair since a CNS does
not contain information about where the polygons are connected within
this CNS. This test is done by iterating all edges of the first polygon and
testing whether the same edges exist in the second polygon. Important is
the direction of the edge. This is shown in Figure 4.3. We see two polygons
and for both polygons the direction is given with the black arrows. This is
the direction in which the vertices of the polygon are given. It determines
what is the up side of a polygon. In this case the up side of the polygon is
the side where the vertices are given in clock-wise order. At the red marked
edge, which is the shared edge, you can see that the edge direction of both
polygons is opposite. This shows that the up-sides of both polygons are
connected. When two polygons share an edge like this an arc is created in
the PEG between the nodes that represent these polygons.
In Figure 4.2, a problem situation is shown. Three polygons all share
the same edge. Only two polygons are considered neighbors. If we assume
that the visible sides are the up-sides of the polygons, we can state that
polygons b and c cannot be neighbors. The figure also shows that polygon
b is blocking a direct path between polygons a and c. This only leaves
polygons a and b as neighbors. The situation in Figure 4.4 has no valid
neighbors since all polygons are in conflict and no direct path between any
two polygons is valid.
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Figure 4.2: All three polygon share the same edge. Polygon c is not reachable from a or b.

Figure 4.3: The direction of vertices in a polygon are given by the arrows.
The direction of the polygons is opposite at the shared edge.
The second test finds all conflict arcs by identifying any pair of conflicting
polygons in the environment. We do this by orthogonally projecting the
polygons to the X-Y plane and test all polygon pairs for overlap. Since
our input polygonal environment only contains convex polygons we use the
algorithm introduced by O’Rourke in Computational Geometry in C [15]
to find intersecting convex polygons. Between the nodes in the PEG that
represent conflicting polygons, we add a conflict arc.
The complete algorithm to construct a PEG is given in pseudo code in
Algorithm 1.

Complexity analysis
For the complexity analysis of constructing a PEG we assume an input CNS
S = W0 , . . . , Ws−1 (s ≥ 1) and the output PEG P = (V, A, C) with nodes
V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1) and conflict arcs
C = C0 , . . . , Cc−1 (c ≥ 1).
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Figure 4.4: All three polygon share the same edge. None of the polygons is
reachable from any other polygon.
For all s ∗ (s − 1)/2 polygon pairs in S we execute two tests. The first
test is to determine if the polygons in the polygon pair overlap. This is done
in 2D with O’Rourkes algorithm [15]. This algorithm runs in O(count(Sa ) +
count(Sb )) where count(Sa ) is the number of edges of polygon Sa and
count(Sb ) is the number of edges of polygon Sb . The second test is to
determine if both polygons share the same edge. This can be done with a
similar algorithm with the same running time. This makes Algorithm 1 run
in O((s∗(s−1)/2)∗(count(Sa )+count(Sb ))) = O(s2 (count(Sa )+count(Sb )))
time.

4.3

Graph simplification

To reduce the solution space we can simplify the PEG. We can do that by
removing nodes or arcs without effecting the optimal solution. We define
two types of simplifications. In the first type we remove nodes with degree
1. The second type of simplification removes nodes with degree 2. The
adjacent arcs for the nodes of both simplification types can only be regular
arcs.
The first simplification type is based on the nodes with degree 1. This
node can only be adjacent to one regular arc. When we remove this node,
only the adjacent regular arc is removed. We are sure that we can remove
this node and its adjacent arc, because there exists no path between any
two nodes in conflict through this node or its adjacent arc. If a node with
degree 1 is element of a path in its graph, the closest node is always visited
twice. This makes a path through a node of degree 1 always longer than a
path through its closest node. Figure 4.5(a) shows this.
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Algorithm 1 ConstructPEG(S). Input: A CNS S = W0 , . . . , Ws−1 (s ≥
1). Output: A P = (V, A, C) with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs
A = A0 , . . . , Aa−1 (a ≥ 1) and conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1).
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

for i ← 1 to s do
Vi .polygon ← Wi
add node Vi to V
for j ← i + 1 to s do
if Wi shares edges with Wj then
add arc {i, j} to A
end if
if Wi overlaps Wj then
add conflict arc {i, j} to C
end if
end for
end for
return P

The second simplification type is based on nodes with degree 2. Both
the adjacent regular arcs can be replaced by one regular arc. In Figure 4.3
an example is shown. Node d in this example is a candidate to be removed.
Both of the adjacent arcs of d could become a transfer. Which one that
should be is not important since they have both the same effect on the
optimal solution.

4.4

Solutions space

From the definition of a PEG we can state that every regular arc in the PEG
is a candidate transfer. When we call an arc a transfer it means that the
polygon edge it represents is the transfer. An arc being a transfer is a binary
state. A partitioning solution or solution consists of a set of boolean values,
one for each arc in the PEG. This value determines if an arc is a transfer
or not. The value for arcs that are transfers is true. The rest of the arcs
has value f alse. Consider a simplified PEG with p arcs. This PEG has 2p
possible solutions. The worst-case solution is when every arc is a transfer.
The optimal solution contains no transfers since this is the minimum.
But not all solutions will result in a multi-layered environment without
conflicts. We call a solution that results in a multi-layered environment
with conflicts incorrect. Solutions with a transfer count less than the least
number of transfers that is needed to partition a PEG will always have
conflicts. We call this least number of transfer the lower bound. To find the
lower bound we need to know the least number of layers. We can find this
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(b) Contractable arcs. Arcs {a, d} and
{d, b} can be contracted into arc {a, b},
removing d.

(a) Node a has degree 1 and can be removed. This will also remove arc {a, b}.
The blue arrows indicate a path from c to
e. This path through node a visits node b
twice.

Figure 4.5: Simplification examples. The green dots with letters are nodes,
the black lines are arcs and the red lines are conflict arcs.
by looking at the largest polygon stack. Figure 4.6 shows an example with
three polygon stacks, each with a different color. The largest polygon stack
is colored orange and contains three polygons.
Definition 4.2 (Polygon stack). A polygon stack is a sub-set of disconnected polygons from a set of polygons which all occupy the same space when
orthogonally projected onto the X-Y plane.
Every polygon in a polygon stack needs to be on a different layer. This
means that we need at least as much layers as polygons in the largest polygon
stack. This also means that we need at least one less transfer than the
number of polygons in this stack, which is the lower bound.

4.5

Brute-force algorithm to find the minimal solutions

In this section we discuss a brute-force algorithm that finds all multi-layered
environments with the minimal number of transfers. We show this in the first
sub-section by the use of a solution tree. The second sub-section shows how
to translate a solution from the solution tree and assign all polygons from a
CNS to a layer. The last sub-section contains the complexity analysis for this
brute-force algorithm. The input considered in this chapter is a PEG P =
(V, A, C) with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1)
and conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1).
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Figure 4.6: Each polygon stack in this MLE is colored differently. The blue
colored polygons do not overlap and thus are in a polygon stack of size 1.

4.5.1

Solution tree

The brute-force algorithm generates all possible solutions from the solution
space with a branch and bound algorithm [13]. We use a binary tree for this
with a depth a, equal to the number of arcs in P . The ith level corresponds
to the ith arc in A. We call this a solution tree. Every node in the tree
has a solution but this solution is not yet complete. Only the leafs of the
tree contain a complete solution. When traversing the tree from its root to
the leafs, we make a choice to go left or right at each node we encounter.
If we take the left child it means that the ith arc is not a transfer. If we
take the right child it means that the ith arc is a transfer. In Figure 4.7 the
solution tree is shown for a PEG with 4 candidate transfers. This results
in 16 solutions which are all written down in the leafs at the bottom of the
tree. Every solution in this example is 4-bit.
By using a tree structure we can easily reduce checking a number of
non-optimal solutions by ignoring certain sub-trees. When traversing the
tree from the root to a leaf, we can check at every node if there exists a
leaf beneath it that might have equal or less transfers than the solutions we
currently have. We do this with the lower bound. Figures 4.8(a) and 4.8(b)
show the same tree from the previous example except solutions considered
incorrect based on its lower bound are grayed out. In Figure 4.8(a) the
lower bound is two for a correct solution and for Figure 4.8(b) it is three.
When all the solutions for a sub-tree are incorrect a green box is placed over
the sub-tree. To find these sub-trees we check at every node if there are
enough levels left to create correct solutions in the sub-tree. This check is
based on the current level in the tree i, the number of candidate arcs a and
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Figure 4.7: The solution tree with a depth of 4. Each solution is written in
a leaf at the bottom.
the number of transfers t we found so far in the solution we are currently
constructing. If (a − i) + t is less than the lower bound, we can say that the
solutions in the sub-tree will never have the required number of transfers to
be a correct solution. We can discard all the solutions in the sub-tree.
To find minimal solutions we iterate through all the solutions in the
solution tree. During the iteration we save a list of minimal solutions and
how much transfers these minimal solutions contain. When a solution is
queried this number of transfers in the minimal solutions is used to skip
solutions which have more transfers. This is the dynamic upper bound of
the solution space. Like with the lower bound this can discard whole subtrees while iterating through the tree.

4.5.2

Translate solution

Before we can test if a solution is valid we have to translate the solution
into the PEG so we can extract layer information. All nodes in V have no
layers assigned yet. We consider solution U = U0 , . . . , Uu−1 (u >= 1) to be
a sub-set of A. It contains arcs that are marked to be transfers.
To translate the solution we start with arc U0 . We use the ends to
traverse the graph and add each node we visit to the first layer. We keep
traversing until there is no other way but crossing a transfer. Next we do
the same with the other end of U0 . We keep on doing this for all the ends
of the other arcs, but only when the end is not assigned to a layer yet.
When we are done with the transfers we have visited all the nodes and
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(a) A minimal of 2 transfers.

(b) A minimal of 3 transfers.

Figure 4.8: Incorrect solutions are grey and when all solutions for a sub-tree
are incorrect, a green box is around that sub-tree. (a) shows a PEG where
only solutions with 2 transfers are correct. (b) does the same for a PEG
where only 3 transfers results in correct solutions.
assigned them to a layer. Algorithm 2 shows this process in pseudo code. In
TranslateSolution() we use AssignLayer(). This is a recursive algorithm
to assign all the polygons between transfers to a layer. The pseudo code of
this algorithm is shown in Algorithm 3. In this algorithm V.neighbours is
a set of nodes that are direct neightbours of V through its adjacent arcs.

4.5.3

Test solution

Testing the solution is done by iterating all conflict arcs in the translated
solution and checking if the ends are in different layers. When the ends are
not in different layers for one or more conflict arcs, the solution is incorrect
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Algorithm 2 TranslateSolution(P , U). Input: A PEG P = (V, A, C)
with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1) and
conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1). A solution U = U0 , . . . , Us−1 (u >= 1)
being a sub-set of A. Output: An updated P with all nodes assigned to a
layer.
1: assign all nodes in V to layer -1
2: currentLayer ← 0
3: for all U in U do
4:
Va ← first end of U
5:
if Va .layer == −1 then
6:
currentLayer ← currentLayer + 1
7:
AssignLayer(P , Va , currentLayer)
8:
end if
9:
Vb ← second end of U
10:
if Vb .layer == −1 then
11:
currentLayer ← currentLayer + 1
12:
AssignLayer(P , Vb , currentLayer)
13:
end if
14: end for
15: return P
and is ignored. Every time the algorithm finds a correct solution it will save
this solution. When the transfer count of the new solution is lower than
the transfer count in the currently saved solutions, all these solutions are
removed from this list. The new solution is now the only optimal solution
saved. All solutions with a greater transfer count than the current optimal
solution will never be tested since the solution tree will skip them. Algorithm
4 shows this test in pseudo code.

4.5.4

Complexity analysis

In the complexity analysis of Algorithm 2 we assume the largest polygon
stack of P is Y = W0 , . . . , Wy−1 (w ≥ 1) where Wy is a polygon from P .
To find all minimal solutions we need to test solutions. This test exists
of two steps. In the first step all polygons are assigned to layers based on
the transfers in the solution. This is done by visiting all nodes in V. The
second step is checking each conflict arc if both ends are in different layers.
So testing one solution for correctness takes O(v + c) time where v is the
number of nodes and c is the number of conflicts arcs in P .
Testing all possible solutions takes O(2a ∗ (v + c)) time where a is the
number of arcs in P . We reduce the number of solutions by ignoring solutions
with a transfer count less than the lower bound b. This will reduce the
a!
number of solutions with a-choose-b which is formally written as b!(a−b)!
. So
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Algorithm 3 AssignLayer(P , V , currentLayer). Input: A PEG P =
(V, A, C) with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥
1) and conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1). A node V from V. The
currentLayer index to assign the nodes to.
1: V.layer ← currentLayer
2: for all I in V.neighbours do
3:
if Arc(I, V ) is not a transfer then
4:
if I.layer == −1 then
5:
AssignLayer(P , I, currentLayer)
6:
end if
7:
end if
8: end for
9: return P
Algorithm 4 TestSolution(P ). Input: A PEG P = (V, A, C) with
nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1) and conflict
arcs C = C0 , . . . , Cc−1 (c ≥ 1). Output: T rue when the solution is correct
and F alse if incorrect.
1: for all C in C do
2:
Va ← f irstEnd(C)
3:
Vb ← secondEnd(C)
4:
if Va .layer == Vb .layer then
5:
return F alse
6:
end if
7: end for
8: return T rue
finding all minimal solutions of P takes O(2a −

4.6

a!
b!(a−b)!

∗ (v + c)) time.

Conclusion

In the previous sections of this chapter we have stated the optimal multilayered environment. We also showed a brute-force algorithm that will find
all minimal multi-layered environments. The complexity analysis shows that
the algorithm has an exponential running time which is not suitable for
general purposes. We conclude this chapter by stating that a more efficient
algorithm will be needed for large environments. In the next chapter we will
show such an algorithm.
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Chapter 5

Partitioning algorithm based
on heuristics
In this chapter we will propose an algorithm that finds a solution close to the
optimal solution for the partitioning problem by using a graph algorithm.
Our proposed algorithm is a polynomial-time algorithm that can replace the
brute-force approach discussed in Section 4.5 of the previous chapter.
We start this Chapter with an overview of the algorithm in the first
Section to give a basic idea on the steps involved. In this algorithm we use
some steps from the brute-force algorithm. In the second Section we will
discuss each of the new steps in more detail. We finish this Chapter with a
complexity analysis of the algorithm.

5.1

Overview

Our algorithm will take a CNS and partition it into a MLE. This is done in
five steps were the first step is constructing a PEG like we did in the bruteforce algorithm. For the brute-force algorithm there was no need to use
weights on the regular arcs of the PEG. In the second step of our algorithm
we will alter the PEG by adding weights to its arcs. These weights are used
to find transfer candidates in the third step. Changing the way we add these
weights allows for a fine control over how the our algorithm partitions the
CNS. We could even base the weight on polygon data since that is available
in the PEG.
In the third step the transfer candidates are found with the minimal cut
algorithm [8] for each conflict arc in the PEG. Such an algorithm finds a set
of arcs in the PEG that will partition the PEG into two sub-graphs so that
the ends of the conflict arc are both in another sub-graph. The important
part is that it will find a set that has minimal total weight. All the arcs in
that set will be marked as potential transfers. This will result in a solution
like we have seen in the brute-force algorithm.
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This solution is used in the fourth step to assign each polygon to a
layer. It is the same process described in Section 4.5.2 for the brute-force
algorithm. It will result in a correct partitioning of the CNS, but it will not
yet have the minimal number of transfers. This is done in the last step. We
check for each transfer if the adjacent layers can be merged or not. This will
reduce the number of layers and more important it will reduce the number
of transfers.

5.2

Partitioning steps

In this Section we will go into detail about the heuristic algorithm. Although there are five steps we only discuss three. The steps involving PEG
construction and layer assignment are already discussed in Chapter 4. This
leaves us with weighting the arcs in the PEG in Subsection 5.2.1, finding
candidate transfers in Subsection 5.2.2 and reducing the transfer count in
Subsection 5.2.3.

5.2.1

Weights in the PEG

Using the minimal cut algorithm to find candidate transfers might not give
us the best candidates. We can affect the outcome of the minimal cut by
using weights on the arcs in the PEG. We can assign large weights to arcs
we certainly will not want to be transfers, and small weights on arcs that
would make good transfers. So with these weights we steer the minimal cut
algorithm into a direction that will deliver us the best partitioning.
For weighting a PEG we consider the following input. A PEG P =
(V, A, C) with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1)
and conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1). This PEG is constructed as
described in Section 4.2. We update the weights by iterating through A.
The output of this step is a set of weights called B = B0 , . . . , Bb−1 (b = a)
with size equal to A.
Weighting the graph is an important step. It is a way to influence the
outcome of the minimal cuts of the next step. We can balance these weights
to make sure a correct solution is found.
When a weight Ba is high compared to the rest the weigths in B, the
chance that Aa will become a transfer is low. Since the minimal cut algorithm will always try to minimize the total weight of the cut set, every
solution with Aa will unlikely be minimum. This automatically means that
arcs with lower weights will have a higher chance to become transfers.
The weight of an arc is calculated based on two properties of the arc.
The first property is the number of adjacent arcs. We choose this property
to avoid arcs around fully connected nodes to become transfers. A fully
connected node represents a polygon which has all of its polygon edges
shared with another polygon. The second property is the number of conflict
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arcs. This is used to find, if possible, transfers which are not in sub-graphs
where all nodes are adjacent to conflict arcs.
Furthermore we double the weight of an arc when both ends are fully
connected nodes. Such a polygon can only be in the middle of a group of
polygons. When a group of polygons has to be cut to solve a conflict, we
prefer cutting it close to the borders.

5.2.2

Find candidate transfers

For finding candidate transfers we consider an input PEG P = (V, A, C) and
a set of weights B = B0 , . . . , Bb−1 (b = a). The candidate transfers found
in this third step of the algorithm is a sub-set of A. With the minimal cut
algorithm a sub-set of A is found for each conflict arc in C. The collection
of sub-sets is the output of this step. When the output is translated to a
solution it is always correct since there are transfers that will solve each
conflict.
Theorem 5.1. When we find the minimal cut set for all conflict arcs in C
and use these arcs as transfers, we are sure it will result in a correct solution.
Proof. Consider a weighted input PEG P with one conflict arc. The minimal
cut algorithm will find a sub-set of A called A0 by using the ends of the
conflict as source and sink. When we remove all the arcs of A0 from P , we
are sure to cut P into two disconnected sub-graphs Pa and Pb . We are also
sure that if the source is in Pa , the sink is always in Pb or the other way
around. These sub-graphs cannot be merged by adding more transfers thus
adding new transfers from other conflict arc cuts will never result in the sink
and source ending in the same sub-graph.
The minimal-cut algorithm is a proven technique with multiple implementations. The original implementation is due to Ford and Fulkerson [8]
which has later been improved by Dinic [4] and Edmonds and Karp [5]
among others. Since it is such a well-documented algorithm we consider the
minimal cut algorithm to be a black box that we use in our algorithm. In
Algorithm 5 it is used in line 3 through the method call M inimalCut().
The first parameter represents a PEG P and the second parameter the set
of weights B. The third parameter is Vsource ∈ P . And the fourth parameter
is Vsink ∈ P . The result of this method call returns a minimal cut set which
is a sub-set of A(P ).

5.2.3

Reduce transfer count

The final step in our algorithm considers an input PEG P and a set of
candidate transfers A0 = A00 , . . . , A0f −1 (f < a) as a sub-set of A. The nodes
in V are all assigned to a layer by Algorithm 2 using the candidate transfers in
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Algorithm 5 FindCandidateTransfers(P , BB). Input: A PEG P =
(V, A, C) with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1)
and conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1), weights B = B0 , . . . , Bb−1 (b ≤ a).
Output: A set of candidate transfer T = T0 , . . . , Tt−1 (t ≥ 1).
1: T ← empty set
2: for all C in C do
3:
add all arcs from M inimalCut(P , B, C.a, C.b) to T
4: end for
5: return T
A0 . This resulted in a correct solution, but we also want a minimal solution.
By removing all transfers that connect two non-overlapping layers, we will
be closer to a minimal solution. The output of this step will be a minimal
sub-set of A0 called M inimalT ransf ers(A0 ) containing the arcs that are
transfers in a minimal solution. This sub-set is minimal in number of arcs,
not in total weight of the arcs in the set.
We can test for each transfer in A0 if the layers on both sides have a
conflict. If there is no conflict between both layers we can safely remove the
transfer and merge the layers without jeopardizing the solution. Algorithm
6 shows this in pseudo code.

5.3

Complexity analysis

For the complexity analysis of our algorithm we consider an input CNS
S = W0 , . . . , Ws−1 (s ≥ 1). Each Ws has a set of neighbours which is a
sub-set of S. From S a PEG is constructed called P = (V, A, C) with nodes
V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , . . . , Aa−1 (a ≥ 1) and conflict arcs
C = C0 , . . . , Cc−1 (c ≥ 1). Before we state the complexity of the algorithm,
we will first show this for each of the separate steps of the algorithm in the
next subsections. Again we only discuss the three new steps since the other
two steps have already been discussed in complexity analysis of Chapter 4.

5.3.1

Weighting the PEG

Weighting the PEG is a relative simple process. It iterates through a arcs
of this input PEG. For each arc it adds the number adjacent arcs to the
number of the adjacent conflict arcs. This is a constant operation since an
arc always has two ends. This makes this step run in O(a) time.

5.3.2

Find candidate transfers

Finding the candidate transfers is a heavy process. It will run the minimal
cut algorithm c times, once for each conflict arc in P . When we use the
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Algorithm 6 ReduceTransferCount(P , T ). Input: A PEG P =
(V, A, C) with nodes V = V0 , . . . , Vv−1 (v ≥ 1), arcs A = A0 , ..., Aa−1 (a ≥ 1)
and conflict arcs C = C0 , . . . , Cc−1 (c ≥ 1). A set of candidate transfer
T = T0 , . . . , Tt−1 (t ≥ 1). Output: An updated P and T with an equal or
lower transfer count.
1: for all T in T do
2:
Va ← nodes from layer on the first end of T
3:
Vb ← nodes from layer on the second end of T
4:
canLayersM erge ← True
5:
for all V in Va do
6:
for all V V in Vb do
7:
if V .polygon overlaps V V .polygon then
8:
canLayersM erge ← False
9:
end if
10:
end for
11:
end for
12:
if canLayersM erge == True then
13:
remove T from T
14:
for all V in Va do
15:
V .layer ← Va .layer
16:
end for
17:
end if
18: end for
19: return T
Dinic’s algorithm [4], we can find the minimal cut set for a conflict arc in
O(v 3 ) time. The makes the total running time of this step O(cv 3 ).

5.3.3

Reduce transfer count

The reduction step will visit all transfers to check if the adjacent layers are
conflicting. Checking layers La and Lb means that we iterate over each
possible pair of polygons with the first polygon from La and the second
polygon from Lb . In a particular case where we have one transfer and thus
two layers, each layer has v/2 nodes from V. So there are (v/2)2 pairs to
check. When we have more than one transfer, the number of nodes in each
layer will be less. In the worst case scenario the number of polygon pairs to
check per transfers is (v/a)2 . This means a total running time of O(a(v/a)2 )
for this step.

5.3.4

Total complexity analysis

When we sum up the running times of all steps, we can see that O(cv 3 ) of
finding the candidate transfers is dominant. This shows that our algorithm
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will run in O(cv 3 ) time with c being the number of conflicts and v the
number of polygons.
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Chapter 6

Experiments
To proof that our heuristic algorithm delivers a solution close the optimal
solution we have to test it with a variety of environments. We have created a
set of abstract environments which show isolated conflicts per environment.
We used these to show that the brute-force algorithm can find all minimal
solutions in small environments. Furthermore we modeled a real environment that contains interesting structures. And finally we imported game
environments to show how we can use the heuristic algorithm on existing
game files.
In the first Section of this Chapter we discuss the set-up of our experiments. In the second Section we will discuss the environments we used and
why we chose them. In the third Section we show the results and we finish
with a Section which states the conclusion of our experiments.

6.1

Experimental set-up

We want our experiments to show two things. First we want to show that
our heuristic method can find an optimal solution or how close it gets to
finding the optimal solution. We will compare the solution with the minimal
solutions we find with the brute-force algorithm. In some cases the bruteforce algorithm cannot run since the running time is exponential and we do
not have the computer power to calculate it. In these cases we will check the
end result of the heuristic method manually. We also compare the results
of our algorithm with the algorithm van Toll describes in his MSc Thesis
[20]. This algorithm converts a polygonal environment into a MLE with a
different heuristic approach. It will not always find the optimal MLE.
The second goal of our experiments is to show the importance of the
graph simplification. We will run both algorithms for each environment
with and without the graph simplification. Our expectation is that the
simplification will improve the running times, but will also show that more
research is needed especially for large environments.
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The experiments are done on a 64-bits Ubuntu PC with a 2.50GHz Intel
Core 2 Duo (T9300) and 3768 MB of memory. The experiments only used
one CPU core. The code was compiled with GCC version 4.5.2. We ran all
the experiments (which are deterministic) 8 times with all the same results
except for the running times. We averaged these running times to smooth
out outliers.

6.2

Experiment environments

In these sub sections, each environment is discussed. We define it and describe why this is an interesting environment to test. The environment is
also represented in a figure. This figure shows its CNS rendered in 3D. The
PEG overlays this render. The nodes in the PEG are the green dots floating
in the center of the polygon they represent. The arcs are gray shaded lines
connecting the nodes. Darker arcs have higher weights. The conflict arcs
are the red lines connecting two nodes.
There are two environments created from game levels called Oilrig and
Vertigo. These were exported from their original game files in the BSP
format for the Half-Life game engine. All the polygons in this format are
simple convex polygons. A drawback of this format is that it allows two
polygons to share only a part of their edges. This would not work in our
implementation so we located the partially shared edges and added vertices
to make sure we could construct a correct PEG. Without this step arcs
would be missing and the original CNS would have been smaller.
Table 6.1 shows the basic environment information. This information is
the number of nodes, arcs and conflict arcs in the PEG that is constructed
from the largest CNS.

Single-staircase
In Figure 6.1 this environment is shown in 3D with its graph including
conflict arcs. All nodes in V1 , . . . , V7 have two adjacent arcs. Nodes V0 and
V8 only have one adjacent arc. This creates a single path graph from V0 to
V8 . This environment is small in scale since it only involves nine polygons
and eight shared edges. The complexity of this environment is very low.
Every solution with one transfer is both a correct and a minimal solution.
Any of the arcs from A can be a transfer in a minimal solution. Because
of this the number of minimal solutions is equal to the number of arcs. The
brute-force algorithm can calculate this. When we simplify this PEG, all
the arcs are removed and replaced by one arc connecting V0 and V8 . This
arc now represents all the original arcs of the PEG. Any of the represented
arcs could become a transfer in the original PEG. None of these is optimal
since all will result in a minimal partitioning.
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Node count

Arc count

Conflict count

Environment
a
b
c
d
e
f
g
h

Description
Single-staircase
Multi-staircase
Triple-polygonstack
Two-floor ramp
Multi-storey building
UU Library
’Oilrig’ gamelevel
’Vertigo’ gamelevel

8
48
16
19
58
297
633
366

7
47
15
22
65
420
958
641

1
125
2
20
144
768
744
42

Table 6.1: An overview of the environments from the experiments with their
node, arc and conflict arc counts.

Figure 6.1: Single-staircase environment in 3D. This evironment contains 8
nodes, 7 arcs and 1 conflict arc.
This environment is chosen for our experiments to show the least complex
case. With one conflict and one path between the ends of the conflict arc
there is no simpler environment besides one without conflicts.

Multi-staircase
Figure 6.2 shows this environment in 3D with its PEG overlaying. It is geometrically equal to the Single-staircase but is extended by copying polygons
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Figure 6.2: Multi-staircase environment in 3D. This environment contains
48 nodes, 47 arcs and 125 conflict arcs.
V1 to V8 six times and move them up so that they form one path. Geometrically this is equal to a spiral staircase with steps replaced by ramps. But the
environment is more complex since all polygons are in conflict. Running the
brute-force algorithm confirms this by presenting 1715 minimal solutions to
partition this environment into seven layers through six transfers.
We choose this environment to have a larger scaled environment similar
to the Single-staircase. It shows how the largest polygon stack rule works.
Since the largest polygon stack of this environment has seven polygons, we
need at least six transfers.

Triple-polygonstack
Figure 6.3 shows this environment in 3D with its PEG overlaying. This environment is more complex compared to the Single-staircase since it contains
three conflicts instead of one. It also has one full connected node where
three paths come together. Lets call this full connected node Vf ull . There
are three nodes in conflict with each other. This makes a polygon stack of
three. Lets call these polygons in conflict V1 , V2 and V3 . When we simplify
this PEG, only three arcs remain. These arcs are connecting Vf ull with the
conflicting nodes: (Vf ull , V1 ), (Vf ull , V2 ) and (Vf ull , V3 ).
We choose this environment to have a small scale environment with a
different structure from the Single-staircase and the Multi-staircase.
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Figure 6.3: Triple-polygonstack environment in 3D. This environment contains 16 nodes, 15 arcs and 2 conflict arcs.

Figure 6.4: Two-floor ramp environment in 3D. This encvironment contains
19 nodes, 22 arcs and 20 conflict arcs.

Two-floor ramp
Figure 6.5 shows this environment in 3D with its PEG overlaying. Figure
6.4 shows the same from an alternative angle. This environment is more
complex compared to the Triple-polygonstack since Pd contains multiple
cycles.
There is only one minimal solution that will partition this environment
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Figure 6.5: Two-floor ramp environment in 3D from a alternative angle.
into three layers through two transfers. Figures 6.5 and 6.4 shows this
environment with three layers. One of these layers only has one polygon.
This polygon shares two edges with other polygons and these edges are the
transfers in the minimal solution. No simplification of Pd will decrease its
number of arcs. All nodes are in conflict thus none of the simplification rules
apply.
This environment is chosen because it is a basic form of what can be
found in houses. Two floors which are connected through a staircase or
in this case a ramp. The PEG of this environment contains cycles so this
makes the it more complex than the environments we have seen so far.

Multi-storey building

Figure 6.6: Multi-storey building environment in 3D. This environment contains 58 nodes, 65 arcs and 144 conflict arcs.
Figure 6.6 shows this environment in 3D with its PEG overlaying.
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The environment can be partitioned into nine layers through eight transfers. All the ramps between the floors are also layers since they are in conflict
with the layers above and below.
This environment is chosen because it is very common. It is a multistory building with staircases between them. These staircases are modeled
as ramps in this environment to make sure the whole environment is captured
into one CNS. All polygons in this environment are in conflict and the largest
polygon stack contains four polygons.

UU Library

Figure 6.7: UU Library environment in 3D with its PEG overlaying. This
environment contains 297 nodes, 420 arcs and 768 conflict arcs.
Figure 6.7 shows this environment in 3D with its PEG overlaying. Figure 6.8 show the environment without the overlay. It is modeled after the
university library at the Uithof, Utrecht. This building has eight floors
which are all connected through stairs and elevators. The elevators are left
out and the stairs are all modeled as ramps. The overall model is a simplified representation of its original floor plan, but it still makes a complex
environment.

Figure 6.8: UU Library environment f in 3D.
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This environment can be partitioned into nine layers through nine transfers. There are three layers in this partitioning that are connected to only
one other layer. One layer is connected to three layers and the other five
layers are connected to two layers. The brute-force algorithm does not give
a solution due the scale of the environment. The reason why we find nine
layers instead of the eight as the floor plan originally describes is that one
floor has two disconnected parts. Simplifying this environment will remove
twelve nodes which is less than three percent of all nodes.
We choose this environment due to its scale and complexity. The library
is not a regular structured building. With that we mean that the layout
of the floors are never alike. Also the stairs between the floors are situated
different between all floors.

Oilrig gamelevel

Figure 6.9: Oilrig gamelevel environment in 3D. This environment contains
633 nodes, 958 arcs and 744 conflict arcs.
Figure 6.9 shows this environment only in 3D. This environment is imported from a game file and is a real game level created with a game level
editor. These are the reasons we selected it. It shows if our heuristic method
can handle game data and partition it without user intervention. This only
works since this environment has no steps or stairs. Although the original
game level contains multiple CNS’s, we only used the largest. This contains
most polygons from the total environment and delivers a large scale and
complex PEG.
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Vertigo gamelevel

Figure 6.10: Vertigo gamelevel environment in 3D. It is overlayed with its
PEG. This environment contains 366 nodes, 641 arcs and 42 conflict arcs.
Figure 6.10 shows this environment only in 3D. Like the Oilrig gamelevel,
this environment has been imported from a game file. Simplifying the PEG
removes 151 arcs. This is almost 25% of the arcs in its original PEG.
We choose this environment to show a large scale environment constructed with a game level editor which has a relative simple partitioning. It
is partitioned into three layers through two transfers. Finding such a small
number of transfers in a large scale environment shows if the heuristic algorithm is able to handle environments that are constructed to be efficiently
rendered in games.

6.3

Experiment results

In Appendix B the results of the experiments are shown in Tables B.2, B.4
and B.6. The first two tables have the results for three environments and the
last has the result for both gamelevels. Each environment has its own column
in one of the tables. In such a column all statistics from the experiments
with this environment are shown. The statistics are the node count, the
arc count, the conflict arc count and the running time to simplify it. The
running time to partition the environment, the number of solutions, the
number of layers and the number of transfer is shown for each experiment.
In all environments our heuristic algorithm finds the lowest number of
transfers. In the small scale environments, a, b, c and d, we see no difference
in the minimal solutions found by all three algorithms. The brute-force
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results for environment e and f are not available, but we found no solutions
for these environments with less than the number of transfers found by
our algorithm. Van Toll’s algorithm does not find these optimal solutions.
In the two large environments, g and h, the results are similar, but the
difference between the number of transfers found by our algorithm and by
van Toll’s algorithm are significant. The number of transfers found by van
Toll’s algorithm are more than double the number of transfers found by
our algorithm. This shows that our algorithm preforms significant better in
larger environments.
Simplification has no significant improvement on the running time. Many
results even have a higher running time after simplification. The Vertigo
gamelevel with a reduced arc count of 25 percent after simplification did
have a significant drop in the partitioning running time. But the simplification running time was so high, that the combination of both algorithms
showed a increased running time. This shows that simplification can make
a difference, but more research is needed to simplify a PEG that will lower
both partitioning and simplification running times.
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Chapter 7

Conclusion and Future work
We presented an optimal definition for the partitioned multi-layered environment introduced by van Toll et al [19]. Furthermore we introduced a
graph model and an algorithm which together construct an optimal or close
to optimal multi-layered environment from a polygonal environment. The
algorithm can, considered the input environment being a well formed polygonal environment, do this completely automated.
Since the algorithm uses heuristics to construct a MLE, we cannot guarantee it finds the optimal. The experiments on the smaller environments
which could be verified with a brute-force result, show that our algorithm
finds an optimal MLE. It is hard to verify this for the large environments,
but the results from our algorithm are significantly better compared to a
naive algorithm like van Toll et al. used. In the two gamelevel environments, our algorithm finds a solution with less than half the number of
transfers compared to the results of van Toll’s algorithm.

7.1

Graph weighting

Currently the graph simplification techniques we use are very basic. They
might even keep our algorithm from finding the optimal solution. With
knowledge from the field of graph theory, this step should be improved to
render better results.
We stated an optimal MLE as an environment with a minimal number
of transfers. Other applications might define a optimal MLE based on other
properties of the environment. Through weighting the graph differently the
results can be altered extensively. This creates opportunities to use the same
algorithms with an application specific graph model.
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7.2

Graph simplification

Using only simplification to partition the environment could be an alternative method to find the minimal solution. With a basic set of rules describing
which nodes can be removed, the graph could be simplified until the simplest
configuration of a PEG is left. This form has only a few nodes close to the
number of layers connected by only a few nodes. An arc represent a complete sub-graph from the input. The minimal cut set in such a sub-graph
will contain all the transfers needed for that particular arc in the simplified
graph.

7.3

Air portals

The focus of this project was mainly on partitioning a sub-set in the form of
a CNS instead of an entire polygonal environment. To be able to use all the
CNSs from a polygonal environment, the multi-layered environment data
structure could be extended. Layers, for example, could also be connected
through air portals. These portals are areas through which a character can
jump, fall or fly from layer to layer. Take for example a crate in a game
level. A character might be able to jump on it but in the current version of
the ECM it is only an obstacle. The top of the crate is considered a different
CNS and thus it is not reachable. Storing the relation between the obstacle
and the CNS describing the top of the crate can prove a useful addition for
the ECM. The path planning algorithm can determine if a character could
jump from a layer to a connected layer based on the air portal information.
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Appendix A

Tessellate polygon
environment with OpenGL
Polygon tessellation is the process of breaking up self-intersecting polygons
into simple polygons [21]. The OpenGL Utility library (GLU) contains this
functionality. OpenGL supported hardware in the form of a PC graphics
card is needed to use this.
We can use tessellation for two things. First there is triangulating a
set of concave polygons. Second there is the calculation of the negative
space from a set of polygons. We use the negative space from a polygon
only as 2D concept. This means that, when viewed from the top, all the
space not covered by any polygon from the set is called the negative space
of this polygon set. Both methods use the same tessellation methods with
a different approach. We only use tessellation for 2D problems. The zcomponent of the input is always set to zero to make sure OpenGL interprets
it correctly.

A.1

Tessellation

Tessellation is done on a set of contours. A contour is set of points. The set
is considered to be a closed chain. This means that the last and first point in
the set are also connected. When the contour is self intersecting, OpenGL
will add new vertices at the intersection points. Also when two contours
intersect a new vertex is created at the intersection. This results in a set of
parts. A part is an area in the tessellated space that is completely enclosed
by contours. Figure A.1 gives an example of two overlapping contours. The
winding is the direction in which the points of the contour are given. This
can be clockwise or counter-clockwise.
To determine which parts of the input need to be filled, the user gives
a winding rule. Based on a winding value and the given winding rule every
part is evaluated. The winding value is calculated by counting the number
46

Figure A.1: Two contours, one with blue vertices and one with red vertices,
are tessellated into three parts each a given a different color. The green
vertices are added by OpenGL at the intersections of both contours. The
arrows give the winding direction of its contour.
of edges intersected by a ray pointing out of the part. This ray starts within
the part and ends outside all parts. Every edge encountered is counted
positive when it is counter-clockwise and negative when clockwise. Figure
A.2 shows an example of this counting. When a part has a winding value
corresponding to the winding rule, the part is filled. The following winding
rules are valid:
Odd All odd values.
Positive Only positive values.
Negative Only negative values.
Non-zero Every value except 0.
Greater or equal to 2 All absolute values greater or equal to 2.
The tessellation results are given through callbacks that you need to setup. There are four important callbacks that you need to get the triangles.
The first is the Begin callback. It is called for every set of connected triangles
that is part of the result set. A parameter describes how these triangles are
in the vertex callback. Possible values are:
47

Figure A.2: Two overlapping contours creating three new parts. The white
part is where the contours overlap. The intersections of the green rays are
counted with small -1 or +1 values written close to the intersection.
Triangles Every three following vertices form a triangle.
Triangle Strips Every new vertex creates a triangle with the previous two
vertices.
Triangle Fans Every new vertex creates a triangle with the first vertex
given and the previous vertex.
Through the Vertex callback all vertices are returned in the order that
corresponds with the parameter of the Begin callback. Also new vertices
from the intersections are returned in the Vertex callback. These new vertices are created in the mandatory Combine callback. In this callback correct
values for color and normals can be calculated for new vertices at the intersections. The final callback is the End callback which closes a connected set
of triangles.

A.2

Triangulating concave polygons

When we use tessellation for triangulating concave polygons, the input is one
contour of the concave polygon. To make sure we tessellate independent of
polygons winding we use the Odd rule. This will result in a set of triangles.
In Figure A.3(a) a concave polygon is show and in A.3(b) a possible
triangulation is shown.
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(a) The concave input polygon

(b) The triangulated polygon

Figure A.3: Tessellation of a concave polygon results in a set of triangles.

A.3

Calculating negative space

Calculating the negative space of a set of polygons P is done by using every
polygon as a contour. An extra contour with the size of the bounding volume
is added. With the Odd winding rule everything within the bounding volume
is filled except the input polygons from P.

(a) Three input polygons

(b) The negative output triangles

Figure A.4: The negative space of a set of polygons is found by putting a
square of the bounded area around it.
In Figure A.4(a) an example input is shown with three convex polygons
colored red. Together with the blue square they serve as input for the
tessellation. In A.4(b) the output tessellation is shown. The gray lines are
the edges of the triangles. It shows the combined polygons are left out and
only the space around these polygons is filled which is the negative space of
the input within a bounded area.
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Appendix B

Experiment results
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InputFiles
Input environment
Nodes
Arcs
Conflicts
Simplified environment
Nodes
Arcs
Conflicts
Simplify in(ms)
Brute force
Time (ms)
Solutions
Layers
Transfers
Brute force simplified
Time (ms)
Solutions
Layers
Transfers
Van Toll
Time (ms)
Solutions
Layers
Transfers
Van Toll simplified
Time (ms)
Solutions
Layers
Transfers
Heuristics
Time (ms)
Solutions
Layers
Transfers
Heuristics simplified
Time (ms)
Solutions
Layers
Transfers

a

b

c

9
8
1

49
48
126

17
16
3

2
1
1
0.027375

49
48
126
0.1185

4
3
3
0.106375

0.207375
7
2
1

798585.625
1715
7
6

8.41875
59
3
2

0.14425
7
2
1

814397.375
1715
7
6

7.903125
59
3
2

0.02425
1
2
1

0.216125
1
7
6

0.0255
1
3
2

0.0145
1
2
1

0.226
1
7
6

0.025625
1
3
2

0.084625
1
2
1

9.945
1
7
6

0.1185
1
3
2

0.0765
1
2
1

9.899125
1
7
6

0.109125
1
3
2

Table B.2: Experiment results for environments ’Single-staircase’ (a),
’Multi-staircase’ (b) and ’Triple-polygonstack’ (c).
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InputFiles
d
Input environment
Nodes
20
Arcs
23
Conflicts
21
Simplified environment
Nodes
20
Arcs
23
Conflicts
21
TimeToSimplify (ms)
0.027
Brute force
Time (ms)
24.830875
Solutions
1
Layers
3
Transfers
2
Brute force simplified
Time (ms)
24.9135
Solutions
1
Layers
3
Transfers
2
Van Toll
Time (ms)
0.038375
Solutions
1
Layers
3
Transfers
2
Van Toll simplified
Time (ms)
0.042125
Solutions
1
Layers
3
Transfers
2
Heuristics
Time (ms)
0.499375
Solutions
1
Layers
3
Transfers
2
Heuristics simplified
Time (ms)
0.501125
Solutions
1
Layers
3
Transfers
2

e

f

59
66
122

298
421
813

59
66
122
0.159875

289
411
813
11.7345

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

0.27275
1
9
9

5.90675
1
11
19

0.30525
1
9
9

6.325625
1
11
19

10.34125
1
9
8

1181.90125
1
9
9

10.254125
1
9
8

1148.52125
1
9
9

Table B.4: Experiment results for environments ’Two-floor ramp’ (d ),
’Multi-storey building’ (e) and ’UU Library’ (f ).
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InputFiles
Input environment
Nodes
Arcs
Conflicts
Simplified environment
Nodes
Arcs
Conflicts
TimeToSimplify (ms)
Brute force
Time (ms)
Solutions
Layers
Transfers
Brute force simplified
Time (ms)
Solutions
Layers
Transfers
Van Toll
Time (ms)
Solutions
Layers
Transfers
Van Toll simplified
Time (ms)
Solutions
Layers
Transfers
Heuristics
Time (ms)
Solutions
Layers
Transfers
Heuristics simplified
Time (ms)
Solutions
Layers
Transfers

g

h
634
959
668

367
642
37

524
832
668
665.486125

246
472
37
225.777625

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

11.71575
1
26
61

0.8445
1
5
6

13.227875
1
25
57

1.01175
1
5
6

5732.05875
1
18
19

77.375625
1
5
6

5941.7925
1
18
19

64.798
1
5
6

Table B.6: Experiment results for environments ’Oilrig’ gamelevel (g) and
’Vertigo’ gamelevel (h).
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