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Abstract
Brain Computer Interfacing is a rapidly developing field that offers
promises of better Human Computer Interaction through a more natural approach then current interfaces have established. However before
BCIs can realize this promise there are known and unknown obstacles to
overcome. One of these obstacles is related to how many tasks a human
can currently do while still generating brain signals that are usable by
state-of-the-art (brain) signal analysis programs. This thesis describes an
experiment that was conducted to test human capacity as well as a signal analysis program in several different conditions with different levels of
mental workload.
Results of this study indicate that the characteristics of the brain
signals change when a participant is subject to a higher workload, but
with the setup presented here signal analysis does not perform significantly
different.
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1

Introduction

In present times a lot of people use computers for a wide variety of tasks ranging
from work to entertainment to social interaction. When interacting with a
computer the majority of computer users will think of a keyboard and mouse
at first and some might also list game-pads and joysticks. Over the years we
have learned to use these interaction devices and most of us will not consider
the usage of these peripherals unnatural. In addition a lot of rules and guidelines have been formed over the years. An example of these rule can be found
in games on the P.C. where movement is often controlled by the keys WASD
and looking around is done by moving the mouse. Those that are unfamiliar
with this “rule” can easily imagine that it is quite unnatural (e.g. ‘W’ is in no
way related to moving forward). For those who are familiar with this “rule”
might think about how often they’ve seen an utterance that was comprised of
these four letters in chat-window during a multi-player game online. One of the
reasons that this rule has survived is that it makes sense given the peripherals
available. The keys W, A, S and D are easily operated with the left hand, while
the mouse is easily operated with the right hand.
One game that has succeeded in using a more natural interface is EndWar
(Ubisoft Entertainment, 2008). In this stragegy game a player can issue orders
to his troops by pronouncing the actual order into a microphone. However, to
use this interface properly additional peripherals (i.e. a controller or gamepad)
are required to get a good overview of the battlefield.
When considering what a lot of games try to bring to a player, it is often
control over a single character. When this is the case, the character is often
humanoid, it has the same number of limbs and is generally shaped the same as
a human. The source of control we have over our own body is our brain. When
we walk, our brain sends out the right signals to the muscles and interprets the
“feedback” from the world. So why not take the next step and allow users to
use their brain to directly control a game or any other program, instead of using
interfaces that are unnatural even though we have grown accustomed to these
traditional interfaces and input devices?
Apart from the obvious advantages of interacting with a computer directly
with brain signals for healty users, there is also a large group of patients who can
benefit from this technique. There are muscle diseases that induce some level of
paralysis. Some of these diseases do not affect the brain untill the later stages,
so for a paralyzed patient communicating through the use of brain signals would
literally open up a communication channel that was not available before.
One of the reasons that this technique is unavailable as of yet, is the simple
fact that at this moment the brain still holds too many mysteries. In the example
described above the signals that form the basis of walking should be extracted in
some way to use these as input for a game. At the moment it is still impossible
to extract exactly these signals, however it is possible to discern whether or
not a person is moving his legs (note that moving one’s legs could be walking,
biking, jumping, karate, etc.).
For now a lot of obstacles block the path to use brain signals in such an ad4

vanced manner. These obstacles come from a variety of research areas amongst
which are (neuro-)psychology to better understand the workings of the brain;
mathematics to extract specific brain signals with more precision and less noise;
engineers to design user-friendly peripherals to record brain signals and pass
them to a computer and computer science to develop suitable applications to
use the brain signals in the best way possible.
In this thesis an experiment is described that was directed toward the possibilities of controlling navigation in a virtual environment (i.e. game or serious
game) with a Brain Computer Interface (BCI). Before an actual game can be
implemented that relies on a BCI as input device it is important to test the
limits of BCI technology. As said above the technology that drives a BCI comes
from various fields including psychology (brain research) and mathematics (signal analysis). This thesis is mainly focused on the human factors-side of the BCI
experience. More specifically an experiment that tests whether or not subjects
are able to produce the desired brain signal while also paying attention to the
virtual environment or another task.
Before the actual experiment is described theory and previous work in the
relevant domains are discussed in Section 2. After that Section 3 will describe
the experiment setup for the final study (descriptions of the pilot studies can
be found in the appendices). In Section 4 the results of the final experiment
will be presented after which the conclusions based on these results are given in
Section 5. Section 6 will reflect on these results and give directions for future
research.
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2

Related Work

As said in the previous section, this section will continue with describing research
into the various related fields of BCI. Section 2.1 contains a detailed description
of the types of brain signals that are often used in BCI. After that Section 2.2 will
give some details about previous studies with respect to workload, since in this
field a lot of knowledge about multi-tasking can be found. Finally Section 2.3
describes the research into the combination of virtual environments and BCI
that has already been performed.

2.1

Brain

One of the main subjects of this research is the workings of the brain, more
specifically the signals that can be recorded from the brain in such a way that
they can be used to drive a Brain Computer Interface. This section will first
describe several techniques to acquire brain signals in Section 2.1.1 after which
Section 2.1.2 will discuss some of the often used signals with respect to BCI.
2.1.1

Signal Acquisition Methods

Several different techniques exist currently to acquire brain signals (Genik et al.,
2005). Each of these different methods has its own characteristics and often the
methods are categorized taking both the temporal and the spatial resolution
into account. Temporal resolution describes the time that is between the actual
occurring of an event in the brain and the registration of this event by the
chosen method. The spatial resolution describes how accurate the source of a
given signal can be pin-pointed. The remainder of this section will compare a
few techniques in terms of these two parameters and ends with a selection of the
signal acquisition that will be used for the experiments presented in Section 3.
A quick overview of the different types of signals and how they relate can be
found in Figure 1. When looking at this figure from Genik et al. (2005) there is a
trade-off between the temporal resolution and spatial resolution, where a higher
spatial resolution leads to a lower temporal resolution. For this reason not all
acquisition methods in Figure 1 are equally suitable for Brain Computer Interfaces. At the moment most applications focus on speed and are less interested
in the exact location of a signal1 .
As said above most applications will rather focus on a high temporal resolution than a high spatial resolution. When looking at Figure 1 and the previous
work presented in Section 2.3 the method that is used the most is ElectroEncephaloGraphy (EEG). When comparing EEG to Magneto-EncephaloGraphy
(MEG) the advantages of EEG become quickly apparent. The EEG equipment
that is used, is far more portable and costs less than MEG equipment as can be
seen when comparing Figure 2(a) with Figure 2(b) which present the setups of
MEG and EEG respectively.
1 See

Section 2.3 for examples of BCI applications.
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Figure 1: Brain signal acquisition methods compared (Genik et al., 2005)
Given the advantages of EEG mentioned above the experiments will make
use of this technique to acquire brain signals. Since the choice was made to
use EEG equipment, the next section will describe commonly used signals with
respect to EEG measurements. Other techniques like MEG and fMRI might be
able to measure similar phenomena, but are not discussed here. As described
before, the advantage of EEG over other methods such as fMRI is that it has
a high temporal resolution, which is important when dealing with a real-time
task as is often the case with BCI. Apart from this EEG is also low-cost and
portable in comparison to other ways of capturing brain activity (Allison et al.,
2007a).
2.1.2

EEG and Brain Signals

As said above EEG has a high temporal resolution but a low spatial resolution. The high temporal resolution can be explained by the type of signal EEG
registrates, electrical currents. When comparing this with for instance fMRI
(Functional Magnetic Resonance Imaging) which measures blood flow, EEG is
indeed a fast signal. The signal that is recorded by EEG is generated by activity
of neurons, cells in the brain. The brain is a huge network of neurons that are
interconnected in a specific manner. When one of these neurons receives enough
input from other neurons it will “fire” which means that a positive electrical
current travels down the neuron. This electrical current itself is not directly
measurable by EEG, but it causes a difference in the electrical fields in the
brain, which is negated by electrical currents outside the cell body. It is the
currents outside the cells that are measured by EEG (Regan, 1989).
In comparison fMRI does not measure neuronal activity directly, but more of
an after effect of neuronal activity. When a neuron fires, it uses resources which

7

(a) An MEG setup (NIMH, 2008) (b) An EEG setup (Weissman, 2010)

Figure 2: MEG and EEG setups compared
need to be replaced. The body takes care of this by regulating the bloodflow
in such a way that blood that is rich with oxygen is directed to the areas that
have been recently active. However before these changes take effect two or three
seconds might have passed already, so when comparing this with EEG which has
its first responses after a few milliseconds, EEG has a better temporal resolution.
However the localization of the source of an EEG signal is quite hard, since
the electrical signal get scattered when passing through the bone of the skull.
Because this happens to all currents the signal measured by the electrodes on
the scalp is a combination of many sources which are not easily separated again.
A way to bypass this type of noise is by using ElectroCOrticoGraphy (ECoG)
which places a small patch of electrodes directly on the brain. However this
is highly invasive (i.e. something unnatural is placed inside the body, whether
electrodes or contrast fluids) and it is not so easy to apply as EEG. For more
details on EEG see for instance Nunez and Srinivasan (2006). A predefined set
of channels is used in EEG measurements which is known as the 10-20 system.
A map of the different electrode locations can be seen in Figure 3.
When using EEG to drive a BCI it is important to design a task for the user
that generates the right type of signal for the application. There are several
types of signals that are currently used, each with its own characteristics. Often
these signals are categorized with respect to these characteristics, which results
in a distinction between exogenous and endogenous signals (elicited by external
stimuli vs. generated by mental activity of the user respectively) as well as synchronous and asynchronous signals (where synchronous signals are time-locked
to a specific event, which could be a stimulus). These distinctions are based on
characteristics of the signal, but as Thurlings et al. (ress) suggest another division which was proposed by Zander et al. (2008) could be applied to categorize
8

Figure 3: The location of electrodes in the 10-20 system.
BCI application from a Human Factors point of view. The three categories proposed are active BCI, reactive BCI and passive BCI, which describe the effort
required from the user. Active BCIs might be compared with endogenous BCIs,
because the user is responsible for generating the signal. Reactive BCIs make
use of brain signals that are elicited by events that are offered to the user by
the application itself. Finally passive BCIs utilize signals that occur naturally
during a given task (e.g. when typing an error, an error related potential can
be recorded and could be used to automatically correct the error).
An example of Active BCIs that are often used with respect to EEG recordings makes use of motor imagery which is based on the fact that the brain
generates approximately the same patterns for an imagined movement as it
does for a real movement (Roth et al., 1996). However, most users have to train

9

in generating the appropriate signals without actually making the movements,
which takes time and prevents the system from allowing different users to use
the same device easily. Note that it always takes time to let the computer adjust
to a new user, but the point is that the user should not be overly bothered with
this.
With respect to training (by the user) Reactive BCIs are more user friendly.
In theory the user does not have to train, but the computer needs a set of data
for each particular user so it can generate a model of that user. Models for
different users are never exactly the same and might even differ for data sets
that are recorded at different times during a single day because fatigue and even
drinking coffee can influence the characteristics of the brain signals of interest
(see for instance Hasenfratz and Bättig (1992)). However this holds for all types
of BCI at the moment and it is therefor advised to update the model regularly
or maybe even constantly when using a BCI for an extended time period.
With a Reactive BCI external events are used to generate a brain signal2 .
A disadvantage of using external stimuli is that the user has to be able to
perceive such stimuli (e.g. look in the direction of the stimuli). This does not
have to be a problem for a healthy user, although it could distract the user
from other important events. For disabled users this requirement poses a more
serious problem. Locked-in patients are (almost) completely paralyzed which
often means that they also lose voluntary control over their gaze, making the
use of visual stimuli problematic.
Another important issue with BCI and brain signals is that it is possible for
certain users to be unable to use a particular BCI. This is often referred to as
BCI-illiterate, a badly chosen term because it implies some deficit in the user.
At this moment there is no conclusive evidence to support such a one-sided view.
Processes like signal analysis and classification algorithms might be unable to
extract the right features for certain users, which is then projected onto a user
by saying “you don’t have a P300 response”.
The rest of this section will describe two types of signals that could be used
to drive the Reactive BCI that will be used during the experiment described in
Section 3. First of all Steady State Evoked Potentials will be discussed in Section 2.1.3 after which Event Related Potentials will be described in Section 2.1.4.
2.1.3

Steady-state Evoked Potentials

One of the types of brain signal that is often used in BCI experiments is known
as Steady-state Evoked Potentials (SSEPs). This type of signal is generated
by an external stimulus that can be presented in different modalities, which
will be described in this section. The most common stimulus is offered in the
visual modality and is most often a flashing spot or object on the screen (see for
instance Lalor et al. (2005). The object flashes at a certain frequency and it is
this frequency that can be recovered from the EEG signal. One study that has
2 e.g. a well-known phenomenon is the P300, where a flash of an attended image creates a
distinct response in the brain. See Section 2.1 for more details on the P300.
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successfully used SSVEPs3 was conducted by Middendorf et al. (2000). In their
study, two experiments were conducted each with a way of using SSVEPs. In
the first experiment the participant was expected to modulate the amplitude of
his SSVEP to achieve binary control over a certain action. This process required
the participant to train and the authors report that most participants were able
to control their SSVEP signal with actual feeling of doing so after 30 minutes of
training. In the next training sessions most participants showed a lot of progress
(Middendorf et al., 2000).
These results were obtained in a simplified flight simulator in which the participants had to control the roll of the plane. Another task that was performed
by three participants involved a functional electrical stimulator. Such a device
can be used to replace lost limbs and in this case a knee joint was controlled.
The SSVEP amplitude was used to stimulate the “muscle” of the knee. By
maintaining the amplitude above a certain threshold more muscle fibers were
recruited to extend the knee.
To achieve control over the SSVEP amplitude participants adopted several
strategies, since Middendorf et al. (2000) did not define a procedure for this.
They reported that several strategies emerged including a variety of eye movements and cognitive-based strategies. All these strategies were allowed by the
authors, event though eye-movements are considered to be artifacts in EEG
recordings.
The second experiment focused more on natural occurring SSVEPs (Middendorf et al., 2000). To make a comparison with the first experiment only
two buttons were presented at the same time (binary decision). Selecting either
button was done by focusing on it, but two criteria had to be met as well in
order to prevent the system from selecting a button based on random fluctuations (see Middendorf et al. (2000) for more information). If these criteria are
met the participant is notified by a red border around the respective button.
When the participant could maintain the two criteria for 0.3 seconds the actual
selection is made. One button flickered at 17.56 Hz. and the other at 23.42 Hz.
to prevent the interference of harmonics.
Participants achieved 92 percent correct on average and each participant
performed 200 trials without training. The average time it took to select a
button was 2.1 seconds.
In conclusion Middendorf et al. (2000) state that although some success has
been achieved with self regulation of the EEG signal, it takes a lot of time to
train participants. In addition the authors claim that it is easier to use natural
occurring SSVEPs, where no training of the participant is required.
The article mentioned above displays several key principles of the SSVEP.
First of all the SSVEPs can be both naturally evoked as well as manipulated.
Evoking the SSVEPs requires a visual stimulus that flickers at a certain frequency ideally between 6 Hz. and approximately 100 Hz. (Herrmann, 2001). It
is always important to take harmonics into account when presenting different
stimuli at the same time, because the first harmonic is likely to show up in
3 Steady-state

Visual-evoked potential(s).
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the signal. Apart from the first harmonic the second harmonic and the first
subharmonic may also appear in the signal (Herrmann, 2001). What is also
important to see is that a certain amount of signal is required to extract a frequency. For instance, if one is looking for a 1 Hz. frequency, at least one second
of EEG data is required to actually fit one period of this signal. For a higher
frequency smaller time intervals are required to be able to extract the signal but
the longer the interval, the more information on a frequency is actually present.
In the experiment described above the minimal duration that a participant had
to maintain a frequency was 0.3 seconds to make sure that the frequency was
actually there and not caused by some random fluctuations. However the actual
selection time took 2.1 seconds on average because of the extra selection criteria
posed by Middendorf et al. (2000).
Apart from the visual modality, SSEPs are also found in the auditory and
somatosensory modality, where it is called the SSAEPs4 or SSSEPs5 respectively. Both work similar to the SSVEP, although both SSAEPs and SSSEPs
are more complicated technically because the actual stimulus has to be delivered to the ear or skin by a carrier frequency. This technique is similar to radio,
where the actual signal is “carried” by a high frequency (e.g. 102.0 MHz.)
and by removing this carrier from the signal the original signal reappears. For
more information on SSAEPs see for instance John and Picton (2000). When
comparing the SSAEPs to the SSVEPs one of the disadvantages of SSAEPs is
that when presenting multiple tones at the same time, it quickly turns chaotic
because of all the different sounds.
In theory SSSEPs are the most ideal type of the three to incorporate in
a virtual environment, since it leaves the auditory and visual modalities free
for other tasks. In addition it has been suggested that locked-in patients can
benefit from this technique because voluntary gaze control does not play a role
in “observing” the stimulus as it does with the visual counterpart. This is
stated by Mueller-Putz et al. (2006) in an article in which they investigate
whether or not SSSEPs are a suitable brain signal to drive a BCI. The results
look promising, because they can conclude that the SSSEP is strong enough
to be detected and is attention modulated, so multiple stimuli can be offered
at the same time and users can still make a distinct choice. The article only
describes results for two specific stimuli which were prepared as follows. First the
resonance frequency of a participants was determined. This was done because
the human sensory system has specific ranges in which it responds well (Regan,
1989). The determined optimal frequency was then offered to the right index
finger while a stimulus of 5 Hz. lower was offered to the left index finger.
Participants returned for five sessions in which the best classifier so far was
used to generate online feedback. The feedback was presented only through
an auditory response which was chosen because visual feedback might pose a
4 Steady

State Auditory Evoked Potentials are also known as the Auditory Steady State
Response (ASSR) (Thurlings, 2010)
5 Sometimes SSEPs for Somato-Sensory Evoked Potential, which is easily confused with
the general term Steady-state Evoked Potential mentioned above. In this thesis SSSEPs will
be used for Steady-state Somatosensory Evoked Potentials.
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distraction. The things that do need attention are the amount of stimuli that can
be offered simultaneously as well as the type of online feedback. Apart from
this Mueller-Putz et al. (2006) also suggest that it would be wise to classify
at the best time point so classification becomes more reliable. However since
SSSEPs should be investigated more to be applied reliably, both SSAEPs and
SSVEPs occupy important channels that should be free for other information,
it seems appropriate to discuss another type of signal that can be used to drive
a Reactive BCI. In the next section Event-Related potentials will be examined
in more detail.
2.1.4

Event-Related Potentials

Event-related potentials (ERPs) are peaks that occur in the EEG signal with
respect to a certain event. This event can take place in different modalities and
research has been done in auditory, visual and somatosensory ERPs, each will
be described in more detail in this section. One of the most prominent ERPs is
the visual P300, which is a positive peak in the EEG that occurs approximately
300 milliseconds after the presentation of a visual stimulus. One of the most
well-known studies in the field of BCI uses this phenomenon in a speller system
(Farwell and Donchin, 1988). The paradigm that is often mentioned in P300
research is the odd-ball paradigm. In the odd-ball paradigm one stimulus differs
from the other stimuli presented. This one stimulus elicits a P300 by itself,
because it is a rare event. The phenomenon described here is used in BCI by
offering stimuli with the same characteristics, but by designating6 one of these
stimuli to be a target, it is different in the user’s perception, resulting in similar
signals as when using one physically different stimulus in a set of similar stimuli.
While SSEP can be offered continuously with multiple stimuli, ERPs are
time locked to a stimulus and therefor only one stimulus can be presented at
a time. This makes ERP-based BCIs relatively slow because it takes time to
offer all possible options to the user. Studies have shown that is possible to
present stimuli so close together that the brain signals that belong to each
stimulus overlap with the neighboring stimuli, which speeds up the process and
sometimes even improves performance (see for instance Farwell and Donchin
(1988) and Rinsma et al. (2009)).
The example mentioned earlier has achieved very good results (Farwell and
Donchin, 1988). However it is important to notice that they offered each possible
choice several times before they actually made a decision. In other words, single
trial classification is not accurate enough to be used reliably. The technique of
increasing the number of flashes to determine what the user wants is applied by
more researchers to improve classification accuracy. Basically this is a speedaccuracy trade-off, since offering more stimuli both increases the accuracy and
the time to make a decision (thus decreasing the overall speed).
6 Target designation can be done by the application or by the user himself. When the
application selects the targets the results of each session can be used to train a classifier or
test a classifier.
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As said above ERPs occur in different modalities and apart from the visual ERP described above, research has been conducted in the somatosensory
domain. One of these studies was performed by Brouwer and Van Erp (2008)
where the results show that the tactile P300 can indeed be used to drive a BCI.
With tactile stimuli being presented around the waist a classification accuracy
of 62 percent was achieved, with chance being 16.7 percent. The authors note
that it is probably possible to improve this rate by acquiring more classification
data and rejecting less representative data.
An application that used the results mentioned above (Brouwer and Van Erp,
2008) was Hex-o-Navigation (Thurlings et al., 2009) which used both visual and
tactile stimuli to allow users to navigate through a landscape that was divided
in hexagons. Using both visual and tactile stimuli (unimodal and bimodal)
the authors conclude that the visual stimuli give the best result, while bimodal
stimuli do not appear to improve these results. Tactile stimuli were not as
good as the visual counterparts and it is hypothesized by the authors that
this could be due to the presentation of the tactile stimuli. It is possible that
the way the stimuli were offered creates different types of brain responses that
might influence the results. In particular the difference between the visual and
tactile P300s could be caused by a difference in attention. The visual stimuli
receive overt attention, because participants were allowed (i.e. supposed) to
look at them. However the tactile stimuli receive covert attention, meaning
that participants cannot look directly at the stimuli, resulting in different brain
responses. More details are currently being written down (Thurlings, 2010).
In an earlier study by Brouwer et al. (2008) the difference between visual and
somatosensory P300 was investigated. Results were slightly different from the
ones described above (Thurlings et al., 2009). Where the visual stimulus elicited
the strongest response over Oz7 , the tactile stimulus got the strongest response
over both Cz and Fz. At Pz the authors reported that there was no significant
difference between the response to visual and tactile stimuli, which seems at
odds with the results from Thurlings et al. (2009). Another interesting result
over Pz was the fact that bimodal stimuli gave a significantly higher amplitude
than the next best modality on the same location.
The differences in the results described above (Brouwer et al., 2008; Thurlings
et al., 2009) are probably caused by a combination of factors, amongst two that
could be important are the use of a different classifier/software package and the
other the fact that participants in Brouwer et al. (2008) were not allowed to
look directly at the stimuli (Thurlings, 2010). The research done by Brouwer
et al. (2008) contained a task that required the user to focus purely on target
selection, while the game-like elements in Thurlings et al. (2009) might cause
the user to lose concentration which affects the P300. An interesting question
arising from these two papers would be to see whether or not playing a game
changes the characteristics of the P300 significantly. Possible factors that could
influence the P300 are the motivation that comes with a game, but also the
distraction of having to process the information from the game world to come
7 When

investigating the amplitude of the P300.
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to a strategy. These observations also lead toward the question whether or not
it is possible to play a game using a BCI, both controlling the playable character
and observing the entire game world, in other words handling the workload that
both tasks impose on a user. Previous work on the subject of mental workload
in combination with BCI is discussed in the next section.

2.2

Mental Workload

So far BCIs have been mostly used as a primary interaction device, focusing on
one particular task. However for both healthy as less able users it is interesting
to see what happens when multiple things require attention. At the moment it
seems more important to develop BCIs that do not replace the interfaces and
input devices that are so well known, but rather form an extra way to communicate with different devices. When BCIs have made some steps as additional
techniques it will be easier to grasp the capabilities of these systems and develop a system that can actually replace the traditional input devices. For now,
a BCI should not replace other interfaces but should be added to gain a better
performance on existing tasks as well as allow research to discover the limits
and possibilities of BCIs. If a BCI should serve as an additional interface, a
user would need to focus on two tasks, namely using conventional input devices
and controlling brain signals. Other ways of using a BCI have been suggested
which modify information to suit the users current state of mind including workload and emotion (Nijholt et al., 2008). However some (for instance Farquhar
(2009)) do not consider this way of using brain signals a true BCI, since it is
not voluntarily controlled by the user (e.g. a user only has limited control on
the amount of stress he or she feels at a certain moment in time).
To test whether or not it is possible to control two tasks at the same time, it
is important to understand the nature of both tasks. For example, in the experiment conducted by Srinivasan and Jovanis (1997) participants had to perform
two tasks, the first being the driving task and the second task involving information on the route that should be driven. Since both the driving and the route
descriptions require some visual attention of the participant, the two tasks are
likely to interfere. When performing dual-tasks there are different theories as
to why and how interference can occur. According to Pashler (1994) the interference can originate from two sources. The first is a bottle-neck in response
selection and giving the command to be executed and the second is the preparation time required for a given domain. From these assumptions, the conclusion
is drawn that automaticity might be a shortening in preparation time and execution time, not necessarily implying that the task does not require cognitive
resources as others (see Pashler (1994)) postulate. As an alternative explanation Wickens (1980) has proposed that the brain has several pools of resources
that can be applied to different tasks. When a task is deemed important, more
resources will be used in that particular task, leaving other tasks with other (i.e.
smaller pools, less pools or both) resources which might not perform the task
optimally.
Another aspect of presenting multiple tasks to users is that different users
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might react different to certain tasks. An example of this was shown by Barrett
and Thornton (1968), who used a very interesting (i.e. a very old variant, without all the virtual reality equipment used today) setup as a driving simulator.
In their experiment, field dependent drivers behaved differently than field independent drivers8 . The stimulus the drivers were reacting to was a pedestrian
who emerged from a shed suddenly crossing the street. This type of a surprise
stimulus can be used to check what sort of reaction a driver might have to this
stimulus and what factors might influence this. The conclusion of Barrett and
Thornton (1968) was that field independent drivers were better at responding
to these types of events, possibly because they are better able to reason about
events without actually seeing the event. When dealing with surprise events
it is important to keep the events as simple as possible. Preferably only one
type of event is presented, ensuring that results from different participants are
comparable (Wilschut, 2010).
When dealing with multiple tasks and EEG measurements the characteristics of the measured brain signal can be different. It has been shown that
the amplitude of the P300 for visual stimuli decreases when a secondary task
takes up more resources (Watter et al., 2002). In their article a summary of
the effects on the P300 amplitude with respect to stimulus characteristics is
given. They state that a P300 will increase in amplitude when task complexity,
stimulus complexity and overall information transmitted to the participant also
increase. Decreasing the target probability and the sequential expectation with
the participant will also cause an increase in the P300 amplitude. With respect
to P300 measurement in a dual-task environment, it has been shown that the
amplitude of P300 decreases in the secondary task when the difficulty of the
primary task increases (Watter et al., 2002).
This view is supported by others who claim that the step from single task
to dual-task scenarios is the only place where a decrease in amplitude can be
found (Isreal et al., 1980; Kida et al., 2004) while increasing task difficulty of the
primary task does not further lower the amplitude of the P300. The difference
between the experiments just mentioned is that the experiment by Watter et al.
(2002) focused on working memory tasks, while Kida et al. (2004) and Isreal
et al. (1980) focused on visuo-motor tasks. When looking at this finding from
the perspective of the multiple resources theory by Wickens (1980) the resources
that were used for the secondary task at first are freed to support processing
for the primary task. However, it appears that the reallocation of resources is
not the same over different tasks.
From the workload research area comes more support for tactile stimuli to
control the BCI. The somato-sensory modality is the least used with respect
to a driving task. Research has shown that a tactile collision warning has the
largest effect on brake reaction times (Mohebbi et al., 2009). In this experiment
drivers were engaged in a driving task while also having a conversation through
a cell-phone. The driving task was considered the primary task and consisted
8 Field dependent and field independent are terms that are associated with a global view
of the environment versus an analytical view of the environment respectively. For more information on field (in)dependence see for instance Witkin et al. (1977).

16

of following a lead car within a two second window and trying not to crash
into the lead. The lead car’s speed was controlled in a pseudo-random manner
and brake lights were disabled to prevent the participant from knowing too
well when a complete stop was started by the lead car. When a full stop was
initiated and the participant got within a certain range, either no warning, an
auditory warning or a tactile warning was presented. To check which modality
was most suited for a warning, several conditions were created in which the
driver was engaged in either no mobile phone conversation, simple conversation
(Where were you born?) or complex conversation (a mathematical question
was presented, the driver had to answer it). During the experiment the reaction
time of the participant was measured as the time from the warning up until
the brake pedal was pressed. As said, the reaction times with a tactile warning
were fastest in all conditions where an auditory warning was ineffective when
the driver was engaged in a call. From this experiment the best modality to
offer stimuli to drive a BCI is the tactile domain, since it appears to be the least
engaged modality. Finally, the authors claim that their findings are in line with
the multiple resources theory by Wickens (1980), which was mentioned earlier
in this section.
Several different tasks are possible suitable to present as a secondary task,
of which a few relevant will be discussed below. However not all tasks are as
relevant as other tasks. For instance it seems wise to take a secondary task
which is not too demanding, since the BCIs that have been discussed so far
have always taken all available resources of the user. Also, a continuous task
will tell more about the influence of the task as opposed to a discrete task which
might occur only once every trial or so (Neerincx, 2010).
A frequently used task in workload research is the N-back task (Harvey et al.,
2005; Caseras et al., 2006; Jansma et al., 2000; Carter et al., 2003; Xu et al.,
2006). In this task, participants are asked to compare a presented stimulus to
the previous one (1-back), the one before that (2-back) or even further back
(3-back, 4-back, etc.). Different variants exist, the experiment by Smith et al.
(1996) contains two variants, a verbal and a spatial dimension were both tested.
The goal of this experiment was to see whether humans have a special working memory area for language processing (especially for output). However the
N-back task has been argued to be a dual task in itself where the process of
updating working memory continuously is one task, while the other is determining whether or not the current stimulus matches the n-back stimulus (Watter
et al., 2002). This claim is made because the results of the P300 amplitude
measurements performed by Watter et al. (2002) show similar tendencies when
measuring other dual-task phenomena.
One of the other candidate tasks is a conversation on a mobile phone. A
lot of research has already been done in this field, because of the supposed
dangers that are involved with calling while driving. Determining whether or
not it is dangerous to call while driving lies without the scope of this project.
However the results that come from studies concerned with this are helpful
when considering a dual-task experiment. It has been been shown already that
holding the phone itself is not a reason for distraction, neither are listening
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and shadowing (i.e. repeating words that are read aloud). However the task of
actively generating words seems to be a cognitive task that demands an amount
of attention that impairs driving (Strayer and Johnston, 2001). Unfortunately,
when performing EEG measurements the current technology does not allow for
a lot of movement especially where the head is concerned. Muscle signals are a
well known source of noise in many EEG setups and it seems unwise to include
a task that actually requires movement in an experiment at this time. When
muscle activity is required for an experiment, it is smart to select muscles as
far away from the head as possible (Erp, 2010). This also means considering
the movement carefully, e.g. a sitting person with his arms resting on the table
has to use far less muscles to push a button with his finger (perhaps arm, but
definitely hand and finger muscles) while a sitting person who has to make a
foot movement might also use back muscles to keep his balance.
An interesting workload experiment was conducted by Srinivasan and Jovanis (1997) (mentioned in the beginning of this section) where participants were
instructed to drive a predetermined route, utilizing a paper map or a navigation
system. The goal of this experiment was to evaluate in-vehicle route guidance
systems. Five different systems were used of which one was auditory (voicebased) and one was a paper map. The others were all presented on a device
were some displayed a full map of the environment while the others displayed
only the next turn direction and the name of the next street. Results of this
study showed that the auditory system provided the best results, while the paper map gave the slowest results in terms of reaction speed to a scanning task.
When participants were looking at the paper map or at the visual display, they
had less attention for the environment around them and thus reacted slower to
events in the scanning task. A route guidance system might be considered an
extra task when participants have to focus their attention on it from time to
time.
Another possible task is a tracking task, where the objective for the user is
to keep a certain object between predefined bounds. When implementing this
in a driving task, several options are possible. For instance the speed of the car
might not be constant, but vary randomly over time. The tracking task that the
user has to perform is to keep the needle within a certain range of the predefined
speed by adjusting the gas pedal. An alternative to this task is to make the
trajectory of the car not precisely centered in its lane, requiring the user to keep
the car as much in the center of the lane as possible. Examples of tracking tasks
in a dual-task setting can found in the experiment by Kida et al. (2004) and the
experiment by Strayer and Johnston (2001), both mentioned earlier. In both
experiments participants had to follow the movements of a target presented on
a screen. A useful conclusion can be that movement does seem possible in EEG
experiments to some extend because Kida et al. (2004) used a tracking task
with a dynamometer while also measuring P300 components without using any
extraordinary filters or restrictions on their participants. The dynamometer
used measures the force (Newtonian) with which a subject squeezes the device.
Apparently flexing and relaxing the muscles of the hand did not disturb the
EEG signals too much.
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As described in this section several possible tasks exist to increase workload
in an experiment. However not all tasks are equally suitable to answer the
question posed in this thesis. The most suitable task seems the N-back task,
since it allows for easy scaling in workload without introducing unexpected
effects. When using a virtual environment it is really hard to control all the
parameters for different conditions. There may be some interaction between
the parameters that is unexpected but influences the results of the experiment.
In addition, games can have different effects on different people. Especially
experienced gamers might use a strategy that they are familiar with that leads
to incompatible data. In the next section previous work that combines BCI and
virtual environments will be discussed since this combination is what this thesis
is working towards.

2.3

Virtual Environments and BCI

All kinds of Virtual Environments have already been used in combination with
BCI and a few things stand out when looking at these studies. First the type of
brain signal that is used to give the user control over the virtual environment
plays an important role in the total lay-out of the environment. This section does
not go into detail about these signals, the details for the more interesting signals
have been described in Section 2.1. This section will present some Reactive BCI
(Zander et al., 2008), since this is the type of BCI that will be used in this
thesis.
When setting up a virtual environment one of the first things that comes to
mind is how to navigate within this environment. A lot of studies have used
Motor Imagery (see Section 2.1) to navigate through an environment (Pineda
et al., 2003; Leeb et al., 2007; Scherer et al., 2008a; Pour et al., 2008). However
using motor imagery makes for Active BCIs (Zander et al., 2008). Active BCIs
require a user to generate the desired signals by himself, which often takes a lot
of training. In addition generating the appropriate signal puts a bigger burden
on the user in terms of workload.
A BCI that uses motor imagery does not make use of external stimulation
to invoke brain signals, so the user has to generate the appropriate signals by
himself. The process of generating signals for motor imagery is usually quite
difficult and it is not strange to have participants returning for multiple sessions
in which they receive training to get the required modulations under control.
However it has already been shown that it is possible to get a classification
accuracy between 80 and 97 percent with a ten to twenty minute training session
(Guger and Edlinger, 2007). Note that throughout this thesis classification
is considered to be the process of analyzing the brain signal for the desired
signal and make a decision on what the user wants based on this analysis.
Classification accuracy therefor means the number of times the computer made
a right assumption about the user’s intention.
As said above it is possible to get accuracies of over 90 percent with only one
twenty minute training session (Guger and Edlinger, 2007). However it remains
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a problem that the user has to be focused to generate these signals, while the
environment might distract the user from exactly this task (Pineda et al., 2003;
McFarland et al., 1998). In another statement Pineda et al. (2003) claim that
although the environment could distract a user, it might also engage the user
leading to a better learning experience. As of yet there is no conclusive evidence
to support either view with respect to learning motor imagery. To circumvent
the problem of long training sessions, a different type of BCI could be used,
more specifically a Reactive BCIs (Zander et al., 2008), which was described in
Section 2.1.
In a study to compare the characteristics of the visual P300 on a regular
computer monitor as opposed to a Head Mounted Display a Reactive BCI was
used9 (Bayliss, 2003). A virtual apartment containing several objects that could
be turned on and off (T.V., stereo, lamp, a hi and a bye command) was created.
To allow users to select one of these objects flashing red circles were superimposed on the items. This is an example in which the virtual environment had
to be modified to accommodate the stimulus presentation. Important to know
is that in two conditions the user was not allowed to change the viewport, only
in the full virtual reality condition the user could look around. The results of
this study show there is no significant difference between conventional computer
monitors and Head Mounted Displays.
In another experiment Bayliss and Ballard (2000) actually included the stimuli in the environment. The authors created a driving simulator in which a
changing traffic-light causes a brain signal (again, visual P300) that is used to
let the car brake9 . Using different methods to analyze the data up to 90 percent
of the trials were correctly classified. Interesting is that single trial classification was used in this method. Other experiments that make use of the same
brain signal often use multiple trials to make a more robust decision (Farwell
and Donchin, 1988; Rebsamen et al., 2006; Brouwer and Van Erp, 2008). The
number of trials that are used to get one classification may vary per application
as Rebsamen et al. (2006) argue. In their article they describe a wheelchair that
is guided by a BCI. As opposed to a speller system, a wheelchair has the possibilities to get the user in serious trouble so more trials are taken into account
when making a decision. For a speller system it is more likely that errors do not
have disastrous effects and can be corrected with a few extra trials (e.g. select
the backspace option and a new letter).
In addition Rebsamen et al. (2006) tried to minimize the number of sensors
on the wheelchair by depending on the cognitive abilities of the user to make
a selection for a problem solving strategy. This means that several options are
available when an obstacle is found. These options include pass left, pass right
and call for assistance. Since the user often has a better view and a higher
ability to reason about the environment this method makes the wheelchair both
cheaper (less equipment required) and more user-friendly (less frustration over
strange decisions by the computer).
In their article Rebsamen et al. (2006) report that the selection procedure
9 See

Section 2.1.4 for more information on the P300.
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Figure 4: The experiment setup by Rebsamen et al. (2006)
takes up to several seconds, which makes it unsuitable for emergency actions.
The experiment by Lalor et al. (2005) used both one second and two seconds
windows10 , with the best results for two second windows. The experiment placed
users in control of a virtual tight-tope walker as can be seen in Figure 5. In
comparison with current controls of a virtual environment, this is substantially
slower than for instance keyboard and mouse, making it less attractive for healty
users for this type of task. So when designing an application in which navigation
is controlled through a BCI, it is an interesting notion to check how a higher level
of control can be implemented so that the user makes a decision and the (virtual)
entity executes with minimal further input from the user. A good example of
this has already been mentioned above where Rebsamen et al. (2006) received a
high level goal and only called on the user to make decisions about troublesome
situations. Such high level tasks have also been labeled as tasks on the planning
level (Thurlings et al., ress).
Another example of using the planning level of control is presented by Lotte
(2008). The experiment describes two levels of control, one low-level control
that allows the user to rotate his view of the environment to discover interesting things (i.e. navigation points) and a high-level control where the user can
select a navigation point to move to. After such a selection, the application
automatically moves the user toward the selected navigation point. The user
can only select navigation points that are in his field of view, so if the user wants
to go back, he first has to rotate using the low-level control and then select the
10 A window is basically a chunk of EEG-data recorded over time which is used for further
analysis. A two second window means that two seconds of EEG-data are send to the classifier
at regular intervals, which may overlap.
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Figure 5: The BCI game by Lalor et al. (2005). In the Figure the character
loses balance.
previous navigation point by using high-level control.
To test this new way of navigating a similar experiment of that of Scherer
et al. (2008b), a three-class asynchronous BCI, was conducted. The user controlled the movement through the environment by using foot, left hand and
right hand motor imagery. Left and right hand imagery were used to rotate the
viewpoint left and right respectively, while foot imagery propelled the user forward. Unfortunately only one participant was found for the comparison study
so it is hard to generalize the results from Lotte (2008), but the decrease in both
time spent on the task and the number of commands with a high-level interface
look very promising.
When considering the results described above a few things stand out in the
majority of the articles. First of all BCIs appear too slow for low-level control.
Several attempts have already been made to improve the speed of BCI by using
a higher level of control (Lalor et al., 2005; Rebsamen et al., 2006; Lotte, 2008).
Secondly a training phase is still a prerequisite for most BCIs, which most of
the time involves separate sessions. As Allison et al. (2007b) and Kuikkaniemi
and Kosunen (2007) argue that it is a good idea to incorporate a training phase
in the virtual environment itself, perhaps in the form of a tutorial. So when
choosing a virtual environment the shape of the environment itself is not so
important, but the way of interacting with this environment needs to be suited
for the BCI that will be used.
On top of that all studies mentioned so far allow the user to focus on one
thing, controlling the BCI. This was done by looking at a certain position or
imagining movements. However when dealing with a virtual environment it is
possible that all sorts of events take place at the same time, which could distract
the user from controlling the BCI. So far all environments were relatively calm
and did not contain other input than the input required to drive the BCI. The
question remains what will happen when the user has to pay attention to several
things at the same time. More details on this question were already provided
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Figure 6: The BCI by Lotte (2008). In the top left, top right and lower center
the symbols for control can be seen. In the center a navigation point is visible.
in Section 2.2.

2.4

Research Objectives

To summarize the research that has already been done in the field of BCIs and
other related fields, two things seem important, amongst others. The first thing
is that BCIs are currently too slow to be useful for low-level navigation control.
The second problem is closely related to the first but covers the possible use of
BCI. As some papers have already suggested a BCI is not there to replace current
interfaces (yet), but it might be a useful addition. However, the experiments
so far have only focused on the BCI instead of using a BCI while doing other
tasks.
The aim of this thesis is to make a step in the direction of a BCI as an
additional interface. Before this final step can be realized possible improvements
and limits of all involved disciplines should be considered. This thesis considers
the limits of the user and the brain with respect to the amount of information
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that can be processed as well as the effect this has on the brain signals that
might be suitable for a BCI. More specifically: What is the effect of an increased
mental workload on the usage of a tactile P300 BCI if there is any? Based on
the literature presented in this section, it could be expected that an increased
workload will lead to a decrease in BCI performance. Theoretically this could be
caused by the fact that an alternative task that imposes a high(er) workload will
lower the P300 amplitude, making it less distinct. When the P300 will be less
recognizable, the brain signals will contain almost the same characteristics for
targets as well as non-targets. This in turn will have its effect on the classifier,
which relies on the differences between these two classes.
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3

Methods

In this section the details of the conducted experiments will be presented, covering all the parameters and their respective values. Since there are two tasks
in this experiment each task will be discussed in its own section (i.e. the BCI
in Section 3.1 and the N-back task in Section 3.2). These sections will include a
description as to why certain choices were made. Furthermore Section 3.3 will
be used to explain the rest of the experimental design as well as the values that
were recorded for analysis.

3.1

The Brain Computer Interface

The choice with respect to the BCI was already made in the previous section,
because of several reasons. The first of these reasons to choose a tactile P300
BCI is that tactile stimuli have advantages over other modalities as described in
Section 2.1. One of these advantages was discovered in the experiment described
in Appendix B. When participants were exposed to the visual stimuli used
in the experiment for a longer period of time, several experienced headaches
and nausea, understandably causing them to quit the experiment early. More
details on this experiment can be found in Appendix B and Dobrescu (2009).
Most participants labeled the stimuli as unpleasant, whether they finished the
experiment or not. Both Brouwer and Van Erp (2008) and Thurlings et al.
(2009) use tactile stimuli to drive the BCI and neither report any participants
who experience discomfort from their experiments.
When dealing with virtual environments often both visual and auditory information is presented to the user. If the environment should also incorporate
the stimuli that are required to drive the BCI this might not have a positive
effect on the ability of the user to actively follow such stimuli. The somatosensory channel is often unused by virtual environments (except for force feedback)
and is thus ideally suited to present a new stimulus in.
The choice for the tactile P300 instead of Steady State Somatosensory Evoked
Potentials (SSSEP) was made for one reason, namely that the technology to produce SSSEP should be investigated more extensively before it can be used as a
reliable stimulus. The elicitation of a tactile P300 has already been tried and
tested (Brouwer and Van Erp, 2008; Thurlings et al., 2009; Rinsma et al., 2009)
which makes the P300 response more reliable for this experiment, while also
allowing for a comparison with the results of these studies.
The paper by Brouwer and Van Erp (2008) describes how many different
stimuli provide an optimal result when using a tactile P300 in a BCI setting.
The conclusion of their research is that with two, four or six different stimuli
there is no significant difference between the classification results. Since the
overall goal is navigation within a virtual environment two stimuli seems too
little. In addition Brouwer and Van Erp (2008) reported that the amplitude of
the P300 seemed smaller for two stimuli than it was for the other two conditions.
As it was not reported that this amplitude difference was significant, it makes
more sense to pick more stimuli, allowing the user to navigate crossroads or other
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obstacles without having to go through a decision-tree before an action can be
taken. When using two stimuli a distinction between two commands can be
made, while with four stimuli four commands can be presented. When placing
this in a decision tree, the number of options that could have been checked
increases to the power of two or to the power of four respectively, while the
time it takes to offer more option increases linearly with the number of options
offered. So an optimal trade-off between the number of commands offered and
the time it takes to present all the commands is desireable. A pilot study was
already conducted with four stimuli, located on the trunk (i.e. navel, spine, left
and right sides). This experiment is described in Appendix A and its results
were satisfactory in the sense that four stimuli worked well in that setup. This
is supported by Brouwer and Van Erp (2008) who report the best results for
four tactors.
As described in Section 2.3 the stimuli that are used to drive the BCI all
elicit some response, but a stimulus that is attended creates a more distinct P300
than a non-attended stimulus. In order to measure which stimulus a participant
attended the stimuli will have to be presented in sequence. As Rinsma et al.
(2009) have shown, it is possible to get a good result with stimulus duration of
188 ms and an inter stimulus interval of the same length. In this experiment
several settings with respect to stimulus presentation time and interstimulus interval were tested and the configuration mentioned above (i.e. stimulus duration
and interstimulus interval) gave the best balance between speed and accuracy.

3.2

The N-back task

To investigate whether or not an increased workload decreases BCI performance,
there are several parts that have to be combined in a careful manner. Such an
experiment should take into account that an increased workload will change the
characteristics of brain signals (see Section 2.2) but that the content of such
a task, for instance speaking to an experiment leader, can also disrupt EEG
signals because muscle movements that might be required. Small movements
might still be possible as shown by Kida et al. (2004), experience however has
shown that movement and BCI can be a bad combination, where movements
appear as artifacts in the recorded brain signals. To prevent movement to play
a role during an experiment, often participants are mentally keeping track of
a parameter, reporting its value after a trial. This measurement also provides
some information on how alert the participant was (e.g. how many events did
the participant miss during the current trial). Several options were already
discussed in Section 2.2 and this section will describe the selected task, the
N-back task in more detail.
Since the higher goal of this thesis is to investigate the possibilities with
respect to a BCI as an extra interface to a virtual environment, the secondary
task in this study should present some stimuli in the visual domain. It is also
important to check for different levels of distraction from this environment, so
more information on where the limits really lie can be gathered. As mentioned
in Section 2.2 the N-back task can provide most of these demands.
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Stimulus
Condition
0-back
1-back
2-back
3-back

3-back

2-back

1-back

Current Stimulus

D
C
C
A

C
B
A
C

B
A
B
B

A
A
A
A

Table 1: Four example sequences for different values of N
The N-back task is a parametric task that can be used to impose a certain
workload on a participant. It consists of two parts where one part consists of
judging whether or not a stimulus was the same as the previous one (N = 1) and
the other part can be considered a working memory task where the participant
has to keep track of a number (N) of previously presented stimuli (Watter et al.,
2002).
The general idea behind the N-back task is that a participant is equally
burdened by the matching task, while the memory task increases in difficulty
with higher values of N. The value of N determines which stimulus a participant
should match the current stimulus to. If N equals one, the participant should
compare the current stimulus to the previous one. For N equals two, the participant should remember the previous stimulus and compare the current stimulus
to the stimulus that was presented before the previous stimulus. Remembering
the previous stimulus is necessary, because the next new stimulus should be
compared to the previous one.
In the example sequences presented in Table 1 the participant has to respond
to the current stimulus, because the N-th stimulus before it is the same (both
are As). As can be seen, with a higher value for N, the participant will have
to remember more letters, because after the current stimulus another stimulus
is presented (not visible in Table 1), which will need to be compared to the
underlined letters in the table above. When increasing the value for N the
load of the memory task increases. A special case of the N-back task is the
zero-back task (the first sequence in Table 1), where participant usually get a
designated target to respond to. Instead of remembering the previous stimuli,
the participant has to press a button as fast as possible when the target appears
(see for instance Gevins et al. (1996)). This condition is often added as a control
condition.
Numerous studies have been conducted with different parameter values and
quite a few are listed by Owen et al. (2005). Owen et al. (2005) have found
different parameters including verbal (letters or words) vs. non-verbal stimuli
(shapes, pictures) and a distinction between identity and location is pointed out.
When a participant is looking for the same identity, sequences like the ones in
Table 1 are presented, where a single stimulus is presented in a fixed location.
As opposed by the condition in which a participant has to respond if a stimulus
is given in a certain location. An example of focusing on location is presented by
Jansma et al. (2000). In Figure 7 two possible sequences from their experiment
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Figure 7: The N-back task by Jansma et al. (2000)
are displayed, with the appropriate responses on the right of each stimulus.
As can be deducted by comparing the sequence from Table 1 with Figure 7 it
is possible to have different user responses in an N-back task. The response
that was required by Jansma et al. (2000) ensured that the participant had to
respond with each stimulus, as opposed to Watter et al. (2002), where a response
was only required when the current stimulus was equal to N-th stimulus back
(see Table 1). The response required by Jansma et al. (2000) does not require
the participant to match the current stimulus with a previous stimulus, so the
matching task has been removed.
Another issue when dealing with the N-back task has to do with timing.
When a participant has to store a new stimulus in working memory, this takes
time. Different studies have allowed for different measures of stimulus duration
and interstimulus interval. The two studies mentioned earlier used 200 ms
stimulus presentation and 2,000 ms interstimulus interval (Watter et al., 2002)
as opposed to Jansma et al. (2000) who used 2,200 ms interstimulus interval
and unfortunately do not mention their stimulus presentation time.
As said before Owen et al. (2005) have studied multiple papers that used an
N-back task in conjunction with fMRI and a few of them will also be discussed
here. In their study Ragland et al. (2002) used a 500 ms stimulus presentation
and a 2,500 ms interstimulus interval for both letters and images (i.e. fractals)
in their study. Interesting is that they only used consonants for the letters. This
can be explained by Grimes et al. (2008), who postulate that vowels may lead
to chunking, which reduces the workload. The results for this study show that
in terms of performance (i.e. the amount of errors made by subjects) it does not
matter what type of stimulus is presented, but it does matter which value N has.
For a higher value of N, the performance goes down. As for speed, participants
were significantly faster for letters than they were for fractals (approximately 500
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Figure 8: Five examples of the Sternberg task (Hwang et al., 2005)
up to 600 ms as opposed by 500 − 650 ms respectively, estimated by reading
graphs), but there was significant difference with respect to the different Nvalues used (i.e. N = 0, 1 and 2). Their stimulus-response pattern is best
described by Table 1.
A study that uses noticeably big values for both stimulus presentation time
and interstimulus interval is Cohen et al. (1997). They used a stimulus presentation of 500 ms and an interstimulus interval of 9,740 ms. The reason for these
large values is that Cohen et al. (1997) wanted to let the MR signal return to
baseline before presenting a new stimulus. In their study, Veltman et al. (2003)
compared two different tasks with each other of which one was the N-back task
and the other the Sternberg task. The Sternberg task presents participants with
a letter sequence and the participants have to decide whether or not the current
letter was present in a group of letters presented before the letter sequence.
Examples of the Sternberg task can be seen in Figure 8. The Sternberg task has
a benefit over the N-back task, because it does not require immediate responses
that could disrupt the EEG signal. However to test whether or not the participant was able to focus on the BCI stimuli he is already keeping track of number
occurrences of the current target. These two memory task might interfere with
each other making it hard to predict where a degrade in performance would
come from. The time parameters used were stimulus presentation of 1,000 ms
and an interstimulus interval of 2,000 ms. Mean reaction times measured for
the N-back task lies within the interval between 500 and 1,000 ms.
With respect to the information presented above it seems smart to make
sure that a new N-back stimulus is not offered before a response is recorded. To
ensure this a measure of at least 1,000 ms between two stimulus onsets forms
a reasonable challenge for participants. Because the N-back task will not be
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the only task in the current experiment a 2,000 up to 3,000 ms between two
stimulus onsets would prove safe. Stimulus presentation can be as short as 500
ms, which should prove enough time to identify the stimulus. Leaving a period
of around 1,500 ms up to 2,500 ms for the interstimulus interval.
As for stimulus shape, letters seem prudent because of the report by Ragland
et al. (2002) where participants tried to mentally describe the offered images
(i.e. one letter vs. a description). To conclude, it seems smart to refrain from a
location-based N-back task, since it can be expected that the different location
will elicit eye-movements, an undesirable artifact in EEG recordings.
In most studies reported by Owen et al. (2005) the value for N lies mostly
between zero and three, as it is with most other studies reported in this section.
This leads to a choice for three values for N; zero, one and two. Together with
a condition where no secondary task is present, this will provide data to draw
conclusions about no extra load, a light load and a medium load. To measure if
these conditions actually provide the loads just mentioned, the reaction times
on the N-back task can be analyzed as well as the errors made by participants to
find a measure of workload. In addition participants have to complete a RSME
questionnaire, providing a more subjective measure of workload.

3.3

Experimental Setup

Sections 3.1 and 3.2 were dedicated to describing the parameters that have
been used for this study. This section will discuss the other parameters and
hardware that were used in this experiment and integrate all the information
into one description.
3.3.1

Participants

For this experiment 11 participants were recruited from the local area and were
mostly students and young professionals. Nine of these were female and the
mean age was 26. Ten reported that they were right-handed.
3.3.2

Stimuli

As said above, to drive the BCI tactile stimuli have been used. A custommade belt with eight small tactors (see Brouwer and Van Erp (2008) for more
information) was worn around the waste, at approximately the height of the
navel. The tactors were placed in groups of two to form a single stimulus.
Contrary to Brouwer and Van Erp (2008) the stimuli consited of two individual
tactors, to prevent wear of decreasing stimulus saliency (Thurlings, 2010). The
locations of the groups were front (near the navel), left and right (both sides) and
back (spine). The groups could be moved to fit on participants with different
sizes.
For the N-back task visual stimuli were used, similar to Coffey et al. (2009).
White consonants were displayed on a black background. As described by
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Figure 9: Example of one target cycle. Note that the dashed lines represent
multiple stimuli which have not been drawn for simplicity.
Grimes et al. (2008) vowels are best avoided to prevent participants from chunking letters which could decrease the workload.
In Figure 9 an example of a target cycle is displayed. The tactile stimuli
are displayed in the upper line and the visual stimuli are displayed in the lower
time line. A target sequence consists of four or five phases depending on the
type of the current session. As can be seen from Figure 9 a target cycle from
a training session consists of four phases and takes approximately 34 seconds.
The first of the four phases is used to present the target of the current cycle
to the participant. In the second phase six visual stimuli will be displayed in
all conditions. These stimuli are presented so that when the tactile stimuli
are offered alongside additional visual stimuli in phase three the participant
is already burdened with the right workload. Phase four is a pause in which
nothing happens. For a test session an additional phase is placed between
phase three and four in which the classification result will be presented to the
participant.
From Figure 9 it is also possible to see which values are used for the presentation times etc. For visual stimuli this is 500 ms stimulus presentation and 2
second interstimulus interval. As can be seen, target presentation, result presentation and the pause at the end each take 2 seconds. Because of the preloading
phase the first 15 seconds after target presentation are filled with visual stimuli
only. When the participant is fully engaged in the working memory task (i.e.
the visual N-back task), the tactile stimuli are offered in conjunction with the
visual stimuli. For tactile stimuli a presentation time of 188 ms and an interstimulus interval of 188 ms are used (Rinsma et al., 2009). There are four tactile
stimuli and each will be offered ten times during a target cycle, which means
that the total presentation time of tactile stimuli takes 15.04 seconds. In total
a target cycle during training will take 34.04 seconds and a target cycle during
a test session takes up 36.04 seconds (the difference is whether or not a result
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is presented to the participant).
3.3.3

EEG recordings

The setup for EEG recordings was similar to that of Brouwer and Van Erp
(2008). An EEG-cap (g.Tec medical engineering, GmbH) was used with the
channels Fz, Cz, Pz, Oz, P3, P4, P7 and P8 from the 10-20 system. Two
references were used, placed on left and right mastoid and a ground was located
on the forehead. Signals were recorded using a sampling frequency of 256 Hz.
During acquisition the signals were filtered with a 0.1 Hz. high-pass filter, a 60
Hz. low-pass filter and a 50 Hz. notch filter. This process was managed by a
custom setup based on BCI2000 version 3.x (Schalk et al., 2004). To keep as
much noise out of the signal as possible the lab-environment was turned into a
Faraday cage.
3.3.4

Conditions and Design

The experiment consisted of three conditions, which each present a different
workload to the participants. In one condition only the tactile BCI required the
participant’s attention. This condition was used to get a baseline performance
of each participant as well as compare results to the results of Brouwer and
Van Erp (2008) and Rinsma et al. (2009). Two other conditions were offered
that contained the tactile BCI as described as well as a variant of the N-back
task where the values used for N were 0 and 1. For N = 0, the target letter
was ‘X’ and in the other N-back condition the ‘X’ was not present to avoid
confusion with participants. All participants were assigned randomly to a set of
conditions and the conditions were randomized over the different sets. This was
required particularly for the N-back task, which has been shown to be affected
by training effects (Brouwer, 2010).
Each condition consisted of two phases a training phase and a test phase.
During the training phase data were gathered to create a model for the participant. This model was then tested during the test phase. In the training phase
each tactile stimulus was target for six time, leading to 24 trials as described by
Figure 9. The test phase consisted of 12 trials as described by Figure 9, leading
to a total of (24 ∗ 34.04) + (12 ∗ 36.04) ≈ 21 minutes of effective recording time
for each condition.
3.3.5

Task and procedure

For the participants the experiment started with an explanation of what the
experiment was all about and an informed consent form was signed. Participants
retained the right to quit at any time without any negative implications. After
this the EEG-cap was put on and the electrodes were connected (impedances
were kept below 5 kΩ). With the cap on the participant could start with the
three conditions described above (Section 3.3.4). In each condition participants
went through the following steps.
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If the conditions contained an N-back task, participants trained on this particular N-back task. During the training session a score of eighty percent correct
was required before the participant could continue to the next step in the condition. Participants responded by pressing the ‘1’ for a target and a ‘2’ for
non-targets on a numeric keypad. The task was set up in such a way that participants had to perform blocks of twenty stimuli and after each block the result
was calculated. If this result was above eighty percent, the participant could
start with the condition, if it was lower, the participant had to perform another
block.
After the N-back training or when no N-back was used, a training session
to gather data for the BCI was conducted. During this run participants were
supposed to focus on the target tactor and, if present, perform as fast and
accurate as possible on the N-back level in the same way as described above.
The data that were gathered were used to train a classifier (see Section 3.3.6 for
more information on the classifier used) and the resulting model was then used
to record another session in which feedback was provided to the participant. In
this test session, both the N-back level and the BCI were controlled to best of the
participant’s ability. The participants were following targets presented to them
by the program during the test phase so the classification result could be easily
checked. After the test phase participants were required to fill out a Rating
Scale of Mental Effort (RSME) to obtain a subjective measure for workload11 .
After the pilot study described in Section C the decision was made that three
conditions (BCI only, 0-back and 1-back) would make up the experiment in this
thesis. This was mainly done to make sure that results obtained in the final
condition(s) was not overly influenced by fatigue. However, if participants did
not seem to be burdened they were asked to participate in an extra condition,
the 2-back task. The results of the 2-back task will not be discussed further
in this thesis, since the data is recorded in a non-optimal situation. The 2back condition was not randomized over the order of conditions, so training
effects and fatigue cannot be ignored. On top of that there is too little data
to merrit statistical analysis. When all conditions were completed participants
were disconnected and given the possibility to wash their hair.
3.3.6

Classification algorithm

As described above to train the classifier data are needed for each participant.
These data are then used to train a model using Stepwise Linear Discriminant
Analysis (SWLDA). The implementation of SWLDA that was used is based on
the implementation of BCI2000 (Schalk et al., 2004) and its usage is described
on the BCI2000 wiki page (Schalk and Mellinger, 2010). The SWLDA implementation made use of a maximum of sixty features from the EEG signal to
determine a model of the training data. The resulting model can be loaded into
BCI2000, which uses the model to classify new input (i.e. the test session) and
give a corresponding output in the result phase. As said above, the participants
11 For another experiment using an RSME see Wilschut (2009) and for more information on
the RSME see Zijlstra et al. (1993). For the form that was used see Appendix E.
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were following targets presented to them by the experiment, so participants
could not freely decide which stimulus was target.
As described above, BCI2000 version 3.x was used to present the stimuli and
record the brain signals. In addition, BCI2000 also includes an implementation
of SWLDA. The previous version (2.0) contained an implementation that was
fully based on Matlab (also known as MARIO) and since the BCI2000 aims
to be a free platform this was changed for version 3.x. In the latest version
of BCI2000 an implementation fully based on C++ replaced MARIO. In addition MARIO is no longer supported by BCI2000 (Mellinger, 2010). With
respect to the classification algorithm this provided a reason to make the step
to BCI2000 version 3.x. Additional arguments to make this step were put forth
by (Brouwer, 2010) and (Thurlings, 2010) who both claimed that version 2.0
was poorly documented with respect to the parameters that could be set, both
for the classification algorithm and the stimulus presentation.
The base implementation of the SWLDA algorithm by BCI2000 is based on
Draper and Smith (1966) who describe that SWLDA is especially useful when
the variables of interest are already known. However it is also possible to apply
SWLDA to the P300 data that is recorded with the setup described above
(Krusienski et al., 2008; Johnson and Krusienski, 2009). As put forward by
Krusienski et al. (2006) the classification problem can be described as a binary
decision with a boundary defined by the hyper-plane described by Equation 1.
w
~ · ~x + b = 0

(1)

In Equation 1 w
~ is a normalized vector containing the feature weights, ~x
can be filled with any point in the feature space and b is a bias term. When
for a given point ~x in the feature space Equation 1 holds, this point lies on the
hyper-plane described by w
~ and b. However, if Equation 1 does not hold, the
point lies outside the hyper-plane. When considering w
~ the normal vector of
unit length to the hyperplane Equation 1 can now be re-written to Equation 2
(Gellert, 1989).
D=w
~ · x~obs + b

(2)

Where D now is the distance between the hyper-plane and an observation
x~obs . If a given D is larger than zero, the observation is considered to be
on the same side of the hyper-plane as the normal vector, when a given D is
smaller than zero the observation lies on the other side of the hyper-plane as the
normal vector. See Figure 10 for a visual representation in two dimensions (i.e.
an observation consists of two numbers). The idea is to find a hyper-plane (i.e.
a line in this case) that separates the two data sets in such a way that there is
one set on each side of the plane.
When a new observation is entered in the formula the resulting distance
indicates to which side of the plane the new observation lies, indicating to which
data set it should belong. However, since this plane is created based on a fixed
set of observations there is a possibility that the line does not provide a proper
generalization.
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Figure 10: Both H1 and H2 separate the two data sets (i.e. one set of filled dots,
one set of empty dots) correctly. However, H3 does not (Figure from Wikipedia
(2010)).
The data that is used to determine the hyper-plane is recorded in the training
session described in Section 3.3.2. From the EEG recorded during this session
the brain signals in response to the stimuli are extracted together with the
information which responses belong to a target and which to a non-target. The
hyper-plane described by Equation 2 should separate the target responses from
the non-target responses. Each response to stimulus consists of a window of EEG
data. This window contains 800 milliseconds and starts on the stimulus onset.
Since the EEG was digitized with a samplerate of 256 Hz. and eight channels
were used there are 0.8 ∗ 256 ∗ 8 ≈ 1638 samples for each stimulus response,
which creates a feature space of 1638 dimensions. Since it is undesirable to
have feature space this big, dimensionality reduction is applied. The process of
dimensionality reduction can be described by performing a moving average filter
on the vectors after which decimation is used to actually reduce the number of
dimensions (Krusienski et al., 2008). The moving average filter is applied to
keep a measure of all the available data in the vectors.
Finding the weights for all features in the vector can be done by solving
Equation 3 (Krusienski et al., 2006).
w~est = (X T X −1 )X T ~y
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(3)

Where w~est is an estimate of the weights, X is a matrix of all the feature
vectors from the training data (approximately 960 feature vectors for each condition) and y is the class information for each observation in X. The class
information contains a 1 for targets and -1 for non-targets, which can be interpreted as the targets lying on the same side of the normal vector to the
hyper-plane and the non-targets lying on the other side of the hyper-plane.
Stepwise LDA (SWLDA) finds a w
~ by an iterative process that adds or
removes certain features to the model, based on the significance of the features
with respect to the current model. In each step the algorithm will first try to
add one new feature to the model. Generally only features with a p-value of 0.1
or smaller can be added to the model, where the feature with the smallest pvalue is added to the model. When no features meet this criterium the existing
model itself is evaluated. If there are features within the model that when
removed improve the model, the feature with the highest p-value is removed.
Only features within the model with a p-value of 0.15 or higher can be removed
(Draper and Smith, 1966).
As described by Draper and Smith (1966) each step the algorithm takes
should focus on explaining as much as the variance as possible. When a value
for a certain feature weight has been chosen a certain part of the observation is
explained and the other feature weights should only contribute to the residual
of the total observations, as described by Equation 4
rrem = y − rexp

(4)

Where y is the observed outcome, rexp describes the part of the observation
that is already explained by the chosen weights and rrem describes the remainder
of the observation that is still unexplained. With each step the classification
takes the value rrem should become smaller and rexp should become bigger untill
a balance is achieved.
During a pilot study in which the settings above were tested, it quickly
became apparent that the constraints on the p-values were too strict for the
data that were produced by the experiment (See Appendix C). To make sure a
feedback condition could be performed for each participant the constraints on
the p-values were relaxed to 0.3 and 0.35 for entering a feature to the model
and removing a feature from the model respectively. The process of choosing
these values consisted of using an example file supplied by BCI2000 and looking
at the output of the P300Classifier program as supplied by BCI2000 (Schalk
and Mellinger, 2010). The p-values were chosen in such a way that for all
pilot study files the output resembled the original program. The output of the
P300Classifier consists of the results of the model applied on the data that was
used to create the model. To avoid overtraining the models were created using
the settings described above, even though relaxing the constraints even further
could have increased the performance on the training data.
The phenomenon of overtraining can take place when using a data set to
create a model that has to generalize over new input. When the model reflects
the training data (almost) perfectly it is possible that it has lost it’s power
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to generalize and will not be able to handle new input. Since the process of
creating a model is exactly this, creating a model from a data set to classify
new input, it is prudent to avoid over training.
The algorithm has three possible results. The first result is when there are
no features with a p-value below 0.1 in the first iteration, meaning that there
are no features that can be added to the empty model. If this happens, the data
provided cannot be used to create a model. The second possibility is that by
adding and removing features it is possible to continue indefinitely. To prevent
this the number of iterations is often fixed and for this experiment is set to sixty,
meaning that whatever the state of the model, the algorithm will return after 60
steps. The third and final option is that there are several features which meet
the criteria described above and the algorithm will converge to one model in
less than sixty iterations. Only the last two options provide a model that could
be used during the test session, the first option leaves no other choice than to
record a new training session.
This section has described the experiment setup and the selected parameters.
Section 4 will continue to describe the results from the experiment. Three
different measures will be compared across the three conditions described in
this section. The first area of interest are the P300s. According to the literature
presented in Section 2.2 it is expected that the amplitude will decrease with an
increased workload. Amongst others Section 4.1 will look into this.
First of all the classifier results will be described, where the hypothesis is
that the percentage correct will decrease as the participants are presented with
a higher workload (Section 4.2). Since the second measure might not tell a
great deal about what goes on in the brain, this additional analysis on the P300
characteristics should give some more clarity.
The final measure is the performance on the workload task. Over the different conditions a decrease in performance is expected as the workload increases.
On top of that the RSME discussed in this section will also provide insight in
how the participants experienced the different conditions. Together these two
measures will describe the workload that was imposed on the participant in each
condition. This analysis can be found in Section 4.3.
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4

Results

As described at the end of Section 3, this section will provide an overview of
the results in the three different areas of interest, the BCI performance, the
brain signals and the measure of workload imposed on the participants. The
question that was posed at the end of Section 2 is looking for an effect in the
performance of the classifier when workload increases. To this end the brain
signals that are used by the classifier will first be examined in Section 4.1, after
which the performance of the classifier itself will be examined in Section 4.2.
Since the N-back was used to increase workload over different conditions, results
on this task will be presented in Section 4.3 to check this supposed increase in
workload. Furthermore a subjective measure of this increased was recorded,
the RSME which was described in Section 3.3.5. The results of the RSME
will be discussed in Section 4.4. For all of the statistical analyses presented in
this section a repeated-measures ANOVA was performed and where appropriate
applying Tukey’s HSD as post-hoc test when the omnibus test proved significant.
The repeated-measures ANOVA was performed with a custom Matlab script
based on the book by Ellis (2003). The Tukey post-hoc test was also performed
by implementing a custom Matlab script, based on the website by Hall (1998).
Note that the participants are numbered from 3 up to 13, where 4 is skipped.
This numbering is chosen to stay consistent with the data files that were recorded
during the experiments, as well as the other information that was collected. Participants number one and two were the participants for the pilot study described
in Appendix C. Participant number four was filtered out of the data due to a
high noise ratio in the EEG signal, which will be described in more detail in the
following section.

4.1

Tactile P300

In this section the results of the analysis of the tactile P300 will be described.
When implementing a BCI the characteristics of the brain signal only matter to
the extend that they produce a viable classifier. However to acquire such signals
it is important to know how the brain works under different circumstances. To
get a better insight in the processes in the brain with respect to increases in
workload, two characteristics off the P300 will examined in more detail. First
the amplitude of the P300 will be compared across the different conditions and
secondly the latency of the P300 will be tested as well. Before the statistical
analysis will be discussed this section will first describe how the measures for
the P300 were acquired from the EEG data.
The data that was used in the brain signal analysis was gathered by cutting
windows from the raw EEG data. These windows were located 200 milliseconds
before a tactile stimulus onset up until 800 milliseconds after this stimulus onset.
For each target cycle as described by Figure 9 there were 10 windows that
correspond with a target stimulus and 30 windows that correspond with a nontarget stimulus. For the brain signal analysis both the training and the test data
were used to calculate the characteristics of the P300. For one participant in
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one condition this results in 360 windows that correspond with a target stimulus
and 1080 windows that correspond with a non-target window12 for each channel.
To filter the biggest artifacts from the data, only windows in which the biggest
difference between two points was small than 100 microvolts were selected, the
rest was ignored. This resulted in a different number of targets and non-targets
for each participant. Per channel the target windows and non-targets windows
were averaged separately for each participant. An example of these averages
can be seen in Figure 4.1.
Both latency and amplitude were selected per participant, per condition.
This selection process consisted of a visual inspection of the grand averages
(displayed in Figure 12), which resulted in a selection of channels that displayed
a P300 shape that merited further investigation. The channels selected this
way were Pz and Cz, not only because the results visual inspection but also
because previous work by for instance Brouwer and Van Erp (2008) found the
P300 to be the strongest over these areas. For these channels the maximum
value of the EEG was selected from a window between 250 milliseconds up to
600 milliseconds (Thurlings, 2010). This maximum value occurred at a certain
sample (i.e. a certain point in the window) and this time value was taken as the
latency. The amplitude was determined by taking the difference between the
target and the non-target averages at this particular time point. See Figure 13
for a visual representation of these measures.
During the visual inspection of the data some strange artifacts were discovered in the data of participant 4. The EEG was far more jagged than the other
averages even though approximately the same number of windows was used to
calculate the averages. In addition only a few milliseconds after each stimulus
onset a huge peak could be seen of approximately 30 microvolts. A possible
explanation is that one of the references came undone during the experiment.
For this reason participant 4 was filtered from the analyses, to prevent any byproducts to contaminate the data both for the brain signal analysis as well as
the other analyses.
As said above the two measures examined at channel Cz and Pz were both
the amplitude and the latency of the P300. The results with respect to the
amplitude will be discussed first starting with channel Pz after which the amplitudes for Cz will be discussed. Next the latency of the P300 will be discussed,
again first for Pz after which the results for Cz will follow.
When looking at the amplitude (see Table 2) of the P300 at Pz a significant
effect was found for condition (F(2,18) = 4.08, p = 0.024). The effect of condition
is moderate (R2 = 0.08). The post-hoc tests show that there is a significant
difference between the BCI-only and the 1-back condition (q = 6.299, p < 0.01)
as well as a significant difference between the 0-back and the 1-back condition
(q = 5.791, p < 0.01).
The differences between the participants were also significant (F(9,18) = 7.79,
p = 0.000) where the effect was very strong (R2 = 0.73). This means that when
12 See Section 3.3 for more information on the conditions and how many stimuli were present
during a condition.
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(a) BCI only

(b) 0-back

(c) 1-back

Figure 11: An example of the averages that were used to determine the characteristics of the P300 in different conditions. The P300 that can be seen belongs
to the stimulus that starts at 0 milliseconds (vertical line). The other vertical lines in the graph represent subsequent tactile stimulus onsets. The data
displayed here is of participant 5.
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(a) Pz

(b) Cz

(c) Oz

Figure 12: Grand Averages. As can be seen both Figure 12(a) and 12(b) display
a P300 shape for the targets, while Figure 12(c) does not display such a shape
around 300 milliseconds.
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Figure 13: In this figure the measurements taken for the P300 characteristics are
shown. The amplitude is the difference between the targets and the non-targets
at the point where the P300 peaks. The latency is the moment where the P300
peaks. The stimulus onset lies at zero milliseconds.
looking at two participants, the difference between these participants is not the
same over the different conditions. For instance, the difference in amplitude
between participant 6 and 7 is 6.04 − 4.87 = 1.17 in the BCI only condition.
However this difference is 3.77 − 3.26 = 0.51 for the 0-back condition. This does
not means that different participants simply have a different base line for the
P300 amplitude, but it means that their performance is affected differently over
the different conditions. In other words, participant 6 responded different to
the 0-back condition than participant 7 when comparing their scores with the
the BCI-only condition.
The amplitudes registered at Cz are both significantly different in the different conditions (F(2,18) = 4.91, p = 0.01) as well as between different participants
(F(9,18) = 6.79, p = 0.000). The effect of condition is reasonably strong (R2 =
0.11) while the effect of having a different participant is very strong (R2 = 0.69).
The results of the post-hoc tests showed that the difference between the BCIonly and 1-back conditions was significant (q = 7.3318, p < 0.01). And again
the difference between the 0-back and 1-back condition was significant as well
(q = 5.6415, p < 0.01).
As said above, the latencies on the channels Pz and Cz will be discussed
next. First the results for the P300 latency over Pz will be displayed, after
which the results for the P300 latency over Cz will be described.
Across the different conditions there was no effect on the latency (see Table 4)
of the P300 in channel Pz (F(2,18) = 2.77, p = 0.068), however there was a
significant effect with respect to the latency in different participants (F(9,18) =
3.87, p = 0.009). The effect of having different participants was strong (R2
= 0.60). This effect described the differences between participants in such a
way that if for instance participant 1 and participant 2 have a difference of 10
milliseconds in one of the conditions, they do not necessarily have the same gap
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Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

BCI Only

0-back

1-back

mean

5.16
5.45
6.04
4.87
3.69
2.31
4.12
8.58
3.26
1.84
4.53

3
8.89
3.77
3.26
3.53
4.49
4.16
9.67
1.39
1.97
4.41

2.94
4.19
3.95
4.07
-0.48
4.03
3.47
6.74
0.55
1.25
3.07

3.7
6.17
4.59
4.07
2.24
3.61
3.92
8.33
1.73
1.69

Table 2: P300 amplitudes over Pz in microvolts.
Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

BCI Only

0-back

1-back

mean

1.65
4.76
4.35
4.72
3.45
1.78
5.18
9.74
4.25
0.62
4.05

1.55
7.53
2.58
2.7
2.19
2.28
3.89
9.43
1.22
2.84
3.62

-0.18
5.3
2.33
2.39
0.6
2.89
4.03
3.63
-0.03
0.9
2.19

1.01
5.86
3.08
3.27
2.08
2.31
4.37
7.6
1.81
1.46

Table 3: P300 amplitudes over Cz in microvolts.
between them in the other conditions13 .
For Cz, there was a significant effect of condition on the latency of the
P300 (see Table 5, F(2,18) = 3.62, p = 0.034) as well as a significant difference
between the participants (F(9,18) = 6.36, p = 0.000). The effect of condition
was moderate (R2 = 0.09), while the effect of different participants was strong
(R2 = 0.69). To see which conditions differed from each other post-hoc tests
were performed which will be described next. The results of the post-hoc tests
showed that there was a significant difference between the BCI-only and the
1-back condition (q = 6.566, p < 0.01). In addition as difference between the
0-back and 1-back conditions was found (q = 3.7619, p < 0.05). See Table 5 for
the data.
Finally more P300 graphs can be found in Appendix F, where for all partic13 See

the presentation of the results of the amplitude in this section for a detailed example
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Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

BCI Only

0-back

1-back

mean

421.88
402.34
578.13
593.75
585.94
582.03
589.84
566.41
593.75
539.06
545.31

253.91
402.34
578.13
593.75
519.53
601.56
589.84
589.84
566.41
601.56
529.69

332.03
402.34
589.84
589.84
253.91
566.41
281.25
574.22
488.28
585.94
466.41

335.94
402.34
582.03
592.45
453.13
583.33
486.98
576.82
549.48
575.52

Table 4: P300 latencies over Pz in milliseconds with respect to stimulus onset.
Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

BCI Only

0-back

1-back

mean

449.22
402.34
582.03
589.84
574.22
582.03
601.56
589.84
593.75
574.22
553.91

253.91
402.34
597.66
593.75
519.53
601.56
570.31
589.84
566.41
523.44
521.88

253.91
402.34
601.56
515.63
550.78
554.69
281.25
585.94
546.88
496.09
478.91

319.01
402.34
593.75
566.41
548.18
579.43
484.38
588.54
569.01
531.25

Table 5: P300 latencies over Cz in milliseconds with respect to stimulus onset.
ipants the graphs for all channels have been placed. Note that the artifacts are
clearly visible when comparing with other participants.

4.2

Classification performance of the Tactile BCI

To assess the performance of the BCI the classif
The results from the repeated measures ANOVA show that there is no significant effect of condition on classification accuracy (F(2,18) = 2.252, p = 0.107). In
addition, this analysis also showed that the classifier did not perform differently
for the different participants (F(9,18) = 1.889, p = 0.190).
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Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

BCI Only

0-back

1-back

mean

36.36
36.36
72.73
54.55
45.45
72.73
72.73
63.64
36.36
72.73
56.36

36.36
45.45
45.45
36.36
36.36
54.55
72.73
63.64
18.18
54.55
46.36

63.64
36.36
18.18
27.27
36.36
27.27
72.73
36.36
54.55
63.64
43.64

45.45
39.39
45.45
39.39
39.39
51.52
72.73
54.55
36.36
63.64

Table 6: Classification Results in percentages correct.

4.3

N-back task

To check whether or not the three conditions had the desired effect on the
participants two different measures will be reported here. First the scores for
each condition on the N-back task will be measured. Since the condition where
participants only had to control the BCI did not contain an extra task, no
results for this condition will be presented here. Secondly the reaction times of
the participants will be reported here.
In Section 3 the procedure to make sure that all participants performed above
eighty percent on the N-back task before entering in each condition. For all
conditions all participants succeeded in achieving the required eighty percent in
one block. Some participants required a second block when it became apparent
that they had not understood the task correctly and consequently gained a score
above the threshold in the next block.
Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

0-back

1-back

mean

93.29
96.76
97.45
97.92
95.83
91.9
65.28
94.92
94.44
97.45
92.52

85.1
79.55
93.18
87.37
86.87
85.86
88.89
86.11
86.68
87.37
86.7

89.19
88.15
95.32
92.65
91.35
88.88
77.08
90.51
90.56
92.41

Table 7: N-back Results in percentages correct.
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As described above only the 0-back and the 1-back condition can be compared, since the BCI-only condition did not contain an additional task. As a
measure of performance the percentage of correct answers was used for each
participant (see Table 7). The difference between the two conditions was not
significant (F(1,10) = 2.10, p = 0.094) and there were no significant differences
between different participants (F(10,10) = 0.74, p = 0.743). As said earlier the
results of participant 4 were omitted from this analysis because it is unclear how
much effect the distorted brain signals might have had on the entire experiment.
Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

0-back

1-back

mean

0.63
0.68
0.52
0.7
0.5
0.56
0.59
0.51
0.63
0.5
0.58

0.89
0.72
0.51
0.78
0.55
1.01
0.66
0.47
0.65
0.52
0.68

0.76
0.7
0.51
0.74
0.53
0.79
0.62
0.49
0.64
0.51

Table 8: N-back Reaction times in seconds.
For the reaction times on the N-back task see Table 8 where the data for
the different participants are displayed. The analysis showed that there was a
significant difference between the 0-back and the 1-back condition (F(1,10) =
49.215, p = 0.000). This effect was very strong (R2 = 0.74).
In this section two objective measures for workload were discussed, the number of correct answers and the reaction times on the items of the N-back task.
As an additional measure for workload the RSME was recorded. The results of
the analysis of this subjective measure will be described in the next section.

4.4

RSME

As described in Section 3.3.5 participants were asked to fill in an RSME questionnaire after each condition to get a subjective measure of the imposed workload. Participants gave a condition a high rating if they thought it contained
a high workload and a low value if the condition did require particular effort14 .
The results of the RSME (see Table 9) show that there is a significant effect
between the three workload conditions (F(2,18) = 23.125, p = 0.000), which was
a reasonably strong effect (R2 = 0.29). After the post-hoc tests were applied it
was clear that there was a significant difference between BCI-only and 0-back (q
= -9.528, p < 0.01) as well as a significant difference between the BCI-only and
14 See

Appendix E for the actual form used.
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the 1-back condition (q = -16.598, p < 0.01). Finally, the difference between
0-back and 1-back was also significant (q = -7.069, p < 0.01).
Condition
Participant
3
5
6
7
8
9
10
11
12
13
mean

BCI Only

0-back

1-back

mean

53
58
47
54
45
38
76
86
28
38
52.3

65
74
63
74
55
51
88
102
56
50
67.8

58
83
102
93
82
60
106
96
63
50
79.3

58.67
71.67
70.67
73.67
60.67
49.67
90
94.67
49
46

Table 9: RSME scores per condition
Finally in Section 3 it was mentioned that participants did not receive instructions as to which task they should prefer over the other. Afterwards participants were asked which task they gave the most focus and the out of the eleven
participants five focused on the N-back task, two focused on the BCI task and
four reported that they divided there attention. Most of the participants who
divided their attention noted that dividing their attention meant that they kept
shifting their attention between the two tasks.
This section has described the results of the statistical tests that were performed on the chosen measures. Section 5 will give an interpretation of these
results and Section 6 will discuss the conclusions and will point out some directions for future work.
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5

Conclusions

The previous section has described the results of the statistical analysis. With
these results conclusions can be drawn with respect to the effect an increased
workload has on the P300. In addition the classifier that was used (SWLDA)
has worked with these signals, so the results of the classifier provide some useful
insights in what this algorithm can do (see Section 3.3.6 for more information
on SWLDA), even when the data might not be as clean as is desirable. Finally the results described in Section 4.3 tell us something about the workload
that was imposed on the participants during the different conditions as well as
provide us with a measure of how participants perceived these differences. This
section will keep with the structure of the previous section and will first describe
the conclusions that can be drawn based on the brain signals, followed by the
conclusions with respect to the classifier and end with the conclusions of the
different levels of workload that were used.

5.1

Tactile P300

The P300 is commonly known to be strongest around the parietal lobe, so when
examining characteristics of the P300 electrodes near Pz are a good place to
start (see for instance Brouwer et al. (2008)). The results obtained from this
channel first of all show that the P300 that was measured here does not change
in the same manner for each participant, so for a different participant both
latency and amplitude can change in a different way for different condition.
The statistics presented in Section 4.1 indicate that around 60 percent of the
variance in the data can be explained by the differences between participants
(R2 = 0.60 for the latency over Pz, while the R2 for the amplitude over both
Pz and Cz and the latency over Cz show an even bigger percentage). Note
that this does not mean that all participants should have the same score, but
the differences between two participants in one condition should be different in
another condition15 .
More important with respect to the research question stated at the end of
Section 2 is the effect of the different conditions on the characteristics of the
P300. The research question was directed to finding changes in the P300 when
a participant was performing another task at different workload levels. The
results presented in Section 4.1 show that there is a weak effect of condition
between the BCI-only condition and the 1-back condition with respect to the
amplitude of the P300, where the mean amplitude for BCI-only is bigger than
the mean amplitude for 1-back. Similarly the 0-back amplitude is higher than
the 1-back amplitude. However the difference between BCI-only and 0-back is
not significant, implying that these conditions are comparable with respect to
the height of the P300 amplitude. Since there is no effect on the latency of
the P300, the conclusion is that there is no effect of increased workload on the
latency of the P300.
15 An

example of this was given in Section 4.1 where the results for the amplitude of the
P300 over Pz were described
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For Cz different conclusions should be drawn, since there was a significant
effect of condition on both amplitude and latency. With respect to the P300
amplitude a moderate effect of condition was found, meaning that with a higher
workload the amplitude of the P300 decreases over Cz. However the BCI-only
and 0-back condition do not differ significantly, implying that over Cz there is
no difference in workload between the two conditions. For latency a weak effect
was found and after further examination there were two conditions that differed
from each other, BCI-only and 1-back, meaning when moving from BCI-only
to a workload compatible with the 1-back task the amplitude of the P300 will
decrease and the latency will decrease as well (the peak of the P300 is earlier with
respect to the stimulus onset). A more detailed discussion on the differences in
workload between the different conditions will be discussed in Section 4.3. First
the conclusions with respect to the classification algorithm will be described in
the next section.

5.2

Tactile BCI

With respect to the classifier the conclusion is that the algorithm (SWLDA)
performed reliable over the different subjects, leading to the conclusion that
differences between users should be the same in all conditions. In addition the
classifier performed approximately the same in all conditions, which was not in
line with the hypothesis presented at the end of Section 2. For completeness
the research question was whether or not an effect could be found of increased
mental workload on the performance on a tactile P300 BCI. In Section 6 the
differences between the brain signals and the classifier will be discussed in more
detail. It has to be pointed out that the classification results were not as good
as could reasonably be expected. In Section 6 this will be discussed in more
detail.

5.3

N-back task

There were no significant differences between the 0-back and 1-back with respect
to the performance of the participants on the N-back task. Additionally the
performance on the N-back task was a lot higher than expected. Over the
different conditions the expectectation was that the scores would drop because
the task became harder. However the conclusion is that the mean score for both
conditions is the same. With respect to reaction times on N-back task there was
a significant difference. The inconsistency between these two measures might
be explained by considering the option that participant took more time in the
1-back condition because they found it more difficult. However by taking this
extra time they did not make additional errors. This view is supported by
looking at the results of the RSME, which are discussed in the next section.
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5.4

RSME

From the results of the data analysis on the RSME data the conclusion can
be drawn that participants labeled the conditions as they were intended. This
means that they found the BCI-only condition the easiest and the 1-back condition the hardest. The 0-back condition was in between these conditions in the
participants’ experience.
To summarize this section the differences between the characteristics of the
P300 indicate that participants experienced the 1-back condition to be harder
than both the BCI-only and the 0-back condition. The exception is over Pz
were no significant differences were found. Additionally no evidence was found
that there was a difference between the BCI-only and the 0-back condition.
Even though there were some in the characteristics of the brain signals that
were used by the classifier, the classifier itself did not suffer from these differences. However the performance was lower than expected based on both
previous work Brouwer and Van Erp (2008); Rinsma et al. (2009) and personal
experience (Brouwer, 2010; Thurlings, 2010). This could be due to the fact that
there always was a visual distraction (i.e. the flashing letters) and even that
there still were some software bugs in the program. Suggestions on how to check
this will be given in Section 6.1.
In line with the conclusions that could be deduced from the analysis of the
brain signals are the conclusions that were formed based on the reaction times
recorded during the N-back task. These results lead to the conclusion that the
0-back condition and the 1-back condition were significantly different. More
specifically the reaction times were higher for the 1-back condition than the
reaction times recorded during the 0-back condition.
Finally participants experienced the experiment as was intended. On the
RSME participants indicated that BCI-only was the easiest condition, followed
by 0-back and 1-back was considered harder than both other conditions.
The difference in workload causes a decrease in P300 amplitude as well as a
decrease in the latency on channel Cz and only a decrease in amplitude at Pz.
The view that the BCI-only condition and the 0-back condition differed from
the 1-back condition with respect to the workload level is supported by the all
the measures described above with the exception of the latency of the P300
over Pz and the N-back performance. All the measures with the exception of
the RSME indicate that there is no difference between the BCI-only condition
and the 0-back condition. This section has presented the conclusions that could
be drawn from the results presented in Section 4. The next section will go
into a little more detail on the consequences of these conclusions. Additionally
directives for future work will be given.

50

6

Discussion

The conclusions drawn in Section 5 are not completely in line with the expectations that were described alongside the research question presented in Section 2.
The hypothesis was that when an increased level of workload was imposed on a
participant, the performance of the classifier would decrease. As said the conclusions at the end of the previous section do not match this hypothesis. This
section will go into more detail as to why this might be so.
The conclusions drawn in Section 5 may look very bright from the perspective of the BCI. It appears that the classification accuracy did not decrease
with an increased workload even though some changes in the brain signals were
observed (see Section 4.1 for more details on these changes). The changes in
amplitude and latency were significant16 and could imply that the increase in
workload has an effect on the P300. Since the P300 could be found in all conditions even though the amplitude was decreased in the condition with a higher
workload there is reason to believe that further increases in workload might
further influence the characteristics of the P300. One particular observation is
also noteworthy. When the imposed workload increases the latency of the P300
decreases (i.e. the P300 occurs earlier with respect to stimulus onset). A possible explanation for this is that the participants were not sufficiently challenged
during the BCI-only and 0-back conditions. When the task in the 1-back condition proved more difficult they needed to focus more on the experiment and
were less likely to loose their attention. In an experiment by (Magliero et al.,
1984) the conclusion was that the latency would increase when a stimulus was
surrounded by more noise. When evaluating this statement it means that in the
BCI-only and 0-back task there was more noise than in the 1-back condition.
It could be the case that the same amount of noise is present, but participants
were less liable to get distracted by it when the task was harder.
Another possible explanation is the simple fact that the brain might be in a
hurry. In an experiment that compared between speed and accuracy Kutas et al.
(1977) describe that the latency of the P300 increases when participants need
more time to evaluate a stimulus. It could be that participants forced themselves
to use less time to evaluate so they could spend more time on the other task.
This hypothesis can also be supported with the reaction time results from the
N-back task. If the participants needed more time to evaluate the visual stimuli,
the brain might take less time to process the other stimuli in order to facilitate
this.
The findings presented in this thesis are in line with the research question
stated in Section 2.4. The research question poses that with an increased workload BCI performance will deteriorate. The brain signals form the basis for the
BCI performance and since the characteristics are flattening out it seems logical
that classification accuracy will also deteriorate.
However at the moment there were no decreases in the actual performance
of the classifier. When considering this, two options exist that might explain
16 With

the exception of the latency over Pz, which was not significant.
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this. It could be that even though the P300s do not have the exact same characteristics, there is still enough information in the signal to build a good model.
This explanation finds its roots with the classification algorithm, Stepwise Linear Discriminant Analysis (SWLDA), because SWLDA might be able to deal
with these differences in the incoming brain signals effectively. In other words,
the characteristics of the brain signal still fulfill the constraints that are imposed
on data that can be used with SWLDA.
The second possible explanation might be that the assumption that the
classifier uses the P300 at all might not be (entirely) true. Since the feature
vectors for the classifier encompass a much bigger span than the P300 it is
possible that there are features in the EEG that do not change under different
levels of workload. If these features are passed to the classifier it is possible that
these form an important part of the models that were created. When looking
at the result presented in Section 4.1 with respect to latency, the averages all
lie between 400 milliseconds and 600 milliseconds after stimulus onset for both
Pz and Cz. The interval that is passed to the classifier runs from 0 milliseconds
up to 800 milliseconds, which means that the classifier has a lot more data to
pick features from than the characteristics of the P300 alone.
In Section 5.2 it was already mentioned that the classifier performance was
lower than could be expected when considering previous work by for instance
Brouwer and Van Erp (2008) and Rinsma et al. (2009). Both these experiments used the same framework as was used in this experiment (Schalk et al.,
2004). However this thesis made use of BCI2000 version 3.x while both papers mentioned made use of BCI2000 version 2.0. As was further described
in Section 3.3.6 BCI2000 version 3.x contains a different implementation than
BCI2000 version 2.0, the most important difference being the different language
chosen for the implementation. However during a pilot study (see Section C)
it became clear that parts of the classifier contained errors. Correcting these
errors has enabled the experiment to work as it did, but given the comments in
Section C.3 it is possible that further errors have had an effect on the results
presented here.
Unfortunately this makes it impossible to properly compare the results obtained by the experiments described in this thesis with the results of Brouwer
et al. (2008). The use of different versions always makes it hard to compare
results especially when these versions have been written in a completely different programming language (i.e. MARIO, the classifier of BCI2000 version 2.0
is fully build in Matlab while BCI2000 version 3.x is fully programmed in C++
(Schalk and Mellinger, 2010).
Another reason why these experiments are not fully compatible is the fact
that the BCI-only condition is slightly different from the condition of Brouwer
et al. (2008). Participants had to look at a stream of letters during this experiment without any task involved. This was done to keep the conditions within
this experiment as similar as possible. However the experiment by Brouwer
et al. (2008) contained no such additional (distracting) visual stimuli, which
makes it hard to compare the two since the stream of visual stimuli might cause
the user to respond differently to the tactile stimuli even if there was no task
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attached to the stimuli. It is probable that this does not have a strong effect as
bugs in the classifier might have.
So far the results of this thesis look promising for the future of BCI, since
the conclusion of this thesis is that regardless of a given workload the classifier
performance does not decrease. This part is more vital for BCI than the fact
that the brain signals change. However the changes in the brain signal might
indicate that there is a limit to the level of workload that can be imposed on
a participant. More research will have to be done in this area to validate the
findings of this experiment as well as to look into more challenging conditions
to find the absolute limit that people can still handle. Additionally the trend
that can be seen in the brain signals implies that if the level of workload is
high enough the P300 characteristics might disappear altogether, making it
impossible for any classifier to work with these signals.
The option to look for other conditions and even other tasks to impose
a different workload is inspired by the results on both the N-back task and
the RSME. Even though the RSME is a subjective measure, it’s results are
in line with the performance on the N-back task. The 0-back task seems to
lie somewhere in between the BCI-only and the 1-back conditions, however
only the differences between the BCI-only and the 1-back conditions were big
enough to measure. It might be interesting to replace the 0-back task with a
2-back task or maybe even add it. With this additional increase in workload
the boundaries might be approached and it is important to know what is still
possible. Pilot data for the 2-back condition were already recorded during this
experiment, but these have not yet been analyzed. The reason for this is that the
2-back condition (see Section 3.2 for an explanation) was a condition too many
for the participants. In this experiment an answer to the research question was
sought and to make sure an answer could be found participants had to complete
the same conditions to make sure their results were comparable. During the
explorative study described in Appendix C it quickly became apparent that
participants did not want to do a fourth condition because after two conditions
one participant suffered from headaches and another reported nausea. To this
end, the 2-back condition was removed from the final experiment and only
when participants finished the three basic conditions and felt like doing another
condition the 2-back was recorded.
When the data for these few participants will be examined it is important
to take into account that the 2-back condition was not part of the experimental
design and was always recorded last. Any changes that can be found in these
data could be caused by an actual manipulation of workload or that other factors played an important part. After a three hour experiment the concentration
of the participants will probably have dropped, which could influence their performance. It is also possible that a training effect can be found which is known
to play a role when dealing with the N-back task (Brouwer, 2010).
As was described in Section 2 the goal of this thesis was to make a step
toward using BCI as an interface to navigation in a virtual environment. As was
described in Section 2 before such an experiment can be done it is smart to find
out more about the limits of the BCI. This thesis has tried to make a step in that
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direction, but it should be noted that the N-back task is fundamentally different
from a navigational task. First of all the domain of navigation is different from
the domain used in the N-back task. The first makes use of spatial skills while
the latter makes use of memory and recognition. These two tasks differ in such
a way that drawing an immediate comparison does not make sense. The N-back
task might be considered to impose a discrete workload, which means that a
participant does not have to deal with it continuously. It could be interesting to
try for instance a tracking task in addition to the BCI, to see how a continuous
task influences the BCI performance. To conclude, comparing this experiment
to an experiment that was recorded in a virtual environment will be tricky at
best.
Before the suggestions for further research will be discussed one final note
has to placed with this experiment. There was only a general instruction that
was exactly the same. The details of the experiment were relayed orally, which
could have an effect on the way participants behaved during the experiment
(Thurlings, 2010). However no literature could be found that supported or
rejected this view.

6.1

Future Work

In this section the conclusions based on the experiments described in this thesis
were discussed. On a few places there was already a hint of what can be done to
change and even improve the experiment conducted in this thesis as well as gain
a deeper understanding of the workings of the brain and the classifier. Since the
goal of this thesis was to work toward a BCI as an additional input to virtual
environments, it could be interesting to actually make the connection. A note of
caution should be placed here however, a virtual environment contains a lot of
parameters and room for unforeseen circumstances that make it hard to ensure
a fixed workload. On top of that it is hard to compare the imposed workload
of the N-back task as performed in this experiment with the imposed workload
of a virtual environment.
The idea that the workload can still be increased a little further is in line
with the previous paragraph. Even though participants found the 1-back task
difficult, they still performed better than expected. So the question of how the
effect of increased workload progresses is an interesting one, which could tell a
lot about the usefulness of the BCI as an additional interface. As was already
said in Section 2, a BCI as presented in this thesis is not yet fit to replace current
interfaces for healthy users. However the results presented in Section 4.2 look
promising enough to consider the possibility. Current input devices are all
standardized and have been around long enough that most users have had the
opportunity to train extensively with these devices. It is possible that such an
extensive training period or lifelong usage might put the BCI right next to the
traditional input devices, especially when the research areas underlying the BCI
are still advancing.
To make the most accurate measures as possible an artificial task was used,
the N-back task. Participants reported that they had no prior experience with
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this task. When employing a BCI as an additional interface, together with
more traditional interface (e.g. mouse and keyboard) in a task in which a user
is already trained it could be that there are more resources available to control
the BCI task.
As was already described in Appendix C the implementation of the classifier
within the BCI2000 framework contained some errors. Additionally the results
with respect to classification accuracy were not as high as expected (Thurlings,
2010). These two observation give rise to the question whether or not the
implementation contains more errors that have been overlooked so far. On the
other hand both Mellinger (2010) and Potes (2010) claim that the algorithm
has been tried and tested extensively, comparing it with results of an older
implementation (i.e. MARIO, the old implementation in Matlab). Future work
might be done in this area in two ways, where the first is performing additional
checks on the algorithms and the different implementations. More specifically
on a basic level the code of the new implementation can be evaluated again to
see if there are any more bugs in the code.
The second area of interest related to classification is the type of algorithm
that should be used for this and other experiments. The experiments described
in this thesis made use of SWLDA, with the parameters as described in Section 3.3.6. First of all research can be done on whether or not these parameter
settings were optimal for the current signals. For instance the p-values that
were chosen for entering and removing a feature might be adjusted further as
well as the number of iterations.
Second of all there is the question whether or not a different algorithm
might perform better on the signals that are generated with this experiment.
When the experiments described within this thesis were performed there was
no clear expectation as to what the different conditions would do with the
signal characteristics. Now that these signals are measured, a study could be
performed that analyzes the signals and tests different algorithms to see which
one works best. Suggestions might be to apply the different algorithms presented
by Krusienski et al. (2006) on the acquired data to see if their conclusions that
SWLDA and FLD (i.e. Fisher’s Linear Discriminant analysis) hold for the data
presented in this thesis.
Some of this work has already been done in Section 4.1, where two characteristics have been compared over the three conditions, P300 amplitude and
latency. As was shown, the amplitude of the P300 differs significantly for both
Pz and Cz, where a modest effect was found for the latter channel. Even though
the differences between characteristics was significant between all conditions, the
N-back results were insignificant. This leads to the conclusion that the different
conditions did have some effect on the participants. A possible explanation for
this effect can be deduced from the RSME data, which showed the opposite
pattern of the amplitude data (i.e. if the perceived workload increased, the amplitude of the P300 became lower). This pattern was repeated for the latency
of the P300 on Cz, where a perceived increase in workload lead to a decrease
in the latency of the P300. So when participants found a task noticeably more
difficult, their P300 responses occurred significantly sooner.
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A

Explorative Study: Pacman

The first pilot that was created in order to get a better view of what is required
of a navigation environment that receives its input from a BCI was a simplified
version of Pacman. This section describes the details of this experiment.

A.1

Methods

A lot of software that was used in this experiment has already been tried and
tested (Brouwer and Van Erp, 2008). However some modifications were in order
to allow a connection between the classifier and the game. The architecture of
this software is based on BCI2000 (Schalk et al., 2004) with some additional
software to allow the use of the TNO tactile vest (Van Erp, 2005; Brouwer and
Van Erp, 2008; Thurlings et al., 2009). The architecture ideally would look like
Figure 14
The game was implemented in YoYoGames Ltd (1999) and makes use of
the 39dll tutorial (Luke Graham, 2003) to allow for network communication.
Communication with the software (i.e. classifier and stimulus presentation from
Brouwer and Van Erp (2008)) and the game was established through an additional layer that was responsible for parsing the messages to the proper format
and also allowed for different network protocols to interact.
Stimuli were presented by means of a tactile belt, on which four groups of
two tactors were placed on the back, on both sides and approximately on the
navel. Two tactors were placed on each location to ensure that the stimuli were
salient enough. A stimulus is considered to be a vibration of a single group. The
experiment consisted of two phases, a training phase and a round of playing the
game. In the first phase data were gathered to train the classifier. To this end
the following presentation was used. A trial consisted of 40 stimuli so each group
vibrates ten times in a random order. Before each trial a target was selected by
the computer, which also made sure that each group of tactors was target for

Figure 14: The desired architecture
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10 times in total. The participant was instructed to sit as still as possible and
count the number of times the current target vibrated. Data were recorded and
given to an offline classification algorithm in Matlab which produced a model
that could then be imported in BCI2000.
In the second phase the participant could play the game making use of
the personal model created at the end of the first phase. Stimuli were offered
in the same way as in the training phase, but no target was presented. The
participant could pick his own target and count the number of times that this
target vibrated. After a trial the classifier makes a decision on the target and
this is communicated to the game. The goal of the game was to eat all the dots
in the level.

A.2

Conclusion

The goal of this experiment was to see how different layers of software interact
while performing a task in an environment where timing plays an important
role. Unfortunately the software that was re-used from Brouwer and Van Erp
(2008) was too complex to modify without having to figure out all the internal
details of the source code. To circumvent this problem, some modifications
were made to the architecture. However this made the architecture not ideal for
this type of experiment, which showed in the working of the entire experiment,
especially in the path information between certain modules had to traverse. A
classification result was sent from the classifier to the module that is responsible
for tactor control first, after which it is transferred to the operator layer and
then to the game. It would have been preferable if the result would go to the
operator first and then to the location(s) where it should be displayed.
Apart from that, the classifier was a black box in this experiment which is not
ideal as well. One of the things that seems crucial for a game is the possibility
to pick a command only when the certainty is above a given threshold. The
classifier used in this experiment always picks a direction even it there is no
attention from the user whatsoever.

A.3

Discussion

Although it was possible to control the game with a tested classifier, there are a
few ideas about what can improve when working with a game-like environment.
First of all it is important to get the architecture right. When dealing with
multiple programs that interact over a network it is important to get as little
communication as possible to prevent network latency to play an important
part. An advantage of a good architecture is the possibility to replace programs
by other versions or even completely different programs. However for this a
proper communication protocol has to be established.
As said above a second point of attention is the classifier. Depending on the
type of game or application the classifier is designed for different behavior may
be expected. For the pacman game in its current shape it would be better to
wait a step than to move in another direction the user intended. To achieve this
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the classifier should output a certainty value for all possible values, so that the
application can decide on how to handle the decision making.
A third point is that the interaction between user and application is rather
slow when using the P300 paradigm from this experiment. The interaction
design should take this into account in such a way that the user makes highlevel decisions while the program handles the details.
During this experiment not enough time was available to examine BCI2000
(Schalk et al., 2004) in detail, but it seems a robust framework with enough
freedom to create custom BCIs. Since it is open source it allows a deeper
insight in the methods that the program uses and allows for modifications where
required.
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Figure 15: Examples of the stimuli

B

Explorative Study: Visual Stimuli

This experiment had two purposes, for it was both designed to test a signal
processing toolbox as well as testing a set of visual stimuli that were created
for this experiment. The goal that is relevant for this project is the timing of
the communication with a signal classification toolbox. Apart from this it also
allowed for stimulus selection for the project. This appendix will not discuss
the experiments in detail, but an extensive description of the entire experiment
and the toolbox can be found in Dobrescu (2009).

B.1

Methods

To present the user with visual stimuli, the program GameMaker 7 was used
(YoYoGames Ltd, 1999) in combination with 39dll (Luke Graham, 2003) to
provide socket communication with the toolbox for brain signal analysis of TNO.
With GameMaker visual stimuli were created that were suitable for both P300
signals as well as SSVEP signals. These stimuli were used in five conditions,
offered in random order to seven participants.
The stimuli were created by dividing the screen in four equal parts and
placing an object at the center of each quadrant. Two types of stimuli were
made in this fashion, one a filled square, the other a two pixel boundary which
were twenty pixels apart (see Figure 15).
With these stimuli the data were gathered to test the toolbox on SSVEP and
P300 analysis (see Section 2.1 for more information on these brain signals). In
the conditions where SSVEP was measured, each of the different stimuli flashed
at either 8.57 Hz. (top left), 10 Hz. (top right), 12 Hz. (down left) or 15
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Hz. (down right). Normally the stimuli flashed white-black, but in order to
keep participants focused on their designated target stimulus, a behavioral task
was included. For this task the stimuli changed to white-red flashes briefly and
the participant had to keep count of the number of changes from white-black
to white-red (not the reverse) of the target stimulus. The data that should
be transferred from the stimulus-program to the data storage includes the real
number of behavioral stimuli and the count of the participant. More important
however was the target on which the participant had to focus each trial.
In the conditions where P300 was measured, stimuli flashed in a random
order. For the behavioral task in these conditions the participants had to count
the number of flashes of the target stimulus. In these conditions the data that
had to be transferred to the data storage were a little bit more complicated,
since the stimuli are time locked and things as latency have to be taken into
account.
To solve the problem of latency, a very simple measure of latency was kept
in memory with the stimulus program and this measure was used to determine
what time stamp a message should have for the data storage. The measure that
was kept is given by equation 5.
n
X

(ai − oi )

i=0

(5)
2∗n
Where latest stands for the estimated latency for one message to pass from
the stimulus program to the data storage module. To compute this time, the
time of each outgoing message is stored in oi and the time on which the respective answer was received in ai . Since this time span denotes both the sending
of a message as well as receiving an answer, the difference between the two
should be divided by two for a one-way message. Since latency is not a fixed
delay in most cases, this measure is taken over as many messages as possible.
This means that it is possible that the real latency for a given message might
be higher or lower, but with the average we hope to make the general error as
small as possible.
A message protocol was designed to make the structure of each message and
return message transparent and to keep the latency value up to date. Within
this protocol several phases were identified, each with its own specific messages.
latest =

• Identification
– The data storage program sends the first message, containing information about the sampling frequency and it’s current time-stamp.
The address of the data storage program is retrieved through the
UDP protocol.
– The stimulus program acknowledges that it has received this first
message.
– The stimulus program sends a latency message of which it stores the
time of sending.
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– The data storage program receives the latency and sends back an
answer to this message, allowing the stimulus program to compute
the first latency value.
• Stimulus information for each stimulus of a trial
– The stimulus program now computes the stimulus onset for the first
trial and sends these numbers in separate messages to the data storage program. This message contains both the stimulus onset as well
as information on which stimulus should go on.
– The data storage program acknowledges the onset times it receives,
storing them in a queue for later checking. This queue allows for easy
sorting of the onset times, so the earliest stimuli are always at the
front of the queue.
• User attention
– The stimulus program tells the data storage program to start recording.
– The data storage program confirms reception and starts data recording.
Note that for this protocol to work the stimulus program should be ready
to receive messages before the data storage program starts sending messages.
To make sure which messages belong together, each message receives an ordinal
number and a reply will always contain the ordinal number of the original message. This is required since the UDP protocol does not guarantee that messages
will arrive in order.

B.2

Conclusion

For an extensive discussion of the results see Dobrescu (2009). One the most
important conclusions that can be drawn from this experiment is the fact that
the visual stimuli made people feel very uncomfortable. Especially for SSVEPs,
where two participants quit the experiment early. This study further enforces
the believe that tactile stimuli are better suitable for driving brain computer interfaces. Apart from the discomfort that the visual stimuli bring, the low recognition rates found by Dobrescu (2009) could have been caused by an imprecise
display of the stimulus frequencies. Before the experiment was conducted, the
frequency of the stimuli was measured using an oscilloscope, which did not provide decisive results whether or not the stimuli were of the right frequency. The
stimuli were kept the same however, because a pilot showed that the method
used to produce the frequencies gave reasonably accurate peaks in the power
spectra. Further investigation of the hardware present could point out the limits
within the stimuli have to be created and presented.
Unfortunately, P300 could not be conducted with the toolbox, because the
methods were insufficiently tested and some were even missing altogether. Other
options for classification and analysis will require further study.
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C

Pilot: Experiment Setup

The main experiment of this thesis was conducted with the parameters described
in Section 3.3. The experiment described in this section was conducted with two
purposes. The first purpose was to see how the selected parameters influenced
the experiment. The values for the parameters were chosen solely on the theory
presented in Section 1 and 3. Unfortunately the experiment for this thesis
was not yet described in the presented literature, which is why the selected
values are tested in this section. The following section (C.1) will describe the
measurements that were done in order to check the parameters and the different
settings. In Section C.2 the results of these measurements will be put forth and
the final setup will be described in Section C.3.

C.1

Methods

First of all the parameters described in Section 3.3 form the basis for the experiments in this section. These parameters will be summarized below, for an extensive overview see Section 3. Note that for all experiments the EEG-electrode
configuration was as described in Section 3.3.3.
For the P300 BCI tactile stimuli were presented on four positions on the
waist, the navel, the spine and both sides. The stimulus duration was 188 ms
and the interstimulus interval was 188 ms as well. For each level of the Nback task four visual stimuli were used of the set ‘B’, ‘C’, ‘D’, ‘F’ and ‘X’. The
presentation time was 500 ms and the interstimulus interval was 2,000 ms. A
target cycle can be best described by Figure 9. As can be seen from this figure,
a target cycle starts by presenting a tactile target to the participant, after which
six visual stimuli will be offered. These six stimuli are presented to assure the
desired workload is already present when the actual tactile stimuli are offered,
which is known as preloading (Coffey et al., 2009). After fifteen seconds the
tactile stimuli begin and end after another fifteen seconds. Since each stimulus
has to be offered ten times, there are a total of forty tactile stimuli presented,
together with a total of twelve visual stimuli.
When the first experiment was held, only one condition was used. To test the
software and compare it to earlier results with the TNO tactile BCI (Brouwer
and Van Erp, 2008) this condition contained no visual stimuli and the participant only had to focus on the presented target stimulus. With the results of
this experiment another measurement was conducted with the same parameters
(no visual stimuli, just the tactile stimuli) to check these results.
As will be described in Section C.2 the results from these two experiments
contained a lot of artefacts that were hard to explain. In an attempt to reduce
these artefacts the laboratory was build into a Faraday cage to ensure no further interference could enter the recording booth. When this was done, new
measurements were conducted. These measurements were recorded with the
program that was used in the main experiment, but another set of measurements was recorded with the software that was used by Brouwer and Van Erp
(2008). This was done to make sure that the software did not contain a differ70

ence in recording. Apart from that both measurements were done in the newly
created Faraday Cage as well as in an older setup that was used by Brouwer and
Van Erp (2008). This session contained four measurements, two in a new lab
(new software, software by Brouwer and Van Erp (2008)) and two in an older
lab (new software, software by Brouwer and Van Erp (2008)).
When the EEG-recordings from this experiment were found to be reliable
enough another session was held in the newer laboratory in which the new
software was used in a simple BCI experiment. For both programs data were
recorded and a classifier was trained. This classifier was then used to record
another session with feedback.
In this section four small experiments have been described and the following
list contains them all. The results of each of these experiments will be described
in the next section.
1. Preliminary experiment to test the software and compare it to earlier work
(Brouwer and Van Erp, 2008).
2. Same experiment as above, to check consistency of the artefacts found.
3. Four conditions, comparing an old labaratory and a new laboratory environment as well as old and new software.
4. In the new laboratory environment a classifier was trained and a test
session was held for two participants.

C.2

Results

This section will describe the results obtained by the experiments described in
the previous section. Each experiment will have its own section which has the
same number (C.2.x) as in the list at the end of Section C.1.
C.2.1

First measurements

When plotting the averages of the P300 that should be present in the EEG a lot
of noise and artefacts appeared in the plots. The plots looked so bad that it was
impossible to do a proper analysis on them and instead a search was conducted
to find the source of the noise. After checking things such as whether or not
the lamps in the room could be lit and checking if the way the amplifier was
connected to the ground made a difference, there came a hypothesis that there
might be air-conditioning machines right next to the building. In an attempt
to remove the radiation from these devices the room was turned into a Faraday
cage. Fortunately metal sheets were already attached to the wall, they only had
to be interconnected to form a Faraday cage.
C.2.2

Consistency check

For the consistency check two new datas were recorded using the same setup
as for the first measurements. With the new improvements to the recording
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booth the EEG signal looked much cleaner and more experiments to test the
rest of the setup could now be performed. These experiments have already been
mentioned above and will be described in the following sections.
C.2.3

Environments and Software

Even though the EEG signal was reliable enough to perform further tests, the
effects of two different labs were tested in four conditions described above. For
two of the conditions the software from Brouwer and Van Erp (2008) was used
and in two other conditions the new software designed for this experiment was
used. The results of the classifiers were not completely the same, but apart from
some implementation differences in the actual classifier the two programs both
had a different way of offering stimuli. Since it was not completely clear how the
old software worked (Brouwer, 2010; Thurlings, 2010) it was difficult to compare
the performance of the two different programs. As it turns out one of the biggest
differences is that the programs used by Brouwer and Van Erp (2008) record
more data with the same settings than the software for this experiment. When
using four tactors, the new software records 6 target cycles for each stimulus,
leading to 24 cycles in total. However the old software records the same number
of cycles, but twice as much data for two out of four stimuli, leading to a total
of 36 cycles, the difference is a factor 1.5, which is quite a lot when considering
the classifier has to be trained with this data.
Another important issue is the fact that the classifier used by Brouwer and
Van Erp (2008) is written solely in Matlab while the classifier used in the new
experiment is written in C++. Because of these differences it is possible that
there are some differences in the way the data is handled. Unfortunately during
this experiment it became clear that the new classifier might not perform the
same as the older version (both are part of BCI2000, however the older one
is no longer supported (Schalk and Mellinger, 2010)). The data file that was
created with the program that was written for this thesis stores information in
a slightly different way, altough most things were kept the same. It turned out
that the combination of the different implementation and the fact that it was
unclear whether or not the classifier handled the different files the right way
formed an obstacle that should receive some attention (Thurlings, 2010). The
changes made to the classifier will be described in Section C.3.
C.2.4

Classifiers

Now that the classifier was ready to be tested with real participants, two participants were used in this pilot study in which they completed a part of the
original experiment. The original experiment contained four conditions, a condition in which only a BCI had to be operated and three conditions with an
N-back task (0-back, 1-back and 2-back). The most important result of this
experiment was that both participants quit the experiment before all conditions
were completed, leaving one or two conditions unfinished.
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C.3

Conclusions

From the first two experiments it can be concluded that EEG still is a very
sensitive signal that is prone to suffer under the influence of nearby machines
and devices. To get a clean signal that can be used to say something about the
characteristics of the brain it is best to record the signals in highly controlled
environment where the influences of different devices is known.
From the last two experiments it became clear that although BCI2000 has
certain things that are valuable to BCI research, such as a mechanism that
allows different modules to be used without much problems and the possibility
to synchronize modules running on different computers, there are also some
problems with the current framework. The program that was created for this
experiment inherrited a lot of properties from the default framework and most
of the things that could be modified without constraints were kept the same
as the standard StimulusPresentationTask (see Schalk and Mellinger (2010) for
more information on this paradigm), the classifier could not properly handle
the new data files. When this became clear an attempt was made to modify
the classifier. As it turned out, there is little documentation on how these
modifications should be applied and after the tedious process of working to the
source code there appeared to be a lot of different places where modifications
were in order.
Now that the required modifications are in place it is clear that even though
BCI2000 has achieved some impressive results, there are still a lot of things that
require attention with respect to the source code. Even though the framework
is supposed to enable researchers to create new experiments with relative ease,
there is no clear documentation on what should be actually done to create a new
experiment. Additionally the source code is scattered throughout several files
and functions. An example of this can be found in the P300Classifier (Schalk
and Mellinger, 2010), where there are two different functions that both read in a
data-file. The contents of these functions has been largely copied from one to the
other, including some statements that contain no useful functionality, sometimes
because the statements contain reasoning errors and sometimes because another
object is used that already performs the required checks.
With respect to the code of the classifier some interesting statements were
found17 . When downsampling the raw EEG data, a moving average filter is
used which was implemented to work for different orders. For instance when
using a filter of the second order, a new value is created for each feature that is
the average of the current value and the two preceding features. This way most
information from the different features is preserved when the decimation step
removes several features as specified by the filter order. During the calculation of
the mean values when applying the moving average filter a division was missing,
which caused the values to grow during the process.
Another statement that required some modifications was the calculation
described by Equation 4. In the code this calculation is done with the statement
that is best described by Equation 6.
17 For

an extensive explanation of how the classifier works, see Section 3.3.6.
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rrem = rexp − y

(6)

After modifying the classifier so that it contains all the comments described
above, the results of the classifier resembled that of the results that were obtained with the example data supplied with BCI2000. In turn the results that
were obtained using the example data were extensively tested (Mellinger, 2010;
Potes, 2010). So it can be assumed that both the older version of BCI2000 and
the new classification algorithm will obtain similar results with the same data.
Finally the conclusion that using four conditions was too much to get reliable
results. Both participants quit the experiment early, which implies that they
were problably already strained in the last condition they participated in. Data
that is recorded while participants are so worn out is not representative and
could disrupt the normal process. To prevent this from happening during the
rest of the experiment it was decided to leave out the 2-back condition in the
final experiment.
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D

Experiment manual

This manual has been created to allow others to start the programs that were
used in the main experiment. However there are some things that have to be
taken into account when migrating the software. Most important is the installation of Visual Studio 2008 Express edition to guarantee that all dependables
are present on both computers. Secondly the drivers for the gTec USBAmp
and the TNO tactile belt should be installed on the computer that handles
signal acquisition process and the computer that governs stimulus presentation
respectively.
Important note is that the keyboard/numeric keypad that the participants
uses has to be connected to the signal acquisition computer. This is important
because the key strokes are only stored correctly in the data file if this connection
is right.
Furthermore this manual will assume that two computers are used, one responsible for signal acquisition and storage and one for stimulus presentation.
For simplicity this document will refer to the signal acquisition computer as
being the right computer, while the stimulus presentation computer is refered
to as the left computer.

D.1

Installation

The folder Left Computer should be copied to the computer that will handle
stimulus presentation and the folder Right Computer has to be copied to the
computer that will handle the signal acquisition. Important is that the computers have to be connected through a network and the left computer should
have IP address 192.1.1.1 and the right computer should have address 192.1.1.2
else the programs will not be able to find each other. It is possible to modify
these settings but in the current version it is easier to adjust the network on
both computers.

D.2

Running the programs

On the right computer open the folder and start the program startRight.exe.
Then, on the left computer, start the program startLeft.exe. These two programs can be started in either order, but by starting the right computer first,
the experiment will start a few seconds faster.
The reason for this is that there are programs on the right computer that
have to be started before certain programs on the left computer. During this
startup phase the computer on the right will first start BCI2000’s operator,
gUSBAmp signal acquisition and P300SignalProcessing and then send a command to the left computer to start the BCI2000 application. Once this signal
is send, the right computer waits for an answer from the left computer.
Since the command sent contains a direct command line operation the left
computer will always ask if a received command should be executed. This is to
prevent malicious commands to be executed without the users explicit consent.
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So once the command comes in on the left computer it will be displayed on the
screen and if it is alright, allow the command to be executed. If all goes correct
the BCI2000 framework is now fully started and the buttons Config and Set
Config should now be activated in the Operator window on the right computer.
Additionally a noise generator is started, which allows for noise to be played
over the speakers of the right computer. This can be used to mask the noise of
the tactile stimuli.

D.3

Configuring BCI2000

When all the programs are started BCI2000 is set with a default configuration.
However it is smart to check the settings of the stimuli under the parameters
tab as well as the Tactile and Visual tab to make sure that the setting are
correct. Addtionally the EEG parameters have to be set as well. Finally the
storage location for the data has to be entered under the tab Storage. When
performing an experiment it is wise to figure out the right settings in advance
and save as parameter file (*.prm) that contains the right settings (for examples
see the folder BCI2000/config).

D.4

Starting the experiment

When all the programs have been properly configured, the Set Config button
can be pressed and preliminary checks will be performed to see if the settings
can actually be used. If selected the tactile stimuli will all be turned on once for
one second to test the settings. During these test it is important that the silver
box to which the belt or vest is connected is turned on for the first time. This
is necessary because else the data stream will be directed the other way and
no commands can be given to the tactors. If this is done correctly the tactors
should definitely go off when the Set Config button is pressed again. If this is
not the case, repeat the steps above.
If everything is alright, the screen on the right will now display a message
saying the experiment is ready to start. To start the experiment, press the Start
button on the right computer.

D.5

Using the classifier

After a training session has been recorded, start P300Classifier on the right computer and load that particular data file. It is possible to load multiple files, but
this has not been tested extensively. If multiple files should be loaded, this has
to be done in one action, since it is not possible to add files to the menu. When
the files are checked for compatibility the Generate Feature Weights button is
activated and when pressed, a model is generated. Read Section 3.3.6 for more
information on the possible outcomes and some information about the settings.
For additional information on how to use the program see the BCI2000 wiki
(Schalk and Mellinger, 2010).
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RSME
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RSME
Instruction:
Please indicate, by marking the vertical axis below, how much effort it took for you to
complete the task you’ve just finished.

150
140
130
120

Extreme Effort

110
100
90

Very Great Effort
Great Effort

80
70
60

Considerable Effort
Rather Much Effort

50
40

Some Effort

30

A Little Effort

20

Almost No Effort
10
0

Absolutely No Effort

F

P300 graphs

In this appendix figures of the P300 have been put together. Each page contains
the figures of one participant. For each participant first the figure for the BCIonly condition is presented, followed by the 0-back condition and the 1-back
condition. Within each condition a graph was placed for each EEG channel;
from left-to-right, top-to-bottom the following channels can be read Fz, Cz, Pz,
Oz, P3, P4, P7, P8. A final note is that the lines for targets are in a red solid
line, while the lines for non-targets are in dashed blue.
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(a) BCI only

(b) 0-back

(c) 1-back

Figure 1: Participant 3

(a) BCI only

(b) 0-back

(c) 1-back

Figure 2: Participant 4

(a) BCI only

(b) 0-back

(c) 1-back

Figure 3: Participant 5

(a) BCI only

(b) 0-back

(c) 1-back

Figure 4: Participant 6

(a) BCI only

(b) 0-back

(c) 1-back

Figure 5: Participant 7

(a) BCI only

(b) 0-back

(c) 1-back

Figure 6: Participant 8

(a) BCI only

(b) 0-back

(c) 1-back

Figure 7: Participant 9

(a) BCI only

(b) 0-back

(c) 1-back

Figure 8: Participant 10

(a) BCI only

(b) 0-back

(c) 1-back

Figure 9: Participant 11

(a) BCI only

(b) 0-back

(c) 1-back

Figure 10: Participant 12

(a) BCI only

(b) 0-back

(c) 1-back

Figure 11: Participant 13

