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Abstract
High-throughput techniques, such as DNA microarrays, that are used in gene
expression measurements offer a unique and global insight into the molecular
mechanisms of a living cell. Computational resources are fundamental in order
to extract biological interpretable information and deal with the big amount
of the data extracted from these techniques. Statistical analysis of microarray
data is a key procedure to analyze gene expression. Biclustering algorithms
have emerged and proved to be an important tool for analysis, which managed
to overcome the limitations that the widely used clustering techniques had, in
discovering local patterns within a gene expression data set.
Testing and evaluating a number of algorithms in an example data set gave
us an overview of the performance of each algorithm although it became obvious later on that we cannot fully rely on an example data set. The performance
of the algorithms in the small data set was different than in the big deleteome
data set. Applying internal validation techniques to optimize the algorithms’
parameter settings and external validation criteria to test for the biological significance of our results was of high value. Finally using phenotype data sets in
association with the outcome of the biclustering algorithms worked as another
feedback mechanism of the usability of our approach and also provided us with
information about potential links between genes with unknown function with
genes which their functionality is already known.
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1
1.1

Introduction
General background

All the biological information within an organism is included in its genome. This
information is encoded in its deoxyribonucleic acid (DNA) or for many types of
viruses in ribonucleic acid (RNA) and is divided into discrete units called genes.
Every gene consists of a unique DNA sequence which codes for a specific protein.
This information in order to be well maintained and controlled, is encoded on
the DNA strands that are well packed inside chromatin. Chromatin compresses
the genetic information into small units that can all fit inside the nucleus and
is also responsible of partly controlling the gene expression, which is the process when information from a gene is used to create a functional gene product
[21]. The control of gene expression determines a broad range of development
changes and environmental responses with a complex mechanism. A large degree of regulation is performed at the transcription level, which is the transfer
of the genetic code from DNA to RNA and is the first step of gene expression.
Understanding gene regulation is of high importance in understanding almost
any cellular process including disease. Transcription can be measured in many
ways, like RNA sequencing, in situ hybridization and DNA microarrays. The
latest is one of the most common approaches nowadays, which gives the opportunity to measure the expression levels of thousands of genes simultaneously.

1.2

DNA Microarrays

During the last decades there has been a revolution in the field of Molecular
Biology through the use of high throughput technologies measuring changes in
the levels of DNA, RNA and proteins. Traditionally the above molecules were
analyzed one by one, but nowadays it is possible to monitor the expression level
of thousands of genes or proteins in a cell simultaneously and get a complete
picture about the genome, the transcriptome or the proteome with just one experiment.
A microarray consists of thousands of ”spots”. Each spot usually represents
a different coding sequence from a different gene, or several different probes for
one gene might be spotted on the array to which one or more labeled mRNA
or cDNA samples are hybridized [8]. Depending on the number of samples hybridized, microarrays are split in two major groups, one using two colors and
another using one color detection. Figure 1 gives a schematic representation
using one or two color microarrays.
In two color microarrays the common procedure is to hybridize cDNA or
amplified RNA prepared from two different samples (for example a diseased
tissue versus a healthy tissue). The total RNA is first isolated and then the
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Figure 1: Overview of two and one color microarrays. The total RNA is first
isolated from each condition,then this material is labeled with a different fluorescent dye (such as Cy3 (green) or Cy5 (red)), and then combined and hybridized
onto a single microarray for two color microarrays, or each sample is labeled
identically and hybridized onto different microarrays for one color microarrays.
(Image courtesy [8])
samples are labeled with a different fluorescent dye, such as Cy3 which has a
fluorescence emission wavelength of 570 nm or Cy5 with a fluorescence emission
wavelength of 670 nm, which are also called the green and the red label. The
two labeled samples are mixed and hybridized onto a single microarray [8]. The
DNA on each spot, can base pair with the corresponding nucleic acids of the
sample, which bind to the spots. The microarray is then washed off in order to
get rid of the unbound material. The next step is to scan the microarray in order to detect the fluorescence of the samples by exciting the dyes and capturing
the fluorescent signal. The result is green and red images in which the intensity
of the colors is proportional to the expression level of a certain gene; the images are merged in order to interpret the results. The green color corresponds
to down regulated genes of the red versus the green-labeled sample, red to up
regulated and yellow to genes for which there was no change in their expression
value (figure 2a). The difference between one and two color microarrays is that
with the former we get the absolute of gene expression measurements while with
the latter we get relative intensities of each fluorescence, which we can use later
to identify a ratio of up and down regulated genes. In the case of one-color
microarrays each sample is labeled with a single fluorophore (figure 2b) (such
as phycoerythrin, cyanine-3 (Cy3) or cyanine-5 (Cy5)) and is hybridizised in
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different microarrays [28]. Therefore the data collected represent the absolute
values of gene expression.

(a) Example of two-color microarray image. (Image courtesy Medical Research Council)

(b) Example of one-color
microarray image. (Image
courtesy Barbara Carter,
EcoArray Inc., Gainesville
FL)

Figure 2: One and two-color microarray images.

1.3

Normalization

After scanning the microarrays, the pictures are analyzed in order to quantify the fluorescence levels of each spot on the microarray. The results are
represented in matrices in which each row corresponds to a single spot, and
in the columns there are four values of interest, these are the foreground and
background intensities for each color. In addition, there might be other values
depending on the image analysis program used, for instance a flag to declare
if the spot was accepted or not for analysis, the median value, average value,
standard deviation etc, for the spot and the background channels. For the intensities either the mean or median pixel value in the given spot are considered
[7]. The most important step after analyzing the images, is to obtain quality
measures. One of the most important way of quality assessment is MA (or RI)
plots (figure 3), which are the ones most frequently used in microarrays analyR
sis. In these plots we find the log ratios log2 G
which are the M values, plotted
against the intensity, which are the A values 12 log2 (R ∗ G), where R and G are
the actual intensities or background adjusted intensity levels for a given spot [7].
As mentioned before, the relative intensities are proportional to the expression levels of the genes, but they can also be influenced by technical issues like
the performance of the RNA multiplication or the labeling of the samples, the
properties of the fluorescence dyes used to label them, the homogeneity of the
hybridization, the scanning procedure and settings and many more [30]. In order to overcome all these systematic differences, because they are mostly purely
technical and they do not represent true biological variation, it is necessary to
normalize the data. Up until now there have been proposed many different normalization methods. The difference between them lies on the algorithm used
8

to estimate the non-changing genes. The most common method used is the
LO(W)ESS (Locally Weighted Scatterplot Smoothing) which is a local non linear method since full non-linear methods are too computationally intensive and
most linear methods are not used anymore due to the fact that the data seem
to have a non linear distribution of their relative intensities. This approach
is trying to removes dye and dependent differences [30], [7]. Figure 3 gives a
representation of MA plots before and after normalization. In figure 3a we can
see that the data seem to be skewed towards the G channel(Cy3) for the lower
intensity signals, while in figure 3b after normalizing the data, the expression
ratios are now balanced between the two dye channels, and the Cy3 bias is removed.

(a) MA plot before normalization

(b) MA plot after normalization

Figure 3: MA scatter plots showing the results of a self versus selfexperiment(same sample hybridized in each dye channel) before (a) and after
(b) normalization. (Image courtesy [8])

Apart from image processing and data normalization another important aspect of analyzing microarray data is to organize them into smaller groups. Clustering techniques are used if no apriori knowledge is available and we want to
find internal structure and relationships of the data, and classification if we
already have some information and we want to classify a new sample.

9

2
2.1

Clustering vs Biclustering
Motivation

Clustering is a technique that groups objects together according to some similarity criteria. It is unsupervised, which means that we do not know how the
data is organized beforehand, and the purpose is to find a structure for unlabeled
data. We can find different types of clustering (e.g. hierarchical,partitional) using different types of distance measures to define the similarity between objects
(e.g. Euclidean distance, Manhattan, Mahalanobis, correlation based distance,
etc).
Biclustering is an unsupervised data mining technique that performs simultaneous clustering on both dimensions of a data matrix, uncovering submatrices
with elements that manifest a similar behavior. These submatrices consist of a
subset of rows that behave similarly under only a subset of columns.
Clustering is an important step in analyzing gene expression data sets. Grouping together genes that have similar expression patterns is a key procedure
up until now. This method is reasonable for small data sets that contain few
homogeneous conditions. In the case however where the data set consists of
many heterogenous conditions, clustering seems to have many limitations. It
can be applied only in one dimension, either to rows or columns of a data matrix grouping genes which are co-expressed under all conditions or conditions
which behave similarly across all genes. A gene cannot belong in two clusters
simultaneously and furthermore every gene should be assigned explicitly to one
cluster. Moreover another important weakness of traditional clustering is that
it is not able to identify expression profiles that are weakly associated to each
other. The groups that are formed, do not give us much information making it
quite hard sometimes to understand their meaning.
Compared to clustering, biclustering is a young area, which is broadly used
for a few years now. It is an approach that has a lot to offer to biology but has
potentials to other fields as well (such as information retrieval and text mining,
collaborative filtering, recommendation systems, target marketing and market
research, database research, and data mining [24]), if it is necessary to identify
hidden behaviors within a data set.
Standard clustering approaches have limitations in identifying specific patterns
in a data set, which was the motivation to start this project. It is known already from biology that genes have multiple functions and that only subgroups
of genes are involved in specific cellular processes that can be active only under
a subset of conditions.
Figure 4 presents an example data set which consists of genes and gene deletion
mutants taken from the expression profile database of the Holstege laboratory
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Figure 4: Example data set using a collection of gene deletion mutants in which
the gene expression profiles are strongly correlated. Clustered using hierarchical
clustering and uncentered correlation as a distance measure. The rows represent the genes, and the columns the gene deletion mutants. Yellow indicates
upregulation; blue indicates downregulation.
(deleteome), clustered using average-linkage clustering in both dimensions, using uncentered correlation as a distance measure. The data set mainly consists
of gene deletions that are involved in the mating pathway, osmotic stress and
peroxisome associated deletions. From the picture we can see that there exists strong coherence between groups of genes under specific conditions. These
groups of genes/gene deletion mutants are marked using different colors that
could be easily considered as biclusters. One example is the group of genes
and the gene deletion mutants marked in orange. This group of genes is anti
correlated under the two different groups of gene deletion mutants, that the clus-
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tering did not group together. More specifically the expression of these genes is
affected negatively when genes involved in the mating response are deleted and
positively when genes part of the osmosensing pathway are deleted. Another
clear example is the behavior of five groups of genes, marked in red, when genes
that are part of the osmosensing pathway are deleted. For this example as well,
the clustering approach we used was unable to group these genes together, although the deletions are strongly linked to each other. Other possible biclusters
are the ones in purple, in which we see a group of genes being affected the same
way by the gene deletion mutants part of the osmosensing pathway and by the
triple deletion mutant kss1∆ + fus3∆ + hog1∆, and the one indicated in green
which groups genes that are affected positively when genes part of the peroxisome are deleted.
There is clearly a need for a technique, in order to discover groups of genes
that show similar activity patterns under a specific subset of the experimental
conditions. Discovering such local patterns may help uncovering many genetic
pathways that are not apparent otherwise [11]. Using biclustering we can identify sub-matrices in which the genes that participate behave similar under just
these conditions, that within a traditional clustering technique we would not be
able to identify. For this reason there have been implemented algorithms that
perform simultaneous clustering on the row and the column dimension of the
data matrix, using different approaches and scoring schemes[24].
Biclustering methods have been used already in gene expression data sets and
have been proven to be useful in order to:
• Group genes according to their expression values, under multiple conditions
• Annotate genes, given the expression of the genes with known classification
• Group conditions according to the expression data of a group of co regulated genes
• Classify a new sample (condition/drug)
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3

Goals of the Project

A wide range of environmental conditions can affect biological organisms/cells
that need to be dealt with appropriately in order to survive. Various cellular
components (such as external cell surface receptors, signal transduction pathways and degradation pathways) are able to respond to these changes and help
the cell to cope with a diverse set of environmental conditions. If one of these
components fails, this can cause an inappropriate response or failure to deal
with the environmental change. The pathways that are involved in responding
to these changes are also associated with a wide variety of diseases. Getting
information about genes that are involved in responding to changes in environmental conditions can shed some light on the molecular basis of diseases.
In this project we used DNA microarray expression profiles of a collection of
Saccharomyces cerevisiae deletion mutants to correlate (groups of) genes with
particular environmental conditions or perturbations. Our basic goal was to
find a decently working biclustering algorithm to optimize and apply in order
to identify co-regulated genes within a compendium of approximately 1100 expression profiles of targeted gene deletions.
The groups of co-regulated genes discovered from the biclustering algorithm
were used in association with another data set in order to correlate pathways
with particular conditions or drugs. The data sets used were the phenotype data
sets from Brown et al. [14] and Hillenmeyer et al. [18], which include a collection
of most viable gene deletion mutants profiled for a number of different treatments (drugs). These phenotypical growths show the sensitivity or resistance of
an individual deletion mutant against a specific drug. For example considering
a bicluster for which the majority of the gene deletions are participating in the
same pathway, we can test using the phenotype data set if there are particular
conditions that significantly affect this group of gene deletion mutants. Relating
these conditions with specific pathways we can hypothesize that the rest of the
gene deletions that belong to the same bicluster are likely to be involved in the
same pathway as well.
In the same way we can use the phenotype data set to find new information
about genes. Not only can we find information about a gene if its deletion is
grouped together with other gene deletion mutants known to be involved in a
specific pathway, but also if this gene is part of a group of genes that responds
to gene knock outs known to participate in a specific pathway.
For this project we focused on finding a good biclustering algorithm in order to
find groups of genes that are co-regulated under specific conditions (biclusters)
that have a biological significance. These biclusters can be used in order to gain
more detailed insights into the molecular basis underlying the various responses
to environmental changes or diseases.
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4

Approach

Considering that our final target was to have meaningful results from a decently
working biclustering algorithm in order to associate them with the phenotype
data sets, we had to make an initial selection of the algorithms that we would
use. Therefore we studied the literature on biclustering algorithms and selected
algorithms on the basis of two criteria:
1. How popular are they, as witnessed by the number of times the algorithm
is referenced or used.
2. Do they discover the types of biclusters we are interested in?
The algorithms we selected were tested on an example data set with expected
results. The ones who were able to identify at least the expected biclusters were
selected to test their performance on the deleteome data set, the full collection
of genes across 1100 gene deletion mutants, from the expression profile database
of the Holstege laboratory.
Applying the algorithms, that performed best in the previous phase, on the deleteome dataset included a series of steps in order to get the highest performance
of them. We run each algorithm for every possible parameter combination,
transformed each output into a standard format, and finally validate them according to our validation criteria. The validation procedure is divided in two
parts, the internal and the external validation. For the internal validation criteria we used “separation”, “coverage” and “significance”. These three measures
were combined into a single value using a “harmonic mean” that defined the
best parameter setting for each algorithm. For the external validation we used
the Gene Ontology [2], [25].
The groups of the identified co-regulated genes could give us more information
about the function of genes with unknown functionality. This is possible due to
the fact that genes that participate in the same bicluster are more likely to :
- have the same function
- regulate each other
- act in the same cellular processes
- define subtypes of cells
The best parameter setting of each algorithm was used for further analysis.
We tried to go one step further, and check which parameters can have a significant effect on the results. Finallly we used the group of gene deletion mutants,
that participate in every bicluster, in relation with two phenotype data sets in
order to test for over representation of specific phenotypes under specific conditions. Moreover using the phenotype data sets was an extra way to evaluate our
biclusters and prove that there is biological meaning behind them. The whole
procedure we followed for this project is summarized in figure 5.
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Figure 5: Project Workflow
15

5

Overview of thesis

The next part is dedicated to Biclustering. In chapter 6 we try to give an
explanation of what exactly biclustering is, what is the difference with traditional clustering approaches and give a brief overview of the different bicluster
types. Chapter 7 discusses the approach of the algorithms that were chosen
initially, to test their performance on the example data set. These algorithms
are: CC [15], Bimax [29], Samba [35], Qubic [22], RAP [27] and xMotifs [34]. In
this chapter we give also a small comparison between the algorithms about the
approach they follow, if they are tolerant in data sets were noise is included, the
kind of biclusters they are able to identify and if they include a preprocessing
step to discretize the data.
The third part of the thesis includes details about the Materials and Methods
used. The data sets used are presented in chapter 8. These are the deleteome
data set from the Holstege laboratory which includes 1100 gene deletion mutants and 3000 genes, and the phenotype data sets from Brown et al. [14] and
Hillenmeyer et al. [18] which both include a collection of most viable gene deletion mutants profiled for a number of different treatments (drugs). In chapter
9 we present in detail the parameters from the two algorithms we selected in
the initial evaluation phase. These algorithms are the Samba and the Qubic.
In chapter 10 we present the Biclustering and data analysis software we used.
The next part includes all the results we gained from this project. The results
from the initial evaluation on the example data set are presented in chapter
11. In this chapter we demonstrate the biclusters that the algorithms were able
to identify, in which our decision was based in order to select them and test
their performance on the deleteome data set, which is described in chapter 12.
The chapter 13 includes some examples of biclusters using the best parameter
setting from the Qubic algorithm and the last chapter 14 presents two examples we used in order to test the performance of the Qubic algorithm on the
phenotype data sets.
The last part, Discussion and Conclusion, includes chapter 15 in which we
give a summary of the project and suggestions for future improvements.

16

Part II

Biclustering

17

6

What is Biclustering?

The idea of Biclustering was first introduced in 1972 by J.A. Hartigan, under
the name Direct Clustering. He presented a model and a technique for clustering cases and variables simultaneously on a voting dataset [17]. The principle
of Direct Clustering was to split the data matrix into submatrices and use the
variance to evaluate the quality of each bicluster.
The first time that the idea of biclustering was introduced to microarray gene
expression data was in 2000 by Cheng and Church, who developed the concept
of a bicluster as a subset of genes under a subset of conditions with high similarity [15].

Figure 6: Representation of a clustering and biclustering outcome. On the left,
the gene array matrix used to produce the clustering outcome on the right top
panel, and the biclusters on the right bottom panel. The red color indicates
upregulation and the green downregulation.
Figure 6 gives a good visualization and explains what the output of a clustering
and biclustering method is. Assuming we have the gene expression data matrix in figure 6 left panel. Using a clustering approach we can have a grouping
of the genes 1, 4 and 9 under all experimental conditions (figure 6 right top
panel). On the other hand applying a biclustering method we can be more
specific and get the same group of genes, grouped under only a subset of conditions (A,B,D,E,F,G,H ⊂ A,B,C,D,E,F,G,H (figure 6 right, bottom panel) and
B,E,F ⊂ A,B,C,D,E,F,G,H (figure 6 right, bottom panel). In fact the difference
18

between the first bicluster and the result from the clustering method is in one
condition (condition C), in which none of the genes is responding. In the first bicluster all three genes have coherent values being all up or down regulated, while
in the second picture we can see a very consistent bicluster, grouping a different
set of genes, which is affected negatively under the conditions B,E and F. Using
biclustering we can discover local patterns within a dataset which is very useful
in biology since it is known that there are genes that are co-expressed under specific conditions, but they behave almost independently under other conditions
[24] and furthermore it is also known that only subsets of genes are involved in
specific pathways. So it is clear that uncovering such local patterns that cannot be discovered through traditional clustering techniques can be of high value.
Given a matrix n × m with set of rows X = {x1 , ..., xn } and set of columns
Y = {y1 , ..., ym }, we define a bicluster as a submatrix k × s with set of rows
I = {i1 , i2 , ..., ik } (where I⊂ X and k ≤ n) and set of columns J = {j1 , j2 , ..., js }
(where J ⊂ Y and s ≤ m) and bij the expression value of gene i under condition
j. The homogeneity of each bicluster, depends on the biclustering method used.
Many algorithms have been implemented using different methods and scoring
schemes to discover them [24]. According to their homogeneity biclusters can
be divided in 4 categories.

Figure 7: Examples of different types of biclusters as they were described in [24].
(a) Constant bicluster, (b) constant rows, (c) constant columns, (d) coherent
values (addictive model), (e) coherent values (multiplicative model), (f) overall
coherent evolution, (g) coherent evolution on the rows, (h) coherent evolution
on the columns, (i) coherent evolution on the columns, and (j) coherent sign
changes on rows and columns.
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Figure 7 presents the different types of biclusters that can be found with the
biclustering algorithms and was presented in [24]. These are :
• Biclusters with constant values (a)
• Biclusters with constant values on rows or columns (b),(c)
• Biclusters with coherent values (d), (e)
• Biclusters with coherent evolutions (f),(g),(h),(i),(j)
The first three categories are dealing with the numeric values of the data matrix
while the last one includes mostly trends of up or down regulated genes under
a subset of conditions. More specifically, the first category contains biclusters
which have the same or similar numeric values in both directions (bi,j = µ,
figure 7a), while in the second category the same numeric values have to be
retained only in one dimension, either rows or columns (figures 7b and 7c). The
third category includes biclusters with coherent values across rows and columns.
Each row and column differs from each other in an additive (bi,j = µ + ai + bj ,
figure 7d) or multiplicative (bi,j = µ ∗ ai ∗ bj , 7e) factor [33].
As far as the biclusters with coherent evolutions concerned the numeric values are first mapped into labels which represent a specific pattern. We can
identify few different behaviors like biclusters in which gene values are following
a desired pattern in the whole submatrix (7f), or only in rows (7g) or columns
(7h). In addition this category includes genes that are positively or negatively
affected on a subset of conditions, taking into account only the sign and not the
exact numeric values as in picture 7j.
At this point we have to make it clear that there is not an ”ideal” algorithm
that brings the best results. There exist different types of algorithms dealing
with different types of biclusters, and the usage of them is related to the dataset
and the type of patterns we are looking for.
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7

Biclustering Algorithms

Different algorithms, use different types of scoring schemes or constraints for
bicluster detection. We decided to test the performance of several algorithms
in order to conclude which one/ones perform best in our example data set. The
algorithms were selected according to what extend they have been used or referenced and the performance of each one will be discussed later on, in chapter
10. Below we present a brief explanation of how each algorithm works.

7.1

CC

The CC algorithm [15] is a greedy algorithm that tries to find maximal biclusters
with a high similarity score. This score is called MRS (Mean Residue Score),
and a collection of rows and columns is called a bicluster if this score is below
a certain level δ that is defined by the user. The intention is to find biclusters
with low MRS which implies that the variance is small and all values are nearly
on the same level. For example a perfect score would be 0, which happens if
all elements have the same value. This algorithm is mainly seeking for constant
biclusters plus possibly for biclusters with coherent values in rows or columns
[24].
Let’s assume we have an array of expression data, where X is the set of genes
and Y the set of conditions and ai,j is the element of the matrix that represents the expression level of gene i under condition j. [15]. We define the mean
residue score of a bicluster (I,J) where I ⊂ X and J ⊂ Y are subsets of genes
and conditions respectively as:
H(I, J) =

1
|I||J|

X

(aij − aiJ − aIj + aIJ )2 ,

(1)

i∈I,j∈J

where
aiJ =

1 X
aij ,
|J|

(2)

1 X
aij
|I|

(3)

j∈J

is the row mean, and
aIj =

i∈I

is the column mean, and finally
aIJ =

1
|I||J|

X
i∈I,j∈J

aij =

1 X
1 X
aiJ =
aIj
|I|
|J|
i∈I

(4)

j∈J

is the mean in the submatrix.
The algorithm performs in two main stages. In the first stage it starts with
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the whole matrix for which it calculates initially the full score H. Then it calculates the score also for each row and column separately, in order to remove the
row or column with the highest score and checks if the constraint holds for H < δ.
The second phase of the algorithm is quite similar to the first one, but this time
it tries to add rows or columns that have the lowest score, still being consistent
to the main constraint that the bicluster’s score does not exceed the pre-specified
threshold δ. The algorithm terminates when there is not a possible move that
will increase the size of the bicluster without exceeding the threshold. In order
to identify more than one biclusters, the algorithm iterates several times, but
masking the identified biclusters with random values prohibiting this way the
identification of overlapping biclusters. Algorithm 1 gives the pseudocode of the
algorithm.
Algorithm 1 CC algorithm
1: initialize a bicluster (I,J) where I=X and J=Y
2: define δ ≥ 0
3: calculate H(I, J)
4:
5:
6:

DELETE ROWS/COLUMNS PHASE:
X
1
for every gene i compute ai,J = |J|
ai,j
for every condition j compute

j∈J
1
aI,j = |I|

X

ai,j

i∈I
1
|J|

7:

delete row i if :

8:

delete column j if :

9:

return (I 0 , J 0 )

X
(aij − aiJ − aIj + aIJ )2 > H(I, J) assign I 0 = I − i
j∈J
X
1
(aij −aiJ −aIj +aIJ )2
|I|
i∈I

> H(I, J) assign J 0 = J −j

ADD ROWS/COLUMNS PHASE:
X
1
ai,j
11: for every gene i compute ai,J = |J|
10:

12:

j∈J
1
|I|

for every condition j compute aI,j =

X

ai,j

i∈I
1
|J|

13:

add row i if :

14:

add column j if :

15:

return (I 0 , J 0 )

X
(aij − aiJ − aIj + aIJ )2 ≤ H(I, J) assign I 0 = I + i
j∈J
X
1
(aij
|I|
i∈I

− aiJ − aIj + aIJ )2 ≤ H(I, J) assign J 0 = J + j
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7.2

Bimax

The Bimax algorithm was implemented by Prelic et al. [29] as an effort of trying
to validate already existing algorithms. The whole idea was to implement a simple and efficient binary model and test its performance compared to other more
complicated models. The results were quite impressive since Bimax proved to
perform as well as the best performing algorithms of that study.
The only drawback of the algorithm is that it includes a pre-processing step
in which the data set has to be binarized. This way all values of the data matrix are converted to 1s and 0s according to a pre - specified threshold, and a
cell ai,j gets the value 1 if gene i responds in condition j. The optimal threshold
parameter depends clearly on the internal structure of each data set. The algorithm is looking for areas that include only 1s in order to define biclusters. By
default a cell aij which has the value of 1 can be by itself one bicluster but the
approach that the algorithm is following is to identify biclusters that are not
entirely contained in any other bicluster (inclusion maximal biclusters). The
algorithm follows a divide and conquer strategy. Briefly the algorithm works as
follows: first divides the space into 3 separate matrices, one of which contains
only 0 values and is excluded from the procedure, while the algorithm is then
applied in a recursive mode to identify all optimal biclusters.
Figures 8,9 and 10, illustrate the idea of Bimax by an example. These figures give an idea of how Bimax works while the pseudocode as it was presented
by [29] is given in figure 11.

Figure 8: Input matrix E for Bimax algorithm
The final goal is to divide the matrix into two sub - matrices U and V (figure
9), in which the algorithm is applied recursively (see procedure conquer figure
11) in order for them to get decomposed. These two matrices are allowed to
overlap with each other. To achieve this the columns are first divided into two
parts the CV and CU and afterwards a re - arrangement of the rows is taking
place. At the top you find the genes that respond only in the conditions that
are included in the CU part, in the middle the genes that respond in both parts
and at the bottom the ones that respond only in CV (this is performed at the
divide procedure, (figure 11).
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Figure 9: Formation of the U and V submatrices using the input matrix E.
Submatrices Cu , Gu and Gw form the U submatrix, while Cu , Cv , Gv and Gw
form the V submatrix.

Figure 10: Biclusters formed from input matrix E.

As we can see from figure 9 the combination of the GU , GV , GW , and CU ,
CV gives the matrices U and V that we are interested in. The algorithm ends
when one of the submatrices contains only 1s and so it forms one bicluster. The
algorithm has to re - start few times with different starting points in order to
get satisfying results [20].
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Figure 11: Bimax pseudocode as it was presented in [29].

7.3

Samba

The Samba Algorithm (Statistical Algorithmic Method for Bicluster Analysis)
[35] is a method that combines both graph techniques and statistical modeling
to identify statistically significant biclusters.
The whole procedure of identifying statistically significant biclusters runs in
three separate phases. In the first phase the data set is represented as a bipartite graph, where the vertices correspond to genes and deletions. The problem
of identifying biclusters is now transformed into trying to find heavy sub-graphs
in this graph representation [35]. Given as input a gene expression data set, we
define the bipartite graph G = (U, V, E), where U represent the set of conditions,
V the set of genes, and (u, v) ∈ E if a gene v responds in condition u. The subset of genes V 0 that responds to the subset of conditions U 0 corresponds to the
subgraph H = (U 0 , V 0 , E 0 ) and represents a bicluster. In the first phase weights
are assigned to the gene/deletion pairs according to two weighting methods.
The simple model assumes that edges occur independently and equiprobably
with probability p, and the refined model which assumes that the occurrence of
each edge (u, v) is an independent Bernoulli variable with parameter pu,v . The
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probability pu,v is the fraction of bipartite graphs with degree sequence identical
to G that contain the edge (u, v) [35].
In the second phase the algorithm tries to identify the heaviest bicliques by
applying a hashing technique (figure 12). In order to save time and space an
upper bound on the genes degree (number of edges) is enforced and only the
ones that do not exceed a threshold d are considered. This technique for each
vertex u ∈ V scans all subsets of its neighbors identifying heavy bicliques [36].

Figure 12: An algorithm for the maximum bounded biclique problem
The third phase of the algorithm tries to make local improvements by adding
or deleting vertices until no further improvement is possible. At this phase a
post-processing technique is also applied to filter the overlapping biclusters according to a pre-specified value, not allowing two biclusters to overlap more than
L. The overlap between two biclusters is defined as the number of conditions,
times the number of genes they have in common.

7.4

Qubic

The Qubic algorithm (QUalitative BIClustering algorithm) is a new biclustering algorithm published in 2009, which approaches the biclustering problem in
a qualitative manner [22]. It uses statistical models and guarantees that it is
able to find all statistically significant biclusters including those that contain
scaling patterns which are usually hard to detect. A scaling pattern consists of
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genes that have the same behavior with regard to the regulation, but not with
the same energy [6].
The basic characteristic of Qubic is that it transforms the initial gene expression
data matrix into a new matrix representation, the so called representing matrix.
In this matrix the expression value of each gene under a specific condition is
represented by an integer. This works as follows.
The matrix is filled with integers that have positive and negative values for
the affected genes, and 0 for the unaffected genes. Each row is sorted in an
increasing order according to a formula whose parameters are mainly chosen by
the user. Once the rows are sorted the values that belong to a specific interval
are identified and marked as unchanged. A similar approach is followed for the
identification of up and down regulated conditions. If they are below a specific
value they are marked as down regulated and if they are above a specific value
as upregulated. The sign minus and plus is then assigned respectively to these
values in order to distinguish the ones that go down from the ones that go up.
The conditions that have a similar value are grouped together according to a
pre-specified parameter called rank, which declares the number of conditions
that have a similar value under the same gene, and therefore belong to the same
rank. The rank (r) parameter has a default value of 1, but can be changed by
the user with a maximum value of half the number of conditions.
Once the gene expression matrix is transformed into this representing matrix,
then the algorithm constructs a weighted graph G in order to identify heavy
subgraphs which are going to represent the biclusters. The genes are represented by the vertex set V and the set of edges E is connecting pairs of genes.
In every pair of genes e = (gi , gj ) is assigned a weight (w(e)) which denotes
the similarity between these two genes. The similarity between two genes is the
number of conditions where these two genes have the same value, other than
zero.
Algorithm 2 presents the pseudocode of the Qubic algorithm. Initially the algorithm builds a bicluster based on an initial seed, and then it expands it in
both dimensions forcing it to keep the total consistency level at a predetermined
value. The bicluster is returned when no further expansion is feasible and then
the algorithm iterates again with the new set of gene seeds. A edge represents
a seed if and only if:
1. gi or gj do not belong in previously identified bicluster
2. gi and gj are in different biclusters. gi ∈ B1 , B1 = (I1 , J1 ), gj ∈ B2 , B2 =
(I2 , J2 ) with I1 ∩ I2 = ∅ and J1 ∩ J2 = ∅
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Algorithm 2 Qubic algorithm
Require: set of seeds S
Ensure: c is hold
1: for k in S do
2:
if ek = gi gj is a seed then
3:
assign B = (I, J), where I the seed genes, J the set of conditions, that
these genes have identical values
4:
expand bicluster
5:
if min|I 0 |, |J 0 | ≥ min|I|, |J| then
6:
set B to B’
7:
repeat expand
8:
else if consistency(B) = c then
9:
return B
10:
remove e
11:
else
expand B allowing less than total consistency
12:
end if
13:
expand including opposite values
14:
else
15:
remove e from the list, get next seed
16:
end if
17: end for

7.5

RAP

The RAP (RAnge support Pattern) framework is an interesting approach designed by Gaurav Pandey et al. using data mining techniques [27]. More specifically the algorithm is using the Apriori algorithm, a pattern mining algorithm
used broadly in order to identify frequent itemsets within a data set. This framework extends the apriori algorithm with a measure called Range Support, which
makes it possible to include also negative values within a transaction. Up until
now association analysis was applied in only positive, real-valued data, and was
not suitable for data sets such as microarray data which include both positive
and negative values. The framework is aimed to search exhaustively within a
data set and find all possible patterns within a specific range, allowing overlap
between the biclusters. The algorithm is searching for constant row biclusters,
but the same technique can also be applied for constant column biclusters, if
the initial data set is transposed.
The coherence of the bicluster is ensured via the RangeSupport measure which
ensures that the items within a transaction all have the same sign, either positive or negative, and are within a pre-specified range. The RangeSupport of
a real valued itemset
PI = {i1 , i2 , ...ik } within a data matrix D is defined as
RangeSupport(I) = t∈T RS(t, I) where RS(t, I) is defined as
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|Vt,i | if [∀i ∈ I, Vt,i > 0 or ∀i ∈ I, Vt,i < 0]

 min
i∈I
& [(max Vt,i − min Vt,i ≤ α(min |Vt,i |)]
(5)
RS(t,I)=
i∈I
i∈I
i∈I


0 otherwise
,where Vt,i the value of item i, in transaction t. Equation 5 defines that the
range support of an itemset is equal to the minimum value of the items within
that itemset if all values are of the same sign (either all positive or all negative)
and within a specific range (the difference between the maximum and the minimum value has to be α times the minimum value of that itemset) or 0 otherwise.
Starting from single genes and adopting a bottom up approach RAP is trying
to identify patterns exhaustively that satisfy the pre-specified thresholds.

7.6

xMotifs

The algorithm xMotifs implemented by Murali and Kasif, is producing big biclusters, the so called motifs, which include genes whose expression is simultaneously conserved across a subset of sample [34].
The assigned genes in a bicluster have to have the same ”state” across all the
samples in that specific bicluster. For each gene, the expression levels are discretized into a number of statistically significant intervals. These intervals are
called states.
Once the data matrix is discretized, the algorithm chooses an initial set of
columns at random that acts as a seed (ns ). For each column in the seed, it
chooses again at random another set of columns (discriminating set nd ). If a
gene is conserved in the seed column and the random ones, it is included in the
bicluster. The pseudocode of the algorithm is presented in algorithm 3.
Algorithm 3 xMotifs algorithm
1: for i=1 to n do
2:
choose random set ns of seed columns
3:
for j in ns do
4:
choose random set nd of size sd
5:
collect all rows with equal state in the seed column and the random set
nd
6:
if the set of columns > α × n then
7:
return bicluster
8:
else
discard bicluster
9:
end if
10:
end for
11: end for

29

7.7

OPSM

The OPSM (Order Preserving Submatrices) algorithm [11] is a probabilistic
model that tends to find large biclusters. The common characteristic between
genes within an OPSM bicluster is that they vary the same way, having the
same linear ordering across the selected experimental conditions.
Given a n × m data matrix D, where the rows correspond to genes and columns
to conditions, the algorithm is trying to find a submatrix G × T, where G ⊂
{1, ..., n} and T ⊂ {1, ..., m} in which the genes have a significant tendency to
be similarly ordered. The probabilistic model of the expression data consists of
the parameters n,m,s and p, where s is the number of elements in T and p is
the probability that any given row belongs to T.
A submatrix is order-preserving if there is a permutation on the columns for
which the sequence of values in each row is strictly increasing [24]. This way the
algorithm takes into account only the relative ordering of the expression values
for each gene and not the exact values which makes the results independent of
the scaling of the data. There exists an inverse relation between the rows and
the columns for the order preserving bicluster. The number of rows decreases
when the number of columns increases [11].
The complete model consists of the pair (J, π), where J is a set of columns
and π is a linear permutation of the columns in J. A row can belong to the
bicluster if the set s of its values is monotonically increasing according to the
permutation π.
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7.8

Comparison between the algorithms

Most of the algorithms follow a greedy approach to identify biclusters, starting
with a locally optimal choice in order to eventually end in a globally good
solution, while some others use exhaustive enumeration and only Bimax follows
a divide and conquer approach. CC, xMotifs and Qubic proved to be tolerant to
noisy data but OPSM and Samba seem to have a bad performance in datasets
that include noise. Most of the algorithms are able to find either constant
biclusters or biclusters with coherent values, but OPSM is the only one that
is looking for biclusters that have coherent evolutions. Table 1 gives a small
comparison between the algorithms we used. For every algorithm we present
the type of biclusters that is mainly identifying, the biclustering approach, their
behavior in data sets where noise is present and finally if they include any preprocessing steps or not.

Algorithm
CC
OPSM
xMotifs
Bimax
Qubic
Samba
RAP

Table 1: Biclustering algorithms
Type
Noise
greedy
tolerant
greedy
sensitive
greedy
tolerant
divide and conquer
relatively tolerant
greedy
tolerant
exhaustive enumeration
sensitive
exhaustive search
?
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bicluster type
constant(row & column)
coherent evolutions
coherent values and evolutions
constant
constant and coherent values
coherent values and constant
constant row or column

Preprocess
no
no
dicretization
binarization
no
discretization
no

Part III

Materials and Methods
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8
8.1

Datasets
Deleteome

The Holstege laboratory gene expression database is a gene expression compendium of targeted deletions. It currently consists of 1100 gene deletion mutants and 3000 genes. The collection of the gene expression profiles of the targeted deletions are mostly involved directly or indirectly in transcription regulation and involve processes such as signaling, glucose sensing and ubiquitination.
The analysis of this data set can be useful for determining pathway architecture
and discovering new pathways, discovering gene structures and functions and
determining functional consequences of modifications [19].

8.2

Phenotype data sets

The Brown et al. [14] phenotype data set includes phenotypical growth assays
of all viable gene deletions for 51 diverse stresses. Each phenotypical growth
assay provides a quantitative distribution of the sensitivity or resistance for each
individual gene against a particular condition or drugtreatment.
Hillenmeyer’s [18] phenotype data set is also testing the growth response of all
viable gene deletions for approximately 600 chemical and environmental stress
conditions. In this experiment 97% of the gene deletions had a measurable
growth phenotype in at least one of the conditions.

9

Biclustering algorithms

For this project we made a preselection of 6 algorithms (CC, Bimax, xMotifs,
Samba, Qubic, OPSM) to test their performance initially on an example data
set. Since for all of them we used the default parameter values in this section
only the ones we used for further evaluation are going to be discussed which
were Samba and Qubic. Details about the decision made in order to choose
these two algorithms are presented in chapter 10.

We tested the performance of Samba and Qubic on the deleteome data set
using all doable parameter combinations for each algorithm. We were able to
vary Qubic’s all six parameters, but in steps that we defined after an initial
exploration stage. At this stage we limited the steps that we varied each parameters, since investigating all possible combinations would expand the search
space exponentially and therefore make it infeasible. Samba has only few parameters and the fact that we could vary them by using the Expander software
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only, made it more difficult to investigate deeply each one of them since we had
to change them manually.

9.1

Qubic parameters

A brief explanation of all Qubic parameters follows :
rank (r): The ranking parameter stands for the levels of up and down regulated
conditions. For each gene i, multiple conditions with similar expression values
are assigned to the same rank. The ranking parameter affects the granularity
of the data. Higher values can identify more different patterns up to r!. Acceptable values fluctuate from 1 to half the number of the conditions. The rank
parameter can be used only for continuous data.
filter (f ): Post processing parameter that specifies the overlap between two
biclusters. Two biclusters are not allowed to overlap more than “f”. Can take
values between [0,1], 0 for not permitting overlap and 1 for complete overlap
between biclusters.
consistency (c): The c parameter controls the consistency level of each bicluster, which is defined as the minimum ratio between the number of identical
nonzero integers in a column and the total number of rows in the submatrix.
Available values belong to the interval (0.5,1].
quantile (q): This parameter defines the quantile discretization of the data.
Together with the rank parameter affects the granularity of the data. Can only
be used for continuous data.
width (k): Minimum number of columns to include in each bicluster. The
lowest acceptable value is 2.
output (o): Post processing parameter of the reported biclusters. The “o”
most significant biclusters will be returned.
Next, we give a brief overview of the values we used for each parameter to
run Qubic and evaluate the results to come up with the optimum parameter
setting. During this project we first performed some pilot runs that helped us
define which are the most sensitive intervals for each parameter. This in turn
helped us to choose specific values for each parameter so the search space would
not be so big.
For the rank parameter we used the values : 1, 3, 6 and 9. Starting with
rank = 1, we get big biclusters not following one pattern, for which we could
not get much information about the biclusters. As rank is getting higher values
we were able to get more fine grained biclusters. For the filter parameter we
used as representatives the values 0, 0.25, 0.5, 0.75. The reason why we did
not use also the value 1 is that we are not interested in completely overlapping
biclusters. The consistency levels we used were 0.6, 0.8 and 1, and the quantile
values were 0.01, 0.05, 0.1 and 0.3. Because we are interested in discovering local
patterns within our data set, we decided to use only small values for quantile, as
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the authors of the algorithm suggest in [22]. We decided to keep the width and
the output parameters constant to 5 and 100 respectively. Since width defines
the minimum number of conditions to include in a bicluster, there was no point
on investigating higher values. For the output parameter, considering that this
a postprocessing parameter that defines the maximum number of wanted biclusters, we decided that getting the 100 most significant biclusters is adequate.

9.2

Samba parameters

The parameters for Samba can be set via the Expander software through a dialog box. A brief explanation of all Samba’s parameters follows as they were
described in the official Expander website [1]:
options file type: There are 6 option file types that the user can select. The
role they play for the biclustering is not mentioned in literature, so we will just
present the advantages and disadvantages of using each option:
Table 2: option file name
(* can handle normalization problems and non gene-expression data)
option name fast performace less memory required flexible Robust*
valsp 1
+
+
valsp 2
0
0
0
valsp 3
+
valsp 1ap
+
+
+
valsp 2ap
0
0
0
+
valsp 3ap
+
+

Try covering all probes : This checkbox when is checked forces the algorithm to include each gene/condition in at least one bicluster.
Overlap prior factor : Controls the overlap between two biclusters. Can take
values between 0 and 1, 0 for non overlapping biclusters and 1 for allowing overlap.
Number of responding genes to hash : Can take values between 1 and
the number of genes in the dataset. Default value is set to 100 (recommended
unless data set size < 100). Has impact on the hashing stage in the algorithm.
Maximum hash size (in MB) : Described the maximum memory size that
can be used for the hashing part of the algorithm (the whole algorithm will take
up about twice this size of memory).
Maximum hash size : This parameter determines the number of condition
kernel options that are tested and scored in the hashing stage. It can take values
from 1 to 7. The default value is 4. In datasets with many conditions raising
this number will significantly increase the algorithm run time (may also produce
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better results).
Minimum hash size : This parameter determines the minimal size of condition kernel in the hashing stage. It can take values from 1 to 7 and must be ≤
Maximum hash size. The default value is 4.
As far as the parameters of Samba are concerned, varied the ”options file type”
parameter. Another parameter we varied was the permitted overlap between
two different biclusters, using the values 0.1, 0.4, 0.7. We also varied the number
of responding genes to hash from 100 to 400, with steps of 100. As mentioned
before due to the fact that we had to change manually all parameters of Samba
we decided not to investigate the rest of the parameters, since they were dealing
with the memory usage and the algorithm run time and were not affecting the
procedure of the bicluster identification.

10
10.1

Biclustering and data analysis software
Biclustering Software

For this project we used two biclustering software packages, the Bicat toolbox
[9] and Expander [1]. Both packages are freely available and have been implemented in java. Expander includes a variety of possibilities for gene expression
analysis, but we focused mostly on using the biclustering algorithm Samba. Besides this biclustering algorithm the analysis techniques it offers are:
• Data preprocessing and normalization
• Identification of differential genes
• Clustering and biclustering;
• Down-stream enrichment analyses of:
GO functional categories
TF binding sites in promoter regions
MicroRNA sites in 3’-UTRs and
Chromosomal locations
• Network-based analysis of the expression data
The Bicat toolbox runs on all platforms, and it includes 6 biclustering algorithms
all in one graphical tool, giving the opportunity to test and evaluate them at
the same time under the same conditions. Apart from biclustering techniques it
gives the ability to use clustering, pre and post process the data, and heatmap
visualization. The biclustering algorithms that we used within the Bicat toolbox
were: Bimax and OPSM, while the whole toolbox contains also xMotifs, CC and
ISA algorithms.
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10.2

R

R [4] is free software and a programming language used for the analysis of the
data, which is part of the GNU license. It includes many techniques for statistical analysis and graphical representation, but it is also possible to implement
new ones. Within R there exist default packages, but it is also possible to install
packages that are freely distributed on the CRAN family of Internet sites. R
runs on Windows, MacOS and most Unix like platforms.
The algorithms we used within R for biclustering are included in the package “biclust”. The whole package contains a selection of biclustering algorithms
which are: Bimax, Plaid model, Questmotif, Spectral ,CC and xMotifs. From
these we only used xMotifs and CC, and initially Bimax in order to check if it
produces the same results as the Bicat implementation of Bimax.
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11

Evaluation of Biclustering Algorithms on Expected Results

In this section we present the initial results from the evaluation of a group of
biclustering algorithms on the example data set explained in chapter 3. Their
performance was tested on their ability to discover at least three biclusters we
already knew that exist in this data set (figure 4). In these biclusters the genes
are strongly correlated with the gene deletion mutants. These are the peroxisome associated deletions with the lysine biosynthesis genes, the mating gene
deletion mutants with the mating genes, and the osmotic stress deletion mutants with the stress responsive genes and the mating as well. The algorithms
were tested using their default settings. Some performed well and were able to
identify at least these three biclusters but some others did not so well, due to
the fact that either they were optimized to identify different bicluster structures
than the ones we were interested in, or they are not tolerant to data sets were
a lot of variation exists.
Below we present the performance of each algorithm by means of the biclusters they were able to discover. Bimax was the one who performed best since
it was able to group genes together with deletions that are known to either
participate in the same pathway, or upon deleting specific genes the expression
level of groups of genes is affected in a negative or positive way.
From figure 13a we can see the gene deletion mutants ste11δ, ste7∆ and
ste20∆ which are all part of the mating pathway grouped together with genes
of this pathway being more downstream. Figure 13b is also interesting since it
demonstrates that the gene deletion mutants that are part of the osmosensing
pathway are affecting positively the genes that are part of the mating response
and negatively the genes that are part of the glucose pathway. In Figure 13c
we see a grouping between peroxisome related deletion mutants and genes part
of the lysine biosynthesis, proving that bimax was again able to identify a well
known example from the literature in which under peroxisome deficiency the
lysine biosynthesis genes respond positively [31].
Qubic also performed very well since it also was able to identify the expected
biclusters. The results look consistent just like the ones mentioned before from
Bimax. Qubic in contrast with Bimax, consists of 7 parameters with many possible values for each one. This makes the algorithm more flexible and gave us
the expectation that by using other parameter settings would be able to perform
even better.
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(a)
mating
pathway

(b) osmosensing pathway

(c)
peroxisome

Figure 13: Representation of Bimax biclusters. The columns represent the gene
deletion mutants and the rows the genes participating in each bicluster. Yellow
indicates upregulation; blue indicates downregulation. (a) Bicluster grouping
gene deletion mutants and genes part of the mating pathway. (b) Gene deletion
mutants part of the osmosensing pathway, genes part of the mating response
and glucose pathway. (c) Gene deletion mutants part of the peroxisome and
genes part of the lysine biosynthesis.

The first bicluster figure 14a shows that the expression level of genes part of
the mating pathway is affected in an opposite manner when components of the
mating pathway are deleted than when components of the osmosensing pathway are deleted. The second one, figure 14b, points out that genes part of the
cell wall integrity and glucose pathways are expressed negatively in response
to gene knock outs part of the osmosensing pathway. The last bicluster from
Qubic, figure 14c groups the peroxisome deletion mutants together with the lysine biosynthesis genes, which are known to be affected positively [31].
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(a)
mating
pathway

(b)
osmosensing
pathway

(c) peroxisome

Figure 14: Representation of Qubic biclusters as was described for figure 13.
(a)Genes part of the mating pathways, and gene deletion mutants part of the
mating (ste11, ste7, ste20) and osmosensing pathway(pbs2+ptk2), (b) Genes
part of the glucose and cell wall integrity pathway, gene deletion mutants part
of the osmosensing pathway, (c) Genes part of the lysine biosynthesis and gene
deletion mutants part of the peroxisome.

The next algorithm performing decently was Samba who grouped the lysine biosynthesis genes with the peroxisome deletion mutants successfully (figure 15a), although it also included an extra double gene deletion mutant the
pbs2+ptk2 which does not affect the expression values of the lysine biosynthesis
genes as we can see from the figure. The next bicluster (figure 15b) is also a
nice example of Samba’s performance grouping together the genes part of the
mating pathway that change their expression in response to deletion of members
of either the mating pathway or osmosensing pathway.
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(a)
peroxisome

(b) osmosensing - mating
pathways

Figure 15: Representation of Samba biclusters. (a) Genes part of the lysine
biosynthesis and gene deletion mutants part of the peroxisome, (b) Genes part
of the mating pathway and gene deletion mutants part of the mating and the
osmosensing pathway.

Among the algorithms not performing so well in our example data set was
CC and xMotifs since they grouped deletion mutants with genes that are not
following a specific pattern. This is quite obvious from figure 16 and figure 17,
since we can’t really observe a consistent behavior within each bicluster. This
idea was furthermore confirmed from the GO enrichment analysis which proved
that no significant enrichments were found in all four of them.
The last algorithm we used to test its performance was OPSM. Figure 18
presents an example of a bicluster from the OPSM algorithm which brings
genes together that have a trend of going up and down among a set of conditions which can be interesting in the future for discovering genes with such
a behavior. In the example in figure 18, genes are grouped together as long as
they behave according to a specific pattern which is to be affected negatively in
the mating deletions, showing no change in the peroxisome associated deletions
and affected positively upon deleting deletions involved in the osmotic stress
pathway.
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(a) Example 1

(b) Example 2

Figure 16: Examples of CC biclusters showing the poor performance of the
algorithm.

(a) Example 1

(b) Example 2

Figure 17: Representation of biclusters discovered by the xMotifs algorithm.
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Figure 18: Representative example of an OPSM bicluster showing the gradual
change in expression of the genes which are mostly involved in the mating pathway, and are affected negatively in gene deletion mutants part of the mating
pathway and positively in deletion of genes part of the osmosensing pathway,
while their expression is unchanged when genes are deleted that are part of the
peroxisome.

11.1

Conclusion

The first step of evaluating biclustering algorithms in the small data set resulted
in choosing Qubic, Samba and Bimax. The next step in our project was to use
these algorithms in order to test their performance in the deleteome data set.
At this part of the project the challenge was to optimize the algorithms and use
the parameter setting that would bring us the best results.
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12
12.1

Application of Biclustering to the deleteome
data set
Approach

Bimax, Samba and Qubic were the algorithms that passed the first evaluation
and were chosen to be applied on the deleteome data set. Unfortunately we
had to leave Bimax out of the procedure because it needed a lot of memory to
run (2 GB were not enough) and due to the fact that its implementation was
compiled for 32 bits machines, it was not possible to allocate more than 2 GB.
The next step in our approach was to further evaluate this group of algorithms on
the deleteome data set. Our evaluation would not be based only on the default
parameter values, but on every possible parameter setting for each algorithm.
For this reason we set up a framework, in which we run each algorithm for all
possible parameter settings, transform each output into a standard format, and
then use validation functions to evaluate the results and choose the best setting.
The next step in this optimization workflow, is to use this optimum parameter setting and check how each parameter separately can influence the output.
For this reason we run the algorithm varying one parameter at a time, using
small steps, while keeping the rest of the parameters in their optimal values.

12.2

Validation

Our validation procedure consists of two phases, the internal and external
validation which aims to shed some light on which biclusters can be considered
interesting and which not. The internal validation refers to the inner structure of
the biclusters and tries to optimize the algorithms according to specific criteria,
without using apriori biological knowledge. The external validation measures
the similarity between apriori biological knowledge and the biclustering results
[33]. The internal validation might not be as precise as the external validation,
but can give an overview of the quality of the biclusters [33]. On the other hand
using only external validation might lead us to wrong conclusions since external
validation measures can be biased towards specific biological processes and are
still incomplete. Therefore we included both internal and external validation
measures in our approach. The parameter values are optimized according to
the internal validation criteria and subsequently the external validation is used
in order to check if the results have any biological meaning. For the external
validation we used the GO [2], [25] and GO - slim [3] ontologies.
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12.2.1

Internal Validation

Initially for the internal validation we used three criteria to validate each biclustering algorithm.These measures are:

a)Separation. The separation between two biclusters is defined as: Separation = 1 - jaccard distance between them.
The jaccard index is a distance measure which compares the similarity between
two sets A and B, by dividing the intersection by the union between the two
sets.
|A ∩ B|
(6)
J(A, B) =
|A ∪ B|
The separation reflects how well the biclusters are separated from each other
(figure 19), or in other words how much overlap exists between them. Some
algorithms tend to select many biclusters that have a significant overlap, and
the purpose was to vary the parameter settings in order to get as many distinct
biclusters as possible.
The separation was calculated for both dimensions, and combined later on in
order to get an overall separation value for each run. Is essential to know both
the overlap between genes and deletions since some algorithms might influence
one dimension more than the other.

Figure 19: Separation. Schematic representation of the overlap between two
biclusters. The light gray areas represent the biclusters, and the dark gray area
shows the overlap between them.
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b)Coverage. Another measure used to validate our results is the coverage.
With this measure we check the percentage of genes and conditions that participate in at least one bicluster (figure 20). The higher the number the more
genes/deletions are covered within a single run of the algorithm.

Figure 20: Coverage. Schematic representation of the coverage for a single run
of an algorithm. The genes are represented by the rows and the gene deletion
mutants by the columns. This figure shows that every gene and every gene
deletion mutant is participating in at least one bicluster.

c)Significance. The last measure used is dealing with the statistical significance of the biclusters. The purpose is to determine how likely it is to find a
bicluster with a given quality by chance. For this reason, we test each individual
bicluster from an algorithm’s run against 1000 random ones, which have exactly
the same dimensions as our discovered bicluster.
For each dimension of a bicluster we calculate a score (mean divided by the standard deviation), which defines the homogeneity of every bicluster. This score is
then tested against 1000 scores obtained from the random biclusters again for
each dimension. For this test we used the pnorm function that is implemented
in R [4], and takes as parameters the consistency score of our bicluster, tested
against the mean value and the standard deviation of the 1000 scores from the
random biclusters. This function returns a value that shows how likely it is for
our value to come from the random distribution. The higher the score (since
pnorm reports 1 - pvalue) the more significant is our bicluster. The initial approach was to calculate only one score for every submatrix without taking into
account the significance of genes and deletions separately, but it proved not to
be the right approach.
The results from these three measures were combined using the harmonic mean(figure
21 ) in order to obtain a single score which would define which parameter setting
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is the best for each algorithm. More specifically the gene and deletion separation were combined in order to get a single score for the separation of each run,
and the same we did for the significance and coverage. The harmonic mean is
defined as follows:
H(x1 , x2 , ..., xN ) =

1
x1

+

1
x2

N
+ ... +

1
xN

(7)

The reason why we chose the harmonic mean instead of the arithmetic mean
is because we are dealing with different types of scores. The harmonic mean is
not so sensitive to outliers and does not punish low values like the arithmetic
mean, making sure that low values do not differ that much from the final score.
Initially in the preliminary results in order to select the best parameter settings
for each algorithm, all the individual runs were plotted in 3D and the harmonic
mean was used in order to get the optimum parameter values.

Figure 21: Schematic representation in three dimensional space of the combination of the three validation measures into a single score, using the harmonic
mean.
After validating using all the three validation measures that we defined initially, we came across two observations. First one was that optimizing using
coverage can negatively affect the results due to the fact that some parameters
are heavily influenced by the coverage parameter, leading to suboptimal separation and significance. So in later stages of the project coverage was decided
not to be included as one of the validation measures. In the next chapter we
give examples of biclusters we got by either including or excluding coverage in
the validation measures. Second observation was that it is necessary to have
two different scores for the significance, so the parameters will get optimized in
48

getting significant biclusters in both dimensions. The final score was now defined by calculating the harmonic mean between genes and conditions for each
one of the two measures (separation and significance) and then the mean values
for separation and significance were combined using again the harmonic mean
in order to obtain the final score.

12.2.2

External Validation

Every algorithm run generates biclusters grouping sets of genes with sets of
conditions that follow a specific pattern. They can be either random or their
grouping can be related to specific biological mechanisms. The external validation of our biclustering algorithms is trying to interpret the results in order
to obtain an overview of the biological significance of each one of them. Our
approach focuses on an enrichment analysis using the Gene Ontology (GO) annotation [25],[2].

Enrichment analysis. With the enrichment analysis we tried to see if the set
of genes that belong to each bicluster is significantly enriched for a particular
function. We hypothesized that genes that belong to the same bicluster and are
strongly co-expressed with each other, perform in the same or similar process
in an organism. Using the Gene Ontology (GO) we tried to define which GO
Terms are significantly enriched within our sets of genes compared to a random
selection from the GO terms of the whole gene population.

12.3

Results using the internal validation criteria

In this section we discuss the results we got from Qubic using the internal
validation criteria. As explained before further analysis of the Samba algorithm
is omitted due to the limited number of different parameter settings. Figure
22a compares the difference between the optimum parameter setting by either
including or excluding coverage in the optimization criteria. The 3D figure plots
separation versus significance versus coverage. The yellow dot is the optimum
parameter setting using all three validation measures, and the red dot is the
set gained by excluding coverage. Both sets are significant and well separated
but by excluding coverage we can have a slight improvement on the other two
measures as we can see from the picture.
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(a) Best parameter setting using coverage vs separation vs
significance

(b) Best parameter setting using separation vs
significance

Figure 22: Qubic parameter optimization. (a) Comparison between the optimum parameter setting including (yellow dot) or excluding coverage (red dot)
from the validation procedure, (b) all the different Qubic runs, plotted against
the two validation measures (separation, significance). The dot in red indicates
the optimal parameter setting.
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Figure 22b plots all the different runs, in a 2 dimensional figure using only
separation and significance. All results have a high significance value, but there
is a big variation in the separation among the different runs. Indeed the parameter set we selected (the red dot) is the optimum one having values 0.98 for
significance and 0.97 for separation compared to 0.84 for separation and 0.92
for significance including coverage.

(a) Average bicluster size versus separation

(b) Average bicluster size versus coverage

(c) Average bicluster size versus significance

Figure 23: Representation of the average bicluster size affect on the validation
measures.

Furthermore what was also affected negatively by optimizing on coverage is the
average bicluster size, which drops dramatically from 121 to 10 when we exclude

51

coverage, resulting in small consistent biclusters. Figure 23 gives an overview
of the relation between the average bicluster size and the validation measures.
Separation and coverage are affected the most as we can see from figures 23a
and 23b respectively. Separation is higher for smaller biclusters, but coverage
obviously increases as the average bicluster size is getting higher and significance
is not really affected by the bicluster size, small and big biclusters can both be
significant.
The following pictures give an overview of what the effect is in the validation measures if we vary each parameter separately. In Figure 24 we vary two
parameters: rank and filter. The rank parameter as we mentioned before refers
to the number of conditions that have the same value under the same gene, and
filter affects the overlap between the biclusters not letting two biclusters overlap
more than this value. We varied rank from 1 - 10 with steps of 1. The plot
in figure 24a shows that significance stays almost constant in high values (≈
1) for all different rank values. A small variation exists for separation which is
improving as rank is getting higher values and the same goes for coverage which
is slightly improving as well. A big variation exists for the average row and column size, which seem to be affected a lot. Starting from around 71 genes and
25 conditions on average for every bicluster with rank = 1, we end up having
smaller biclusters as we approach the value of 10, with approximately 21 genes
and 6 conditions on average.

(a) rank 1-10 vs Separation-SignificanceCoverage-row size-columns size

(b) filter 0-1 vs Separation-SignificanceCoverage-row size-columns size

Figure 24: Qubic parameter optimization. Testing the influence of each parameter separately on the validation measures and the average bicluster size. (a)
Varying rank parameter from 1 to 10 with steps of 1, (b) varying parameter
filter from 0 to 1 with steps of 1.
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The filter parameter (figure 24b) does not affect the validation measures so
much since there is a very small variation on significance and separation and a
bit bigger on coverage for low filter values, all dropping as filter gets higher values. The average bicluster size though is affected positively, as we would expect
for high filter values, since we are allowing biclusters to overlap with each other
which has as a consequence to end up with bigger biclusters.
Coverage, significance and separation are not really affected by changing the

(a) quantile
0.01-0.5
vs
Significance-Coverage-row
size

Separationsize-columns

(b) output
50-400
vs
Significance-Coverage-row
size.png

Separationsize-columns

Figure 25: Qubic parameter optimization as explained in figure 24. (a) Varying
the quantile parameter from 0.01 to 0.5 with steps of 0.05, (b) varying the
output parameter from 50 - 400 with steps of 50.
quantile parameter, which is related to the discretization of the data and affects
the granularity of the biclusters in combination with the rank parameter [22]. As
we can see from figure 25a this parameter affects the size of the biclusters, and
especially the number of the genes included in each bicluster which is varying
in a non consistent way across the different values. The number of the output
biclusters, figure 25b, does not affect the results significantly, only the coverage
of the gene deletion mutants and genes is slightly increased which obviously
can get higher as we get more biclusters. The average row size is dropping as
long as we allow more biclusters in the output. This can be explained due to
the fact that the output parameter is a post-processing filter which forces the
algorithm to give us the most significant results. In combination with a rank
value of 9 and a filter value of 0, we can have many small non-overlapping biclusters but initially the algorithm has the tendency to give big biclusters, and
then smaller ones. So it is more likely that by forcing the output to give us the
first 50 biclusters their average size is to be bigger than when we ask for the 400
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ones. This can be explained because bigger biclusters can be more significant
since it is not so likely to get by chance a big bicluster with the same consistency.
The k parameter, (the minimum number of conditions that must be included in
a bicluster) in figure 26a has an affect on the size of the biclusters as we move
from lower to higher values and especially to the average number of columns,
since we are forcing the biclusters to include at least k conditions. For higher
values we can have a negative effect on significance and separation (dropping to
0.7 for both). Because we force the biclusters to include more conditions this
results in getting more overlapping biclusters with less significance. The consistency of a bicluster, figure 26b, can affect the coverage of the genes/deletions
and also the average bicluster size, since the smaller the size of a bicluster the
more consistent it is likely to be.

(a) width 5-55 vs Separation-SignificanceCoverage-row size-columns size

(b) consistency 0.51-1
Significance-Coverage-row
size

vs

Separationsize-columns

Figure 26: Qubic parameter optimization. (a) Varying width from 5 to 55, with
steps of 5, (b) varying consistency from 0.51 to 1 with steps of 0.05.

These were the results from which we defined the optimum parameter setting
for Qubic, while we also gave an overview of the effect that the parameters
can have on the validation measures and the average bicluster row and column
size. The optimum parameter values for Qubic were: rank = 9, consistency =
0.8, filter = 0, quantile = 0.01, output = 100, width = 5. The total number
of the output biclusters was 40, compared to 525 biclusters from Samba. The
optimum parameter values for Samba were: options file type = valsp 3ap and
filter = 0.4. Further analysis of Samba is omitted due to the limited number of
different runs we performed through the Expander software.
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12.4

Results using the external validation criteria

The Gene Ontology (GO) annotates genes with the processes they are participating in by using a structured vocabulary. We run the batch analysis on each
group of genes that comes from a single bicluster run, using the best parameter setting obtained from the internal validation. Each bicluster was annotated
according to the three different domains that exist in GO: Molecular Function,
Biological Process and Cellular Component. The Molecular Function domain
represents gene activities at the molecular level (e.g. catalytic activity, transporter and binding activity), the Biological Process describes series of events
arranged by one ore more assemblies of molecular functions (e.g. signal transduction) and the Cellular Component describes the parts that a cell consists
of such as membranes, organelles, proteins and nucleic acids [2]. For the gene
annotation we also used Transcription Factor Binding Sites (TFBS) from the
Fraenkel lab [16], [5] which provides information about where gene specific transcription factors bind on the genome and if they are located in the upstream
region of certain genes. For every bicluster we got multiple GO terms and TFBS
which proves that the results have a strong biological meaning and they are not
random.
The following results refer to the most optimum parameter setting for both algorithms. 82.5 % of Qubic’s biclusters were enriched for multiple GO terms. This
percentage comes after performing a multiple testing correction using the bonferroni method. Multiple testing corrections adjust the p-values we get from the
enrichment analysis in order to limit false positives (The p-value of each gene is
multiplied by the number of genes in the whole gene list. If the corrected p-value
is still below the error rate, the gene is considered significant). The significance
level we used was a = 0.01. Among the biclusters 44.7% were annotated under
the category Biological Processes, 21.4% under Molecular Functions, 15.1% under Cellular Components and only 1.01% of the biclusters was annotated with
a particular Transcription Factor Binding Site. We got similar results from the
Samba enrichment analysis as far as the percentages that belong to every category are concerned, since for Samba the total number of GO terms was by far
higher due to the number of output biclusters (525 for samba, 40 for Qubic).
What is interesting at this point is that although Samba biclusters outnumber
Qubic’s, a further enrichment analysis using the GO Slim ontology [3] showed
that there is not much difference on the number of GO slim terms. The GO
slim ontology offers a more broad overview of gene functional annotation than
the GO ontology including general terms that represent major categories for
all the three Gene ontologies (Biological Process, Molecular function, Cellular
component). Using the GO slim ontology we wanted to test if the biclusters
from each algorithm, represent a different set of biological terms and decide if
it is necessary to use both or would be better to exclude one of them. Although
Samba’s output included more biclusters than Qubic (Samba produced 525 and
Qubic 40), the GO slim terms that Samba’s biclusters were annotated with are
similar to the ones from Qubic, as the figure 27 shows. Apart from figure 27a in
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which there is a small difference between the annotations, figures 27b and 27c
show a large degree of overlap for the Molecular funtion and Cellular components annotations.

(a) GO Slim: Biological process

(b) GO Slim: Molecular function

(c) GO Slim: Cellular component

Figure 27: Venn diagrams showing the overlap between the GO Slim terms of
Qubic and Samba
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13

Results from the deleteome data set

Using the best parameter setting for both algorithms we got many interesting
results. The biclsuters obtained from Samba, although enriched by many GO
terms, don’t look so consistent as Qubic’s. The biclusters are very big and include many unaffected genes under the selected condition (figure 31). Although
the genes have a coherent behavior with each other under the selected subset
of conditions, the identified biclusters are not of the type we are looking for
and so our discussion will mainly focus on the results gained from Qubic. As
mentioned before, excluding coverage from the validation procedure resulted in
much smaller biclusters with higher consistency. Unfortunately this was not the
case for Samba, for which excluding coverage did not improve the results much.
This outcome is strongly related with the flexibility of each algorithm. Qubic’s
implementation includes many parameters with many possible different values
for each one so there is more space to explore than what we can get from Samba
which has only few parameters to vary with few possible values for each one.
Following we compare the most significant biclusters obtained from Qubic for
the best parameter setting including or excluding coverage as a validation measure.
When including coverage in the parameter optimization procedure, one of

Figure 28: represantation of one of the most significant biclusters obtained from
Qubic from the optimum parameter setting including coverage in the validation
procedure. Yellow indicates upregulation while blue indicates downregulation.
the most significant biclusters (figure 28), groups 601 genes under 516 deletion
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mutants resulting in an enormous sized bicluster due to coverage optimization.
The corresponding names of the genes and the deletion mutants are omitted due
to the large size of the bicluster. The selected parameter set for this optimum
run is:
filter: 0.5, consistency: 0.6, rank: 1, quantile: 0.3, output: 100 and width:
5. As mentioned before the rank parameter which in this case has a value of
1, is responsible for having an effect on the bicluster size upon optimizing in
coverage. Excluding coverage from the validation procedure yields an optimum
rank parameter of value 9, and 40 consistent, small biclusters with significance
varying from 0.97 - 1. Four of the most significant biclusters are presented in
figure 29 and figure 30 and all include groups of genes/deletions that participate
in specific pathways.
Figure 29a presents a bicluster that groups together genes all involved in the
methionine metabolism. Furthermore this bicluster reveals components that are
important for the methionine biosynthesis, some are already implicated, such as
sam1 [37] and ecm50 - ubp15 [13] and some are unknown. This implies that the
genes that were deleted are either directly or indirectly involved in this process,
and by deleting them the expression levels of the methionine related genes are
increased.

(a) Methionine biosynthesis

(b) Phosphate metabolism

Figure 29: representation of two of the most significant biclusters obtained
from Qubic from the optimum parameter setting excluding coverage from the
validation procedure. Genes are represented from the rows and gene deletion
mutants by the columns.
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The second picture 29b shows that in response to deletion of genes part of
the phosphate metabolism, other genes involved in the same pathway are upregulated. Indeed higher expression of the phosphate genes (PHO89, PHO81,
PHM6, VTC4, VTC1) is observed in this picture, so that they will compensate
for the loss of the deleted genes.
Figure 30a presents one of the most important pathways for proper function
and survival in organisms, the DNA repair. All the genes and the gene deletion
mutants are annotated with different processes that belong to this category,
like DNA repair (rad52∆ [26], rad27∆ [32], af1∆ [38]), DNA replication (HUG1
[10], af1∆ [38]) and DNA damage checkpoint (RNR2, RNR3, rnr4∆ [40], HUG1
[10], PLM2 [23], mms2 [39]) confirming the strong relation between these genes.
Figure 30b pottentially provides a link between two different processes, the
metabolism of Urea and the Retrograde transportation.

(a) DNA damage response

(b) Urea metabolism

Figure 30: Two more representative examples of the most significant biclusters
obtained from Qubic from the optimum parameter setting excluding coverage
from the validation procedure. Genes are represented from the rows and gene
deletion mutants by the columns.

All biclusters from Qubic are significantly enriched for different GO ontology
terms, which brings us to the conclusion that they are not random and they
have a strong biological meaning.
Figure 31 presents two of the most significant biclusters obtained from the optimum run from Samba algorithm. Both biclusters include genes with a coherent
behavior across the selected conditions and although they are highly enriched for
multiple GO terms, its hard to have one clear perspective about the pathways
they are all involved in.
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(a) Samba example 1

(b) Samba example 2

Figure 31: Representative biclusters from Samba algorithm by excluding coverage.
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14

Testing performance on the phenotype data
set

One of the goals of this project was to use a phenotype data set in order to get
some extra information for the biclusters. This can help us to associate pathways with particular conditions or drugs and also help us annotate genes with
unknown function. Furthermore using the phenotype data sets, we can have an
extra way, apart from using the gene set enrichment analysis, of evaluating our
biclusters and double check if there is indeed biological significance.
We performed a t - test for every set of deletion mutants for each individual bicluster for the optimum run from the Qubic algorithm. Due to the fact
that the Samba algorithm did not perform so well on the big data set, was excluded from further analysis. With the t - test we checked if the set of deletions
from every bicluster is affected only on a small number of conditions in order
to obtain signatures related to these of specific pathways.
Considering the t - test we performed, there are two underlying hypotheses:
X: The mean growth rate of all the gene deletion mutants in a specific condition.
Xa : The mean growth rate of a group of gene deletion mutants that belong to
a specific bicluster.
H0: X = Xa
H1: X 6= Xa
The p-value we obtained gives the probability that the H0 hypothesis is true.
Therefore, the lower the p - value the more significant is our H1 hypothesis,
and so we reject the null hypothesis. On the p - values we got we performed
multiple testing correction in order to correct them for occurrence of false positives (in case we would get a group of deletions that seemed to be statistically
significant under specific conditions while it is not in reality). The method used
was Benjamini and Hochberg multiple testing correction [12]. 5 % of the biclusters were affected in at least one condition in the Brown data set [14], which
includes phenotypical growth assays of all viable gene deletions for 51 diverse
stresses, and 35 % of the biclusters were affected in at least one condition in
the Hillenmeyer data set [18], which also measures the growth response of all
viable gene deletions for approximately 600 chemical and environmental stress
conditions. Below there are two representative examples of the results using the
phenotype datasets.
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(a) Phosphate metabolism

(b) DNA damage response

Figure 32: Biclusters that were enriched from the phenotype data sets.

The deletion mutants in figure 32 (a) showed a slower growth under 79/418
(19%) of the conditions of the Hillenmeyer phenotype data set with a p - value
cutoff of 0.05. The most significant ones are:
• cantharidin 200 uM 20g
• Ptp2
• calyculin A 2.5 uM 20g
• 1,8-nonadiene 0.99 % 20g
• wiskostatin 29 uM 20g
• methotrexate 250 uM 20g
• nitric oxide 800 uM 20g
The first three drugs (bold), belong to the category of phosphate inhibitors
which is known from the literature to affect the phosphate metabolism. This
also proves that our biclusters have biological significance and are not randomly
formed since the conditions that are affecting this set of deletions are also known
to affect the phosphate metabolism.
Another significant example comes from the bicluster in figure 32 (b). 53/418
(12%) of the conditions affect the deletions with a p - value cutoff of 0.05. The
most significant which are presented below, but also the majority of the rest
of the conditions, belong to categories such as ”Alkylating”, ”Antimetabolites”,
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”Oxidative stress” and ”Antineoplastic” that are known to affect the DNA damage pathway:
• methotrexate 250 uM 20g
• H2O2 5 mM 5g
• nitric oxide 800 uM 20g
• cisplatin 31.25 uM 20g
• mechlorethamine 62.5 uM 20g
• 1,3-diallylurea 20000 uM 20g
• mitomycin c 1000 uM 20gs
The last two examples imply that associating biclusters with phenotypes further
confirms that our approach indeed has biological significance and that we can
use it in order to extract information about genes with unknown functions and
associate pathways with specific conditions or drugs.
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Discussion - Conclusions
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15.1

Discussion and Conclusion
Summary

Nowadays gene expression measurements have become much easier with the use
of DNA microarrays. While in the past every gene was analyzed one by one,
DNA-microarrays offer a unique opportunity to measure the expression of thousands of genes simultaneously and give an idea of when, under which conditions
and to what extend a gene is expressed. Statistical analysis of microarray data
offer many ways to analyze gene expression. In this project we investigated one
of them, the Biclustering. This approach aims to find internal structures and
relationships in gene expression microarray data. Several algorithms have been
tested on an example data set, and the ones who performed best were chosen
to be applied on a big gene expression microarray data set in the lab, the deleteome data set.
The results from our approach taught us that we cannot fully rely on a (small)
example data set. The results were different between the small and the deleteome data set. The algorithms that seemed to perform quite well on the example data set did not have the same performance on the deleteome. The Samba
algorithm, for example, although it was able to identify the well known groups
of co-regulated genes that existed in the example data set, when it was applied
on the big one it tended to group together large groups of genes and gene deletion mutants with no specific behavior. Therefore it was difficult to interpret
the results. The Qubic algorithm on the other hand, which was also chosen
for further evaluation, after optimizing its parameters it was able to identify
distinct groups of genes with certain functionality.
To better evaluate the different algorithms we used specific criteria. Optimizing
the algorithms according to the three validation criteria, separation, coverage
and significance, did not lead us to plausible results. Coverage optimization
proved not to be useful. It resulted in suboptimal values for the other two
validation measures and moreover in very big biclusters which were hard to
interpret. Separation and significance helped us indeed to optimize the parameter settings to receive small, consistent and with biological meaning biclusters.
Separation was very important in cases where internal built-in parameters for
overlap control were missing by the tested algorithms. Finally using external
validation criteria (GO ontology) gave us an extra, positive feedback on the
significance of Qubic’s biclusters, which were all enriched with certain Go terms
in Gene Ontology.
Associating the biclusters with other kind of data sets, as for example phenotype data sets, proved to be also very promising. In our project it brought us
results that further confirmed the usefulness of the biclustering and more specific of the Qubic algorithm. Not only it confirmed relationships between genes
involved in specific pathways and drugs that are known to affect these pathways,
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but also gave us information about potential links between genes with unknown
function with genes which their functionality is already known.
In general, biclustering has a very big potential in identifying relationships between gene expression changes and conditions tested. There are big differences
between algorithms implementations and even the results of a single algorithm
under different settings. Therefore, it is difficult to say that there is one optimal algorithm. The decision has to be taken under the type of biclusters we are
looking for and the data set we want to apply biclustering to. Moreover, optimizing the parameters of the algorithm we choose, on our data set of interest,
is more than necessary.

15.2

Future work

This project has investigated the usefulness of using biclustering for microarray
data in order to understand the molecular basis of phenotypic diversity. We
tested the performance of a number of algorithms on a testing data set, and
the ones who performed well enough were selected to be applied on the big
data set of the Holstege laboratory (deleteome). We optimized them based on
two validation criteria, the separation and the significance of the biclusters. A
suggestion for the future would be to select different validation criteria for the
parameter optimization of these algorithms according to the biological question.
A possible extra criterion would be to use information from a TFBS database
and optimize the algorithms to include homogeneous biclusters for which the
genes are regulated by the same transcription factor.
Additionally, more fine grained and extensive searching of the best parameter settings could improve the results even more. Using smaller steps to vary
each one can offer a better understanding of their effect on the biclusters but
also there is always enough space to improve the quality of the biclusters, which
due to time constraints for this project, we were not able to include an exhaustive search space.
Furthermore using this framework it is also possible to select new mutants and
determine their gene expression profile. Using the phenotype data set we can
discover mutants that have a broad profile and prioritize them in order to obtain
their expression profile on the deleteome dataset. The phenotype data set can
help with that, considering that it consists of all viable gene deletions (4700)
under multiple conditions, while the deleteome data set so far includes 1200
gene deletion mutants.
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