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Abstract
This paper presents a method that constructs boundaries of buildings
from airborne LiDAR data. The boundaries are computed by detecting
intersections between planes, followed by an algorithm to select the relevant segments from the intersection lines. To ensure every surface is
surrounded by a closed boundary, an algorithm that uses a constrained
Delaunay triangulation is used to compute a boundary around every surface. Tests on different LiDAR point sets show promising results.
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1

Introduction

Light detection and ranging (LiDAR) data is a type of geometric data that
consists of measurements with 3-dimensional coordinates. These coordinates
are obtained by scanning object surfaces. One major advantage of LiDAR data
is that it has a high accuracy and resolution up to a range of about 400 meters.
This allows LiDAR data to be collected even from airplanes. This airborne
LiDAR data is often used to reconstruct objects on the earth surface [1, 3, 11].
A first step to reconstructing buildings from this LiDAR data is to detect the
surfaces. Several methods have been proposed that attempt to automatically
detect and reconstruct these surfaces in the point clouds. In the field of reverse
engineering, the reconstruction methods are usually based on region growing
algorithms [9, 10]. Region growing algorithms find surfaces by starting with an
initial shape, and expanding it while following certain constraints.
In the field of computer vision the most effective methods are based on
RANSAC [6]. RANSAC is a paradigm that attempts to find a shape in the
data by randomly drawing minimal sets from the point set which contains all
points from the point cloud. All points in the data are tested against these
minimal sets. The minimal sets are candidate shapes. One method that focuses
on LiDAR data in specific and attempts to detect primitive shapes is presented
by Schnabel et al. [8].
Most of these algorithms only focus on extracting surfaces or primitives
[2, 7]. A reconstruction of buildings would be more useful if all the parts were
organized in some meaningful way. Connectivity between the surfaces could
help with this. Zhou et al. [12] attempt to create a complete reconstruction
of the buildings by extracting boundary points from the 2-dimensional planes,
by snapping these points together the separate boundaries are combined into
one complete model. Vosselman et al. [5] attempt to create a reconstruction
of connected buildings by examining the connections between roof faces. These
connections are compared with target shapes by using a target based graph
matching approach.
In our method we also try to build a complete model. We use the property
that boundaries of buildings are always a result of two surfaces intersecting
with each other. We use the method proposed by Schnabel et al. to detect
the original surfaces, and from here on developed our own method to detect the
boundaries of those surfaces. Finally, to make sure the boundaries are closed we
have developed a simple method that uses a constrained Delaunay triangulation.
This paper has the following structure: In Section 2 we present our method
and discuss it. In Section 3 we show some results of our method tested on
LiDAR point sets. In Section 4 we discuss these results, and in Section 5 we
discuss possible topics for future research.
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2

Method

To estimate the shapes of the buildings in a city, we look at the walls and roofs
of the buildings as if they are bounded planes. The boundary of those planes
will determine the edges and corners of the buildings.
Our method attempts to find those boundaries by examining the locations
where the bounded planes intersect, and if that leaves holes in the boundary, for
example if a part of the surface was blocked by a tree, the rest of the boundary
is estimated by examining the shape of the points in the plane. This divides
our method into three steps:
The first step of this method requires us to determine for each point of the
dataset P which plane it belongs to. We accomplish this by using a method
described in Schnabel et al. [8]. This gives us a set of planes P L where every
point from P is assigned to one plane. In Section 2.1 we take a closer look at
this method.
In the second step of our method we attempt to find the intersections of
these planes. Each of these intersections is then examined closer to determine
which segments of the intersection will become part of the actual boundary.
Each plane will keep track of its own boundary Bi . The segments found in step
2 will be added to the corresponding Bi . In Section 2.2 we take a closer look at
finding these intersections and the segments of the intersections.
The last step of our method involves closing the boundaries for each plane
in P L. Because it is possible there is not enough information to determine
all intersections, we have added a post-processing step to our method which
closes the boundary Bi of the plane. In Section 2.3 will go into more detail on
how to find the remainder of the boundary and how to combine this with the
intersection segments.

2.1

Efficient RANSAC for plane detection

The first step in our method is to assign each point from the point set to a plane.
This way we can analyze the walls and rooftops of the buildings by only looking
at the relevant points. To do this we use the method described by Schnabel et
al. [8]. In this section we will take a closer look at how their method works,
what information it gives us, and how we can use the result in our method.
2.1.1

RANSAC

Schnabel et al. use a statistic paradigm called RANSAC (RAndom SAmple
Consensus) [6] as the basis for their method. RANSAC is a method that fits
a model to experimental data. In our application, the model is a plane and
the experimental data is the point set. RANSAC selects candidate models from
the data. It does this by randomly selecting the minimal number of required
points to uniquely represent a model from the data. For example, a plane can be
defined by a point and a normal. With three points in the plane we can create
two vectors and compute their normal by using the cross product. Therefore
the minimal number of points required to represent a plane is three.
The candidates are then tested against all points in the data. The candidate that approximates the most points is selected, and is extracted from the
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dataset together with the points it approximates. This process is repeated on
the remaining data until no more good candidates can be found.
2.1.2

Improvements by Schnabel et al.

RANSAC is a very effective method to extract planes from the dataset, and
is very good at handling noise in data. However it is not very efficient in our
case, because it selects the points for the candidates completely at random. In
our project we have chosen to use an improved version of RANSAC presented
by Schnabel et al. [8]. This method is capable of detecting planes (and other
primitives) from a point set, more efficiently than RANSAC. To improve the
method for airborne LiDAR, Schnabel et al. have made several adjustments.
First of all, they made models to represent the primitives that they want to
find in the data. In their paper they present ways to extract planes, spheres,
cylinders, cones and tori. In our application however, we will only use planes,
so we will not go into any detail on the other primitives here. Planes can
be represented by three points, and thus the minimal amount of points for a
candidate is also three.
In addition to this they also checked if the individual normals of the points
do not deviate more than a threshold N ormT hresh from the normal of the
candidate plane. The normals of these points have been obtained by locally
fitting a least-squares plane to each point’s nearest neighbours.
The second improvement is made to the random generation of candidates,
or as they call it: ”Sampling”. RANSAC selects three points for a candidate
plane completely at random from the entire dataset. The chance that these
three points will actually be in the same plane is relatively small, especially if
these points are far away from each other. Schnabel et al. changed this random
behaviour by selecting points that are not too far away from each other. For
this they use an octree. The first point p1 is selected randomly. Then a cell C
from the octree is selected at random so that p1 lies inside C, and the other two
points p2 and p3 are selected from the points within C. Of course the chance a
good candidate is selected is now very dependent on the quality of the selected
cell C. To increase the chance of selecting a good C, each level of the octree
is given a weight that represents the quality of the previously found candidates
on that level. At the start all levels will have the same weight.
A performance factor of RANSAC is the evaluation of the candidates. This
is done by comparing all points of P with the current candidate. This would
require all distances to be computed, all normals to be compared with the
normal of the candidate plane, and the largest connected component to be
found among all points that are still left. To increase the speed, Schnabel et
al. do not test the candidates against the entire point set, but instead several
random disjoint subsets are created from the original data. The quality of each
candidate is estimated by testing it against one of these subsets. If the quality of
two candidates is very close to each other, the candidates are tested against an
additional subset until a clear victor is found. The candidate is only selected if
the chance that there is no better candidate is high enough. This last candidate
is then removed from the point set and all points within a short distance from
this candidate are removed as well to avoid getting a lot of random clutter in the
remaining points. This process is then repeated until the chance P (P rimitive)
that there are no more candidates of minimal size M inP oints is high enough.
6

2.1.3

Use in our application

The algorithm designed by Schnabel et al. gives as output a set of disjoint sets
Pi of points, where each disjoint set belongs to its own primitive. Since in our
application we only use planes, each disjoint set represents a plane P Li . Also
there is one disjoint set containing all the remaining points R that have not
been assigned to any plane.
Although this method is very successful in detecting these primitive shapes,
the result it gives is actually not a very useful representation of the original data.
A city is a collection of buildings (and possibly other objects). Each building
is a collection of connected primitive shapes. Most buildings are connected to
each other, but even buildings that are not connected to other buildings are still
connected to the ground. In our method we are not done when we have found
the planes; we attempt to find boundaries for the buildings. We still use the
planes to get to our final result though.
The output of Schnabel et al. had one big drawback for our application,
and that was the large size of R. We first attempted to counter this by allowing
the method to find smaller surfaces as well, but this had negative effects on the
larger surfaces. At locations where two large surfaces intersected, the algorithm
detected a smaller surface that consisted of points of both planes. So instead of
two surfaces we had three, of which one was usually oriented in a wrong way as
well. See Figure 1 for a typical example.

Figure 1: Left: Correct surfaces are detected. Right: An incorrect extra surface
is detected
To counter this problem we performed two RANSAC runs, one on P and
one on R. In the first run we detected the larger surfaces with points relatively
close together, and in the second run we detected the smaller surfaces with
fewer points and with points further away. This had the downside that, because
it was possible that not all points of a detected surface were extracted during
the first run, some of the smaller surfaces were actually copies of the larger
surfaces, created by their remaining points. We implemented a merge step, to
merge these duplicate surfaces back into one surface. We did this by comparing
the point sets from the second run with the point sets from the first run. If
two compared sets had a very small shortest distance, intersecting axis-aligned
bounding boxes, and normals pointing in the same direction, the surfaces would
be merged. In Figure 2 the result of two RANSAC runs can be seen.

7

Figure 2: Points with a different colour for each plane

2.2
2.2.1

Intersections
Creating a useful model

In this method we attempt to build a model that can easily be used to represent
a city, or at least a collection of buildings. Our method only detects large
objects. Small details like bricks, or even doors and windows do not have to
be computed. When looking at a city, a logical and useful way to represent
buildings would be to have some way of allowing each building to have a certain
height, width, position, etc. So one solution we could think of is to represent
each building as a cube and scale and translate it. However this would exclude
many sorts of buildings. For example think of buildings with a pointed roof.
Another way to look at buildings is to see each wall and rooftop as a bounded
plane. This way we can represent a lot more shapes, however this loses the
information of which roofs and walls are connected to each other. To create a
model that allows for many sorts of buildings, while still allowing information to
be stored on the connectivity, we have devised a way to compute the boundaries,
not just based on the location of the points in that specific plane, but also on
the planes in the neighbourhood. We do this by identifying locations where two
planes intersect and points are nearby.
2.2.2

Locating intersections

Since we cannot simply use the infinite intersection line between two planes to
create our boundary, we have to somehow compare the points in the two planes
to select certain segments of the intersection line. In Section 2.2.3 we show how
this process works.
Before we do this we have to find these intersections. We could simply
compare all planes with each other. This would give us all possible intersections,
but would require us to compare all points in each plane with all points in every
other plane when attempting to find the segments in the next phase, resulting
in an O(n2 ) time algorithm, where n is the total number of points in the data.
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This means we need some way to limit the number of planes we compare. To
do this we use the property that for walls and roofs to be connected, they have
to be close to each other. Therefore we can simply check if the point sets are
not too far away from each other.
There are many ways to estimate the distance between two point sets, most of
these ways still involve comparing most if not all of the points in the two planes,
however in our application we are only interested in a very rough estimation that
does not have to return an exact number. Hopefully this estimation speeds up
our program. It just has to let us know if it is likely that our two bounded planes
will intersect. Because of this we can use a much faster method to compare the
planes. By computing the axis-aligned bounding boxes for each Pi , we can
simply calculate the intersection between the bounding boxes. If they intersect,
the chance that the corresponding surfaces also intersect is a lot higher than it
would be for two randomly chosen surfaces.
This simple operation has two important details that we have to keep in
mind. First of all, if there is one noisy point located far away from the rest
of the points within a plane, this will create a much larger bounding box than
required, increasing the number of plane comparisons. Second, it is possible
that there are a lot of points near an intersection line, but all are on the same
side of the line. If this happens, the bounding box will not pass the intersection
line, and thus it will most likely not intersect with the other bounding box, even
though the intersection is a correct one and should be inspected.
To counter the first problem we calculate the centroid of the points in the
plane and remove one percent of the points with the largest distance to the
centroid. Although this greatly decreases the chance any noise points with a
large effect will remain, it increases the second problem.
In order to solve this problem as well, we scale the bounding box with a small
factor to increase the chance of bounding boxes intersecting. This does increases
the chance of incorrect intersections to be found though. In our discussion in
Section 4 we will discuss some of the effects of these measures. Figure 3 shows
what the bounding boxes look like; as can be seen the bounding boxes are
not very accurate, but they are still very effective in limiting the number of
intersections to be inspected.

Figure 3: Bounding boxes of the point sets
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2.2.3

Finding intersection segments

After reducing the number of incorrect intersection lines, the remaining infinite
lines have to be limited in such a way that they represent the shape and size of
their two corresponding disjoint point sets Pi and Pj . We list a few properties
which ensure that Pi and Pj are represented by their intersection segment.
• The segments always follow the intersection line.
• More than one segment on the line is possible.
• The segment starts and ends when either one or both of the point sets
have no more points nearby.
• Large gaps between points interrupt the segment, and divide the segment
into two separate segments on the line.
• Smaller gaps between points are ignored (since there can be errors in the
data).

Figure 4: Intersection segments between two point sets. Left: Original two
point sets. Right: Two point sets with segments.
To achieve the above properties we have designed a simple algorithm that
guarantees these properties given two distance parameters to represent the maximum distance between the points and the intersection line: ’cdist’, and the maximum size of the gaps on the intersection line that are still ignored: ’csegdist’.
Unfortunately not every plane has the same density of points, and thus
using the same cdist and csegdist for every plane will not lead to very nice
results. By looking at the data we discovered that planes that are oriented
horizontally, usually have a much better quality than planes that are oriented
vertically. Using this property we let the cdist and csegdist be dependent on
the orientation of the plane. This gives us a csegdisti and a cdisti for each
plane.
Our algorithm follows the following steps:
• Remove all points from both Pi and Pj with a distance to the intersection
line L greater than cdist.
• If Pi or Pj contains less than 2 points.
– End algorithm.
• Project all remaining points on L.
10

• Order all remaining points in the direction of the line L.
• set icurrent and jcurrent to be the first points on the line of respectively Pi
and Pj .
• Create a new segment, and add the first point on the line to the segment.
• Iterate over all points on the line (with exception of the first point) in the
direction of the line.
– If the distance between the current point p and icurrent is smaller
than csegdisti , and the distance between p and jcurrent is smaller
than csegdistj , add p to the current segment.
– Else, start a new segment adding p to this new segment.
∗ If the previous segment has more than 1 point, store the previous
segment.
– Update icurrent or jcurrent depending on what plane p originates
from.
Since all points in a segment are on the same line, we discard all the points
in the segments, except for the first and the last point.

Figure 5: Boundary consisting only of intersection segments
In Figure 5, the intersection segments without post-processing can be seen.
As can be seen some general shape is starting to emerge, however a lot of
information is still missing, and the boundaries are not closed yet. In Section
2.3 we will take a look at the final steps to close the boundary, but first we will
perform one more post-processing step on the current boundary to improve the
segments at least a little bit.
2.2.4

Final improvement

Figure 6 shows a close-up of Figure 5. This picture shows that at this intersection
of lines, the lines do not actually connect although all lines are really close to the
intersection point. It is almost impossible that they do not intersect in reality.
Therefore we have added a final improvement to the computation of segments.
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Figure 6: Corners are not reached by the segments
This improvement detects situations that have three surfaces intersecting each
other, with intersection segments very close to the intersection point of those
three planes. If this situation occurs, the segments are lengthened or shortened
towards the intersection point, resulting in the boundary in Figure 7.

Figure 7: Boundary consisting only of intersection segments with improvements

2.3

Closing the boundary

In the ideal situation, where our input data is perfect, we would detect all
intersections, and have a closed boundary for every wall, roof and the ground
level. However due to several reasons this is not the case. In Section 4.2 we will
discuss these reasons. Still we would like to create a complete model with closed
boundaries in every plane. Therefore in this section we will attempt to close
the boundaries by looking at each plane separately. Since this is not a main
priority of our research we have not attempted to find an optimal method, but
have chosen for a simple and efficient method that ensures closed boundaries.
2.3.1

Requirements of a closed boundary

Figure 8 shows what an average plane looks like after the intersection segments
have been found. As can be seen in this image, some edges are incorrect, other
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Figure 8: Point set with intersection segments
edges are interrupted or even missing. A good boundary still has to be created.
We define a good boundary of a point set to be a boundary that follows these
properties:
1. The boundary should follow the general shape of the point set.
2. The boundary should be closed.
3. Correct intersection segments should be included in the final boundary.
4. Incorrect segments should be ignored.
5. If required, the boundary can consist of several closed boundaries as long
as they are not connected.
2.3.2

Creating a closed boundary

Our method to close the boundary is based on the property that a constrained
Delaunay triangulation [4] roughly follows the shape and density of the point
set. Where a lot of points are close together the triangulation will have many
short edges, while at the outside, and between separate components there will
be relatively few, but much longer edges.
We attempt to build our boundary by starting with the convex hull of the
point set (and the constrained Delaunay triangulation). By replacing the edges
of the boundary with two edges from the triangulation we tighten the boundary
around the points. We repeat this process until all edges are shorter than a
certain minimum length. Figure 10 shows this process.
This approach generates a boundary that has the desired properties 1, 2 and
4 from Section 2.3.1. To also conform to the other two properties we have made
a few adjustments to this basic method.
To create a boundary that includes the correct intersection segments that we
found in Section 2.2, we insert the segments as constraints in the triangulation.
This gives us constraints for the constrained Delaunay triangulation. When
a constraint becomes part of the boundary, it cannot be replaced by shorter
edges. This way it will remain a part of the boundary. To increase the chance
of the constraint becoming a part of the boundary, we remove the points directly
above or below the constraint (the side with the least points near the constraint),
13

Figure 9: Points are triangulated

Figure 10: Top left: The boundary is the convex hull. Top right: A first edge
is replaced. Bottom left: Another edge is replaced.
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before creating the triangulation. We only remove points that are relatively close
to the constraint; 0.5 * the minimum edge length to be precise. This minimum
edge length is explained in Section 2.3.3. The effect on the triangulation can be
seen in Figure 11.

Figure 11: Points near the constraints are removed before creating the triangulation
We can now create a boundary that includes our intersection segments, however if the point set consists of several components they will still be surrounded
by a single boundary. When using our method of replacing edges, eventually
two edges can coincide. When this situation occurs we remove this edge, thus
creating two disjoint boundaries.

Figure 12: The final boundary, with three disjoint components

2.3.3

Minimum edge length

In Section 2.3.2 we shortly mentioned that edges are iteratively removed until
no more long edges remain, however we did not mention where this length came
from. This minimum length should, if possible, have the following properties:
1. It must be long enough to not remove edges that should stay present.
2. It should be short enough so that the boundary follows the shape of the
point set.
15

3. It should take into account that intersection segments are calculated with
different parameters.
4. It should take into account that some planes have a higher point density.
5. It must still be able to disconnect disjoint point sets if required.
It is impossible to set the length ideal for all properties, because property
1 prefers the minimum length as large as possible, while properties 2 and 5
prefer the minimum length as small as possible. Property 3 and 4 however,
give us some information on how to design a function, which gives a reasonable
minimum length for each plane. Property 4 can be easily met, by calculating
the average distance adi of all the edges in the triangulation. We multiply this
value with a factor that represents the quality of the point set. We estimate this
quality by using the orientation of the corresponding plane. A horizontal plane is
more likely to contain many points close together, than a vertical plane. We call
this the quality factor qfi . This way our method also meets property 3. After
testing this method we noticed that it works well for small surfaces, however
larger surfaces with a lot of points tend to have many short edges influencing
the average too much. To counter this effect, we multiply the minimum length
with a factor based on the number of points ni in the plane. This is the final
function for the minimum length mi .
mi = log10 (ni ) ∗ adi ∗ qfi

Figure 13: Final boundary of a point set
Figure 13 shows the final result of our method on a point set. In the next
section, we will show the results of our method on several more point sets.
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3

Results

We have run our program on seven point sets. These point sets all have roughly
the same size; however their content is more diverse. The original images are
shown in Section 3.1. First we performed a run where we only computed the
intersection segments. The results of this run are presented in Section 3.2.
Next we performed a complete run of our method. The results of this run are
presented in Section 3.3. Finally we performed a run where we did not use
the intersection segments, and only used our boundary closing algorithm. This
was done to see if the intersection segments made a significant difference on the
final results. In Section 3.4 these results are presented. The discussion on these
results will follow in Section 4.

3.1

Original images

The point sets we used are all part of one larger set, cut up into several pieces.
Some of those pieces are shown here. Since we have mainly focussed on reconstructing buildings, some sets that include mostly grass and trees will be less
interesting. But we have included them for completeness.
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 14: Original point sets part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 15: Original point sets part 2
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name
1a
1b
1c
1d
2a
2b
2c
avg

points
2300808
2083853
2135849
1912999
1882701
1563947
1972051
1978886

pl total
124
194
94
280
76
160
103
147

Results
pl removed
69.4%
67.0%
68.0%
79.3%
43.4%
57.5%
52.4%
66.1%

check int
198
347
114
578
85
207
124
236

correct int
70.0%
70.6%
87.7%
66.8%
70.6%
61.8%
60.5%
68.5%

seg
174
369
123
611
131
224
115
249

Table 1: Number of intersections and segments found in each point set.
points
pl total
pl removed
check int
correct int
seg

number of points in original data
total number of planes found
percentage of planes removed by merge step
number of intersections lines that have been inspected for nearby points
percentage of intersections lines that actually had nearby points
number of segments found on those intersection lines
Table 2: Explanation of terms used in Table 1.

3.2
3.2.1

Intersections and segments
Efficiency

First we only computed the intersection segments. As described in Section 2.2
we increased the number of planes by performing two RANSAC runs, followed
by a merge step in order to improve the quality. In the first run we only
detected planes with many points. To accomplish this we set M inP oints to
500. N ormT hresh was set to 0.9 and P (P rimitive) was set to 0.001. In the
second run we detected planes with fewer points so we set M inP oints to 200.
N ormT hresh was set to 0.95 to increase the chance that the planes that were
detected actually represented a surface in the original data; lowering M inP oints
reduced this chance. P (P rimitive) was kept at 0.001.
After this we reduced the number of planes that had to be compared with
each other to compute the intersection lines, by using bounding boxes. Although
in the worst case all planes still have to be compared to every other plane, in
most situations this does not occur. We cannot exactly calculate the effect of
using the merge step and the bounding boxes, we hope that Table 1 will show
that our approach is very effective. In this table it can be seen that the average
number of intersections which had to be checked is 236. Of those 236 intersection
lines, 68.5% actually resulted in segments. Without these two improvements an
average of 147 planes would have had to be compared with each other, resulting
in 21609 intersection lines.
Finally we computed the intersection segments on these lines. Some lines
only resulted in one segment, other lines resulted in several. Table 1 also shows
the total number of segments found in each point set.
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3.2.2

Results

As can be seen in the results in Figures 16 and 17, for some point sets the
intersection segments are computed better than for others. Reasons for this
and a broad discussion will follow in Section 4.

3.3
3.3.1

Triangulations
Efficiency

To close our boundaries we first computed a constrained Delaunay triangulation
followed by an iterative algorithm that tightened the boundary (while increasing
the number of edges on the boundary). Computing the triangulation can be
done in O(n log(n)) expected time, where n is the number of points in the plane
[4]. The efficiency of our iterative algorithm depends heavily on the number
of iterations. In the worst case all points would become part of the boundary.
This would require n iterations. On average the number of iterations required to
find a boundary was 152, however for the worst case we found a plane requiring
over 1500 iterations. In this plane n was almost 800000 though. In our analysis
we will use n, although especially in planes with many points the number of
iterations is usually much smaller than n.
To make sure our algorithm followed the properties mentioned in Section
2.3.1, we had four functions checking the boundary every iteration. The first
function made sure that the algorithm could only progress towards a tighter
boundary. It checked if the new vertex was not already on the boundary, connected with a single edge to the edge that was going to be replaced. This
check could be performed in O(n) time by iterating over the current boundary,
searching for instances of the new vertex, and checking its neighbours. Figure
18 shows this process.
The second function checked if the two edges we added to the boundary
instead of the old edge were already contained within the current boundary.
If this was true, then the boundary would be cut at that location, creating
two separate closed boundaries. This check could be performed in O(n) time
by iterating over the boundary once while searching for other instances of the
newly created edges. Before the boundary was going to be cut, another check
was performed to make sure that the two closed boundaries would really be
separate. This was done in O(n2 ) time by comparing the vertices in the two
boundaries with each other.
A third function made sure that after these separate boundary sections were
created, they would not be reconnected again. This could be done in O(n) time
by checking if the newly found vertex was already contained within one of the
other separate boundaries.
The fourth and final function checked if an edge that was about to be replaced was not a constraint of the constrained Delaunay Triangulation. This
check could be performed by comparing the edge that was going to be replaced,
with the list of constraints. We have chosen to leave the length of the list
of constraints out of our running time analysis, because in general the list of
constraints was a lot shorter than the length of the boundary.
Functions one and three could be performed in linear time O(n). Function
two usually required O(n) time. But when the boundary was split into two
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 16: Intersection segments part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 17: Intersection segments part 2

c

a

c

b

a

b

Figure 18: The process of replacing an edge with two new edges. Without the
first function the method could, after swapping edge ab for edge ac and bc,
replace edge ac with ab and bc again. This would create an infinite loop
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separate boundaries, the extra check required an additional O(n2 ) time. Checking all functions for every iteration gives a worst case running time of O(n3 ).
Our total running time per plane including the creation of the triangulation is
O(n log(n)) + O(n3 )
3.3.2

Results

After having closed all boundaries, our results look as in Figures 19 and 20.
The red (grey when printed) lines represent the intersection lines, and the black
lines are the lines computed by the triangulation phase of the algorithm. The
colours might not be visible in a printed version of this paper.

3.4

Without intersection segments

To analyse the effect of the intersection segments on the final results, we performed a run where we computed the boundaries without using the intersection
segments. The results of this run are presented in Figures 21 and 22. In Section
4.1.1 we will compare these results with the results from Section 3.3, and discuss
the advantages of using intersections.
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 19: Closed boundaries part 1

25

(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 20: Closed boundaries part 2
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 21: Without intersection segments part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 22: Without intersection segments part 2
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4

Discussion

In this section we discuss our results. Section 4.1 discusses the results shown in
Section 3. This section is divided into two subsections. One for discussing the
computation of intersections, and one for closing the boundaries. An important
factor influencing our results is the quality of the LiDAR data. This data will
be discussed in Section 4.2

4.1

Discussion of results

In Section 3 we have shown several results both in the form of images and in the
form of numbers. We have shown that we computed the intersections between
planes and we have shown that we reduced the number of intersections that had
to be computed by a large factor to increase the efficiency. We showed that we
found several segments per intersection. We also showed what our results would
look like if we do not use intersection segments. Finally we showed the results
of our boundary closing algorithm. The final boundary of each plane can be
computed with this algorithm in O(n log(n)) + O(I 3 ). In this section we will
discuss some of these results. It will not be possible to discuss all results, since
every plane is a little different, but we have covered the most important and
interesting cases.
4.1.1

Intersections

Observing point set 4 in Figure 16d we can see a boundary which shows most
of the features of the original Figure 14d. The reason for this set having a good
result is probably that the point set consists of many surfaces of average or large
size, most with a reasonable number of points. Our method is good at handling
planes with a high point density, because this allows the intersections segments
to be computed correctly.
As can clearly be seen in Figures 16 and 17 when comparing them to Figures
14 and 15 not every intersection has been detected. Taking for example point
set 3 in Figure 16c, we can clearly see one large building. On the sides, the
triangular shapes are very visible but, on the front only two vertical lines are
found. Also the roof has not been bounded. The reason for this can be found by
inspecting the original Point set 3 in Figure 14c. The front side of the building
has very few points, and our method has some serious problems with detecting
edges in these low density areas.
Another example where our method does not perform well is in point set 5.
In Figure 17a it can be seen that only a few lines have been found, and they
are all very close to each other. While looking at Figure 15a we can see that
there is not really that much interesting information in this point set. The area
where the lines were found also only contains a small elevation. Because of this
small elevation, which also does not exactly follow a linear path, RANSAC has
found many thin long surfaces. All these surfaces are very close to each other
with points nearby, resulting in many intersections and intersection segments.
We could have set the parameters of our program to be stricter, resulting in a
better picture here, but this would have caused many other point sets to show
barely any results. Of course setting parameters is always a difficult process,
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and we have attempted to find a configuration that shows the best results, but
we did not perform an extensive analysis on this.
In Table 1 in Section 3.2 we have shown that we checked an average of 236
intersections per point set. Having an average of 147 planes per point set, not
using our bounding box improvement would have meant we had to check an
average of 1472 = 21609 intersections. So at least for our point sets, it was a
massive improvement. Because every intersection is the result of two planes, we
have an average of 2∗236/147 = 3.2 intersections per plane. Although we can not
exactly calculate how many edges an average surface should have, by analyzing
a part of our data, we have estimated how many edges an average surface would
have if it was created manually. About 60 percent of our surfaces should have
four edges; 30 percent of the surfaces should have five or more edges, and 10
percent should have three edges. This gives us an average of about 4.2 edges
per surface. Comparing this to the 3.2 intersections per plane we computed, it
shows the method has been effective at computing the intersections.
To see the effect of using intersection segments, we have run our method
using only our boundary closing algorithm. The results of this can be seen in
Section 3.4. The results from Figures 19 and 20 actually look very similar to
the results from Figures 21 and 22. When taking a closer look at point set 6,
we can see some differences.
A first difference can be seen at the 2 rectangle shaped surfaces at the top
of the Figures 23 and 24. At the location where they connect to the roof below
them, the lines follow an almost arbitary path in Figure 23, but Figure 24 has
a straight line at this location. Reason for this is that the intersection segments
have been computed at that location, creating a much smoother boundary segment.
A second difference can be seen just below those 2 surfaces. In Figure 23
four parallel lines can be seen. In Figure 24 these 4 lines have been replaced
by 2 lines. This happened because the intersection segments here were used
in the boundary of the connecting surfaces. The intersection segments now
connect the three surfaces. In many other parts of the data similar situations
are present. Not all of them are very visible though, since most of the time
the two boundary segments intersect a lot, making it difficult to see without
zooming in even more.
4.1.2

Closed boundaries

In this section we discuss the results of the boundary closing method. Starting
by looking at the results from Figures 19 and 20 we can see that our approach
certainly increased the number of edges in our boundaries. A very clear improvement can be seen in the previously discussed Figure 19c. The red lines
show the original intersection segments. The black lines show the boundary
segments that have been computed by closing the boundary. The large building
is now almost completely visible in the figure.
Not all boundaries have been detected correctly though. Figure 19b has
a building at the top right corner, with on the ground level a lot of random
behaviour on the boundary. A close up of this image can be seen in Figure 25.
We will now show a few examples of other surfaces that did not have the most
ideal boundary found, and discuss them in more detail.
In Figure 26 we can clearly see an incorrect boundary. The top part of the
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Figure 23: close up of point set 6, no intersection segments are used

Figure 24: close up of point set 6

Figure 25: close up of point set 2
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Figure 26: Boundary behaves very random in this situation
boundary is mostly correct, but at the bottom the behaviour is very arbitrary.
Reason for this is the fact that the point density at the bottom half is much
lower than at the top half. This results in edges being replaced, while they
should stay intact. We remove edges from the boundary, when two edges in
the boundary coincide. To accomplish this we allow the boundary to pass over
the same vertex more than once. This, in combination with incorrect edges
that are being replaced, causes the boundary to make several strange shapes.
Keep in mind though that although it might be a puzzle to find the path of the
boundary, the boundary does not self-intersect (it merely touches the vertices
more than once), disjoint components will not touch other components and the
boundary will always be closed although it is very complicated.
This kind of behaviour in boundaries can often be found in shapes that are
not actually flat surfaces, for example in a round tower. RANSAC attempts to
detect planes in this rounded surface, resulting in several planes with diminishing
point density to the sides. Another example of when this might occur is, as
mentioned before in light of Figure 19b when points underneath a building are
found. We are not exactly sure how this can happen, but we suspect this is
caused by reflection or open windows.
In Figure 27 we have an example of a closed boundary with a very strange
shape compared to the point set. The reason here is the random noise above the
point set. The algorithm attempts to find a boundary that follows the shape
of all points in the point set and thus noise will also cause strange behaviour.
These large errors in the boundary, as a result of noise, only occur in very small
surfaces. Still, some more measures against noise may have solved this problem.

4.2

Limitations caused by LiDAR data

If it was possible we would simply fly over a city and capture the entire city as
LiDAR data, and with this build a model with realistic buildings with textures,
etc. Unfortunately LiDAR data is simply not fit for this. First of all there are
too many small deviations in the data, which are fine for detecting shapes, but
when it comes to textures or small details, the effects are too large. Second, it
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Figure 27: Noise creates artefacts
is not dense enough. Having about one point every 15 cm, simply does not give
enough information to identify details. Still LiDAR can be very useful when for
example used to reconstruct buildings as we did in this project. It still has some
limitations though. In this section we will discuss some of these limitations of
LiDAR data and the data sets we used, to show how they affected our results.
One of the most typical problems with LiDAR data is, of course, obstruction.
In some situations it is simply not possible to see a point, even though we would
like to. Think of for example a tree blocking our view, or a very narrow passage
way between two tall buildings. Because our LiDAR data is collected from an
airplane, if a point is not visible from the plane it is not present in the data
either. In our data, on several locations there were cars parked, blocking the
airplane from scanning the ground. Luckily our algorithm does not detect holes,
and thus the cars were ignored.
Another problem with our LiDAR data was that planes in certain orientations had barely any points in them, as compared to others. Of course it is
logical that a roof plane will have more detail than the side of a building, because of the use of an airplane, but in our data we usually had one side missing
a lot of data. Look at Figure 14c for an example. The front of the building
here contains hardly any points, while the sides are much more detailed. The
airplane that captured the data was equipped with a laser that was only capable
of looking forward and backward, while flying over the buildings. Combining
this data with data from another flight where the airplane would fly over the
same buildings in a different direction, might have given better results.
A last limitation of LiDAR data is, that the data is captured by the use of a
light or laser beam. Since most buildings have windows, data can get distorted
because of fraction and reflection. This did not affect our results very much,
but in some situations it created visible errors in our results. In Section 4.1.1
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we mentioned one location where this may be the case.
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5

Future research

In this project we have tried to use intersections to reconstruct the boundaries of
buildings in LiDAR data. We have shown some promising results, however there
is still room for improvements. Additional research could help in improving our
method as a useful tool for reconstructing boundaries from LiDAR data. In this
section we will discuss a few of these possible research topics.
In this project we have made the choice to use the method described by
Schnabel et al. [8] to detect planes in the point set. This method is based
on detecting primitives in a point set. An interesting topic of future research
could be to improve our method so that it could also handle other primitives
such as spheres or cones. This could be done by allowing the method to find
intersections between every type of primitive used. The computation of the
intersection segments would also have to be adjusted since the intersections
will not always be lines. With this improvement our method should be able
to handle all primitives as if they are planes. This would allow for many more
types of buildings and objects, for example with a spherical surface.
Another possible topic of research can be found in the method we used to
close the boundaries of the planes. We used a simple method based on a constrained Delaunay triangulation. This method did not always give good results
and it could be improved. A first improvement could be made to the minimum
edge length we defined in Section 2.3.3. We attempted to automatically generate a minimum length for each surface with one function. This minimum length
gave reasonable results in most situations, but in some situations, the results
would have been better if a different length was used. Defining a new function
that is able to keep more factors into account could improve this. Another option would be to define several functions, each for a different type of surface.
Different types could for example be based on the size of the surface or the number of points. Another option could be to search for a method that is better at
computing the boundary of a 2D point set. Our method was for example not
able to detect holes in surfaces. A method that is capable of doing this is Alpha
Shapes, although we have not done enough research on Alpha Shapes to decide
if this would be useful for our application. Also our final boundary consisted of
many small edges, all with a different direction from their neighbouring edges.
Using a method that estimates the shape of the surface, instead of the shape of
the point set, might give a more natural boundary.
Another study that might be interesting could be to research what factors
influence the quality of LiDAR data. If it is known why and how the quality
of planes differs, it might be possible to adjust our method to adapt to these
differences in the data. It might even be possible to create a pre-processing
step that improves the data before applying our method to it. Research on
incomplete laser data is done by Vosselman et al. [5]. It might be interesting
to use their ideas in combination with our method to create a more complete
model. Also it might be possible to detect areas of different quality in the point
set, and process them differently. For example by using different RANSAC
parameters for each area.
In our research we did only focus on finding the boundaries of buildings.
In future applications this will probably not be enough and it could be useful
to detect other objects like trees and cars, or perhaps details of the buildings
like doors and windows. Detecting these smaller objects will partly be made
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possible by improving the LiDAR data technology so that these objects will
be visible in the point set. Our method is however not specifically designed to
detect these objects, which do not always have boundaries that can be defined
by simple intersections. Other methods might be more suited for detecting trees
and bushes. Doors, windows and cars will probably be detected by our method
as well, as long as the data contains enough points for these objects and the
parameters are set correctly. There are many more objects that our method
will not able to detect.
Another option might be to improve our results by using different types of
data and combining this with our results. For example photos taken from the
buildings could be used to add details to the walls of buildings. Aerial photos
could be used to add different kinds of information about the ground level to the
model. Ground plans and cadastral maps could be used to include additional
information about the connectivity of surfaces and could possibly be used to
define each building as a collection of surfaces. With our current method, we
can only define a set of surfaces with neighbours. With the help of information
on the locations of buildings, it would be possible to assign these surfaces to a
building. Being able to define buildings would allow the model of the city to be
edited by users in an intuitive way.
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A

3D results
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 28: Original point sets part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 29: Original point sets part 2
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 30: Intersection segments part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 31: Intersection segments part 2
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 32: Closed boundaries part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 33: Closed boundaries part 2
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(a) Point set 1

(b) Point set 2

(c) Point set 3

(d) Point set 4

Figure 34: Without intersection segments part 1
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(a) Point set 5

(b) Point set 6

(c) Point set 7

Figure 35: Without intersection segments part 2
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B

2D results

Figure 36: Planes from Point Set 6
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Figure 37: Planes from Point Set 6
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Figure 38: Planes from Point Set 6
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Figure 39: Planes from Point Set 6
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