
Scheduling

There are n jobs, denoted by J1, . . . , Jn, that have to executed by m machines, denoted by
M1, . . . ,Mm. Each machine is continuously available from time zero onward and can handle
at most one job at a time. Each job Jj is available for execution from its release date rj (if
it has not been specified, then we assume a default of 0) until its deadline d̄j (if it has not
been specified, then we assume a default of ∞). The execution takes an uninterrupted period
of length pj , which is called the processing time of Jj ; the execution cannot be uninterrupted,
unless preemption is allowed (in which case you can quit the job and continue it later, possibly
on a different machine, without loss of previous work done on this job). Moreover, there can
be precedence constraints, which usually have the form that a successor can start at any time
after the completion of all of its predecessors.

The goal is to find a feasible schedule that minimizes the prespecified objective function (we
always assume that it has to be minimized). If preemption is not allowed, then a schedule is
completely specified by specifying the completion times of the jobs together with the machine
that executes it (in case of parallel identical machines it suffices to assign the jobs in order of
starting time to an available machine).

Notation

I first specify the data (given, independent from the schedule). Most of it has been explained
above already.

• Jj : job j.

• Mi: machine i.

• pj : processing time of Jj .

• rj : release date of Jj ; Jj cannot be started before time rj .

• d̄j : deadline of Jj ; Jj should be finished at or before time d̄j .

• dj : due date of Jj ; this is used to compute the objective value.

• wj : weight of Jj ; this is used to compute the objective value.

• precedence constraints: these are specified through a directed, acyclic graph.

The following depends on the schedule. Usually, the corresponding schedule is only mentioned
when confusion is possible.

• Cj(σ): completion time of Jj in schedule σ; Cj for short.

• Sj(σ): start time of Jj in schedule σ; Sj for short.

• Lj(σ) = Cj(σ)− dj : lateness of Jj in schedule σ; Lj for short.

• Uj(σ): this is an indicator function that signals whether Lj > 0 (then Uj = 1) or Lj ≤ 0
(then Uj = 0); Uj for short. for short.
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The following objective functions are quite common.

• Cmax: the maximum completion time, or the time at which the last machine finishes. Also
called the makespan of a schedule.

• Lmax: the maximum lateness. This is typically used to check how well the due dates are
respected. Remark that only the maximum counts.

• Tmax = max{Lmax, 0}: the maximum tardiness.

• fmax: maximum cost. This is a generalization of Lmax. Here you need for each job Jj its
cost function fj(t), which specifies the cost when Jj is completed at time t; the standard
assumption is that fj(t) is nondecreasing in t.

•
∑

Cj : total completion time. Here each job counts (with equal weight).

•
∑

wjCj : total weighted completion time.

•
∑

wjUj : the weighted number of tardy jobs.

To denote all possible problems, the following three-field notation scheme is used. It has the
form α|β|γ.

• In the first field α we denote the machine environment.

– 1 denotes a single machine.
– Pm indicates that there are m parallel, identical machines; the number m is a fixed

constant. Each machine executes only a subset of the jobs; the processing of Jj is
equal to pj regardless of the machine.

– P : as above, but the number of machines is part of the input.
– Qm and Q: the same as Pm and P , but now each machine Mi works at a given speed

si; executing job Jj by Mi requires pj/si time.
– Rm and R: the same as Pm and P , but now executing job Jj by Mi requires pij

time; there is no relation between the pij values.
– J : the job shop model. Here a job consists of a number of operations that must be

executed in a given order; each operation requires a given machine.
– F : the flow shop model. This is a special case of the job shop problem, in which each

job passes the machines in the same order. Such a model is typically used to model
a conveyor belt.

• In the second field β we denote the job characteristics. Note that due dates, weights etc.,
which are needed to compute the objective value, are not denoted in the second field.

– rj : for some jobs a release date has been specified.
– d̄j : for some jobs a deadline has been specified.
– prec: there are precedence constraints.
– qj : after the execution, Jj requires an additional operation that takes qj time units,

and for which no machine capacity is required.
– pmtn: preemption is allowed.

• In the third field γ we denote the objective function, which has to be minimized.
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Overview of problems topics

The paper ‘Min-max objectives’ deals with single-machine problems in which a minimax objec-
tive (Cmax, Lmax, fmax) must be minimized. Topics that were discussed in class are

• All kind of single machine scheduling problems, which were simple to solve:

– 1|rj |Cmax: work on an available, unprocessed job.
– 1|prec|Cmax: work on an unprocessed job without any unscheduled predecessors.
– 1|d̄j |Cmax: build the schedule from behind; work on an available (the deadline is

big enough), yet unscheduled unprocessed job. You can also adjust the deadlines
according to the precedence constraints: if Ji → Jj , then you can choose d̄i ←
min{d̄i, d̄j − pj}, since Jj has to succeed Ji and still have time to meet its deadline.

– 1||Lmax: execute the jobs in order of earliest due date. Proof: interchange argument.
– 1||fmax: Least-cost-last-rule. Proof: interchange argument.

• 1|rj |Lmax: NP-hardness by a reduction from Partition. Equivalence to the 1|rj , qj |Dmax

problem, where qj is the time needed for the finishing touch and Dmax is the time at which
the final job is ready (here I replaced Cmax with Dmax to emphasize that the objective is
not to minimize the time at which the machine completes the last job).

• 1|pmtn, rj |Lmax. Solvable through the preemptive EDD-rule. Proof of correctness by
showing that the solution value is equal to the ‘head-body-tail’ lower bound, which for
a given subset Q of the jobs, is equal to the smallest release date in Q plus the total
processing time of all jobs in Q minus the largest due date in Q.

With respect to ‘sum objectives’, the following problems were discussed in class.

• 1||
∑

Cj : put the jobs in Shortest Processing Time order. This can be proven by rewriting
the value of the objective function using positional weights, which indicate the number of
times that the processing time of a job on that position in the schedule is counted (you
can also use an interchange argument).

• 1||
∑

wjCj : put the jobs in Shortest Weighted Processing Time order (put the jobs in order
of their wj/pj ratio; biggest first). This can be shown using an interchange argument.

• 1|d̄j |
∑

Cj : construct the schedule from the back, where you always schedule the job with
longest processing time from among the jobs with a deadline that is large enough to be
completed at that time. Proof: interchange argument.

• 1|d̄j |
∑

wjCj : NP-hard by a reduction from Partition.

• 1|rj |
∑

Cj : NP-hard (not shown). If you allow preemption, then solvable by the ‘shortest
remaining processing time’ rule.

• 1|prec|
∑

wjCj : NP-hard (not shown), even if all pj = 1 or all wj = 1 (not both). The
special case with precedence constraints in the form of chains (each job has at most one
direct predecessor and at most one direct successor) is solvable in polynomial time: if
Ji → Jj and wi/pi < wj/pj , then you must take jobs Ji and Jj together to form a new
job J0 with p0 = pi + pj and w0 = wi + wj . In this way, you inspect all jobs in the chain,
after which you can ignore the precedence constraints.
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• There are slides on the web for the 1||
∑

Uj problem. Here the deterministic problem
and several variants of the stochastic problem are discussed. Although it is definitely
interesting and worthwhile to read, you only have to know Moore-Hodgson’s algorithm for
the exam.

The following multi machine problems have been (or will be) discussed:

• The P2||Cmax problem: NP-hard in the ordinary sense, solvable by DP (use statevariables
fj(t) that indicate whether it is possible to distribute the first j jobs over the two machines
such that the load of the first machine is equal to t). There is information available
concerning dynamic programming on the web.

• The P ||Cmax problem: List scheduling (where the jobs are put in the list in arbitrary
order) results in a schedule with a makespan that is at most 2− 1/m times as big as the
optimum makespan. If you put the jobs in the list in order of processing time (biggest
first), then the ratio becomes 4/3− 1/(3m).

• P ||
∑

Cj : solvable using positional weights.

• P2||
∑

wjCj : NP-hard in the ordinary sense by a reductrion from Partition; solvable
through DP.

• The P |rj , d̄j , prec|Lmax problem: column generation in combination with the time-indexed
ILP formulation. The slides and the paper are avaible as download.

• The J ||Cmax problem: local search and branch-and-bound, where the lower bound follows
from the 1|rj , qj , pmtn|Dmax problem. There are slides for the local search part on the
site.

It is not only important to understand the results mentioned above, but you may be asked to
apply some of the used techniques to similar scheduling problems (like in the final assignment).
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