
CHAPTER

SIX

Solving the integrated airport
planning problem

6.1 Introduction

In Chapter 4 we have presented an algorithm for the assignment of aircraft to
gates that is as robust as possible. The algorithm was designed to prevent that
small deviations from the scheduled arrival and departure times result in lots of
rescheduling.

Furthermore, in Chapter 5 we have given a similar type of algorithm to create
a robust schedule for the buses transporting the passengers to and from aircraft
on so-called remote stands.

Our approach resembles the way Amsterdam Airport Schiphol (AAS) is actually
solving these two problems currently. First the gate assignment problem is
solved, and its solution is then used as input for the bus planning problem.
Although the bus planners have the possibility to influence the gate assignment
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by providing preferences, in general the two problems are solved one after the
other.

In general, solving two consecutive stages of a problem in a sequential way will
result in a situation that is optimal for the first stage but the profit gained by
this optimal solution can be nullified by bad optimal solutions for the second
stage.

In case of the planning problems at AAS this could mean that a schedule for
the gate assignment results in an input for the bus planning problem that allows
poor solutions only. In many cases minor changes to the original solution for the
gate assignment problem allow better assignments for the buses. So, although
this would mean that a sub-optimal solution for the gate assignment problem
would be used, the solution for the gate and bus planning problem as a whole
would improve.

In the past, due to the limitations of computing power, the only feasible way to
solve such a combination of problems was to decompose them according to the
different stages and solve these stages sequentially and in an iterative manner.
For the gate assignment and bus planning problem this means that one first
solved the gate assignment problem, after which the bus planning problem was
solved with the solution of the gate assignment problem as input. Next, the
results of the bus planning are analyzed and certain positive and negative effects
are identified. Then the gate assignment problem could be solved again, paying
attention to the effects that were preferable and non-preferable regarding the
remote stands (i.e. the interesting assignments for the bus planning) and steer
the solution towards a certain direction. These steps were then repeated several
times.

However, with the increase of computing power, it has now become possible
for some problems to abandon such a decomposition approach and solve the
integrated problem, i.e. the problem as a whole.

In machine scheduling, some research has already been done on the integration
of scheduling problems. For example Chang and Lee (2004) consider integrating
the production problem and the delivery of the finished products. Another type
of integration of problems that has been considered is the integration of the batch
sizing and scheduling problem (Coffman et al., 1990; Cheng and Kovalyov, 2000;
Shabtay and Steiner, 2007).
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Furthermore, a large amount of research has been performed on the integration
of real-life scheduling problems. For example, Freling et al. (2003) look at the
integration of the vehicle and crew scheduling problems that arise in public
transport scheduling. They present two different models and algorithms for
solving the integrated version of the two problems, and compare the results
to the results obtained by using the standard sequential approach. They find
that solving the integrated problem often results in fewer drivers being needed
compared to the sequential approach.

The integration of real-life scheduling problems is investigated a lot in the airline
industry. This industry has to deal with multiple scheduling problems. There
is the problem of schedule design, which is concerned with determining when
and where to offer flights. Another problem is the fleet assignment problem,
the aim of which is to determine which type of aircraft will be assigned to the
different flights. Related is the problem to determine which actual aircraft of
the type designated to a particular flight will be flying on a given day, the so
called aircraft routing problem. Finally, there is also the problem of determining
which crew will be present on which flight. This latter problem is called the crew
scheduling problem. A standard approach is to solve these four problems in a
sequential way.

The integration of different combinations of the forementioned problems has
been investigated already for some time. Cordeau et al. (2001) look into inte-
grating the aircraft routing problem with the crew scheduling problem. They
propose a solution approach based on Benders decomposition and show that
solving these two problems as one integrated problem yields significant cost sav-
ings. Other integrations that have been considered are schedule assignment and
fleet assignment (Rexing et al., 2000; Lohatepanont and Barnhart, 2004) and
of fleet assignment and crew scheduling (Gao, 2007; Clarke et al., 1996; Sandhu
and Klabjan, 2004).

If we solve the two problems sequentially, the solution for the gate assignment
problem is used as a static input for the bus planning problem. This means
that in solving the bus planning problem, it is known exactly which aircraft
are assigned to the remote stands and therefore which trips need to be driven
to transport all passengers. If we look at the integrated problem, it has not
yet been determined which aircraft will be assigned to the remote stands and
thus are of relevance for the bus planning problem. We develop an integrated
solution to the gate assignment and bus planning problem by combining the two
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models used for solving these problems separately into one large model.

The current software package in use at AAS follows a rule-based approach for
optimizing the gate assignment. There are rules that give positive scores to
assignment situations that are preferred and negative scores to situations that
are not preferred. The height of the scores induces an order on the importance of
the rules and mandatory situations are modeled via rules with very high positive
or negative scores. Furthermore, the software package is capable of scheduling
additional processes besides the assignment of aircraft to gates. For instance, in
Vancouver the same program is used and there the scheduling of the push-back
trucks is also handled by the program. The main problem of the current rule
based approach is that it does not support the one thing we aim for, robustness,
because it does not consider idle time. This means that even if the software
package would be used to solve both the gate assignment and the bus planning,
the final solutions for both problems presumably would not have any robustness
in them.

The outline for the rest of the chapter is as follows: In Section 6.2 we give the
problem formulation and in Section 6.3 we present our solution method. In
Section 6.4 we present the results of the experiments that we performed and
finally, in Section 6.5 we give our conclusions.

6.2 Problem formulation

Similar to Chapter 4, the goal of assigning aircraft to gates is to create an
assignment schedule that is as robust as possible, meaning that the resulting
schedule is able to cope with minor disturbances as well as possible during the
actual day. However, now we want to create a robust schedule for the assignment
of trips to buses at the same time, like we did in Chapter 5.

Cost function

Recall that a schedule is able to cope with disturbances best if the idle times
between all pairs of consecutive flights on a gate are as large as possible. Hence,
we want to create a final schedule where all idle times are as large as possible.
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We model this using a cost function that greatly penalizes short idle times, while
giving very low cost to large, and thus favorable, idles times.

For the cost of the idle time t between two consecutive aircraft on a gate we use
the same cost function as presented in Chapter 4:

cG(t) = 1000(arctan(0.21(−t)) +
π

2
).

For the idle time t between the two consecutive trips driven by one bus, we
use the same cost function as defined in Chapter 5, with the exception that we
significantly lower the total cost, to resemble that the gate assignment problem
is still the more important problem of the two:

cB(t) = 50(arctan(0.21(−t)) +
π

2
).

By taking the sum of the total cost of the two problems, we have a measure for
the quality of the robustness of a solution for the problem as a whole.

The ILP formulation

The model we use consists of the combination of the separate models presented in
Chapter 4 and Chapter 5 for the gate assignment and the bus planning problem
respectively, together with a set of constraints linking the two models. To allow
for the linking we will work with all possible trips and determine which of these
will be needed in a solution and which not. We will use the binary variables
NNTt (not needed trip) for each trip t to denote whether the trip t needs to be
assigned to a bus or that the trip is irrelevant for the assignment problem.

Similar to the approach in Chapter 4 and Chapter 5 we use gate plans and bus
plans, respectively, to model which flights will be assigned to the same gate and
which trips will be assigned to the same bus. For each gate plan i we have a
binary variable xi defined as follows:

xi =
{

1 if gate plan i is selected
0 otherwise,
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and for each bus plan j we have a binary variable yj defined as follows:

yj =
{

1 if bus plan j is selected
0 otherwise.

Furthermore, we denote the cost of gate plan i by cGi . This cost is the sum
of the cost of the idle times between all consecutively assigned flights v and v′

within the gate plan, multiplied by the convenience multiplier that measures the
preference of this pair of consecutively assigned flights. Similarly, cBj denotes
the cost of bus plan j and equals the sum of the cost of all idle times between
consecutively driven trips.

To deal with a possible shortage of capacity we allow flights to be not assigned to
gates and trips to be not assigned to buses by introducing the penalty variables
UAFv for each flight v and UATt for each trip t respectively. To ensure that not
all flights and trips are left unassigned, these penalty variables have a very high
cost Qv and Rt for flight v and trip t, respectively, in the objective function.

Furthermore, let V denote the number of flights, T the number of trips, A the
number of gate types, Sa the number of gates of gate type a, K the number of
preferences, Pk the minimum number of flights that need to be assigned to a set
of gate types in preference k, B the number of shifts, Tb the number of buses in
shift b, and St the number of times trip t needs to be covered.

Now the integrated model is as follows:

min
N∑
i=1

cGi xi +
V∑
v=1

QvUAFv +
M∑
j=1

cBj yj +
T∑
t=1

RtUATt
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subject to:

UAFv +
N∑
i=1

gvixi = 1 , for each v = 1, . . . , V (6.1)

N∑
i=1

eiaxi ≤ Sa , for each a = 1, . . . , A (6.2)

N∑
i=1

V∑
v=1

A∑
a=1

pvakeiagvixi ≥ Pk , for each k = 1, . . . ,K (6.3)

M∑
j=1

fjbyj ≤ Tb , for each b = 1, . . . , B (6.4)

St ·NNTt + UATt +
M∑
j=1

htjyj = St , for each t = 1, . . . , T (6.5)

NNTt +
N∑
i=1

V∑
v=1

ttvigvixi = 1 , for each t = 1, . . . , T (6.6)

xi ∈ {0, 1} , for each i = 1, . . . , N (6.7)
yj ∈ {0, 1} , for each j = 1, . . . ,M (6.8)

UAFv ≥ 0 , for each v = 1, . . . , V (6.9)
NNTt,UATt ≥ 0 , for each t = 1, . . . , T (6.10)

where

gvi =
{

1 if flight v is in gate plan i
0 otherwise,

eia =
{

1 if gate plan i is for gate type a
0 otherwise,

pvak =
{

1 if flight v has preference on a gate of type a in preference k
0 otherwise,

fjb =
{

1 if bus plan j is for shift b
0 otherwise,

htj =
{

1 if trip t is in bus plan j
0 otherwise,

ttvi =
{

1 if assigning flight v to gate plan i implies trip t must be driven
0 otherwise,
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Constraints (6.1)-(6.3) are from the gate assignment model in Chapter 4. Con-
straint (6.1) ensures that all flights are either present in one of the selected gate
plans, or the unassignment variable for the flight will have the value 1, resulting
in a penalty in the objective function. Constraint (6.2) ensures that we select
as many gate plans of a certain type as there are gates of that type and con-
straint (6.3) ensures that we fulfill all of the preferences that are given with
regards to the gate assignment.

The constraints for the bus planning problem as given in Chapter 5 need a
modification in order to deal with the fact that all possible trips are generated,
but not all of them need to be driven. For all of the flights that can be assigned
to a remote stand we create the trips for each of the platforms that it can be
assigned to. For example, if an arriving flight requires two trips because of the
number of passengers, and it can be assigned to the D/E platform as well as the
B platform, then we create two trips from the D/E platform and two trips from
the B platform to the terminal building. Similarly, not only different platforms,
but also different destinations in the terminal building must be considered. For
each possible combination we create the corresponding trips also.

Since not all of these trips actually need to be driven, we define the variable
NNTt for each trip t as follows:

NNTt =
{

1 if trip t needs not to be driven
0 otherwise.

Constraint (6.4) is taken without modification from the model introduced in
Chapter 5 and ensures that for each bus shift, we select at most the number of
buses present in that shift.

Constraint (6.5) is obtained from the original definition in Chapter 5 by adding
an additional term NNTt to the constraint. This has the effect that a trip is
either not needed, or, in case it is needed, must either be assigned to a bus plan
or it must be explicitly become unassigned at high cost. Recall from Chapter 5
that St denotes the number of times a trip t needs to be assigned, which is > 1
in case of the super-trips.

Without any further constraints on the NNTt variables, the easiest solution of
the model would be to set the value of all of the NNTt variables to 1 and all of
the trip constraints would be satisfied right away. Constraint (6.6) ensures that
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this cannot happen for trips that are defined for flights assigned to the remote
stands. It is also this constraint that actually links the two separate models into
one large unsplit model.

6.3 Solving the problem

6.3.1 Assigning flights to gate plans and trips to bus plans

To approximate the optimum of the given ILP formulation we will first relax the
integrality constraints (6.7) and (6.8) which denote whether a gate or bus plan
is selected or not. After that we solve the resulting LP relaxation to optimality
by making use of column generation.

Solving the pricing problem

After each iteration of the column generation process, we need to solve the
pricing problem, i.e. determine whether other columns exist that might improve
the value of the objective function. In our case we need to determine whether
there exists a new gate plan and/or bus plan that might improve the current
solution. This means that we have to solve two types of pricing problems, one
for determining an additional gate plan with negative reduced cost and one for
determining an additional bus plan with negative reduced cost.

The pricing problem with regards to the bus planning problem is exactly the
same as the pricing problem for solving only the bus planning problem in Chap-
ter 5. So for each shift b we have a graph Gb containing a vertex for each trip
that is within the start and end time of shift b. Furthermore, we introduce an
arc from vertex t to t′ if it is possible to drive trips t and t′ in succession. This
way, a path from the source to the sink corresponds to a feasible bus plan. We
now set the cost on the arcs such that the total cost of a path is equal to the
reduced cost of the corresponding bus plan. Finding the bus plan with minimum
reduced cost for shift b now boils down to finding the shortest path in graph Gb.
The only difference is that the size of the graphs for each shift b is larger due to
the increased number of trips.
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When looking at the pricing problem that needs to be solved for the gate as-
signment part, we have to make a small modification to the pricing problem
presented in Chapter 4 because we have to cope with the new constraint (6.6).
For each trip t this constraint gives a dual multiplier ρt. Since this additional
dual multiplier will only be applicable to gate plans that are for remote stands
(because only then ttvi can have the value 1) we can modify the cost on the
outgoing arcs of a vertex corresponding to flight v to a successor flight w in the
graphs corresponding to gate types that are remote stands as follows:

conv(v, w)cG(T arr
w − T dep

v )− πv −
K∑
k=1

pvakψk −
T∑
t=1

ttvρt.

Recall from Chapter 4 that conv(v, w) is the convenience multiplier and mea-
sures the preference value of flight w succeeding flight v on a gate. Furthermore,
the dual multipliers πv for flight v and ψk for preference k correspond to con-
straint (6.1) and constraint (6.3), respectively.

Because solving all of the pricing problems in each iteration can be rather time
consuming, we have tried different strategies with regard to which of the pricing
problems we solve during an iteration. One possible approach is to interleave
the solving of the pricing problems; one iteration we solve the pricing problems
for the buses and the other iteration we solve the pricing problems for the gates.

Another possible approach is to start with solving the pricing problems for the
gates only and switch after a given number of iterations to solving the pricing
problems for both the gates and the buses. The idea behind this is that initially
the gate assignment part of the problem is more important than the bus planning
part.

However, after some preliminary tests we found that searching for both gate
and bus plans with negative reduced cost from the beginning on worked better
than the other possibilities.

Similar to the solution of the gate assignment and bus planning problem in
Chapter 4 and Chapter 5 respectively, we create additional columns when we
solve the different pricing problems. These additional columns are generated in
the same way as in Chapter 4 and Chapter 5. We first solve the pricing problem,
that is, we find the shortest path in each of the graphs corresponding to the gate
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types and bus shifts. We then take out the nodes of the shortest path one by
one and solve the shortest path problem again in each of the resulting graphs.
Instead of storing these additional columns in a column pool, we first sort all the
additional columns based on the reduced cost and add the first n columns with
negative reduced cost to the LP model. The rest of the columns are stored in the
column pool again. After some preliminary experiments, we set the maximum
number of columns to be added to the LP model in each iteration to 20.000.

Dealing with degeneracy

During our preliminary experiments, we found that the LP problem tends to be
very degenerate. This degeneracy appears in two ways during the column gener-
ation process. First, re-solving the restricted master problem after new columns
have been added takes quite a number of iterations and second, new columns
that are generated with negative reduced cost do not improve the objective
function after they have been added to the restricted master problem.

We have applied two different approaches to counter this problem of degeneracy.
The first approach we used is column deletion and consists of the removal of
columns with a positive reduced cost that is too large, after every given number
of iterations. This removal does not only remove some degeneracy, but also
the resulting models are smaller and therefore more quickly to solve. We have
seen in Chapter 4 and Chapter 5 that this approach showed promising results
in decreasing the running time needed for solving the problems.

The second approach we implemented is stabilized column generation, which
was introduced by Du Merle et al. (1999). This is based on adding surplus
and slack variables to overcome degeneracy by perturbing the right-hand side
of all constraints. This concept is known from non-linear programming (Gill et
al., 1989) where it is applied with unbounded surplus and slack variables with a
positive coefficient in the objective function. Du Merle et al. (1999) apply this
same technique, but use bounded surplus and slack variables.

To illustrate this technique consider the following example taken from Du Merle
et al. (1999). Consider an LP problem



132 CHAPTER 6. THE INTEGRATED AIRPORT PLANNING PROBLEM

min cx

subject to:

Ax = b

x ≥ 0.

Add a surplus and slack variable, y− and y+ respectively, to all constraints in
the problem, with cost coefficients δ− and δ+ respectively. Furthermore, limit
the values of the surplus variables to ε− and the slack variables to ε+. These
additions result in the following LP problem:

min cx− δ−y− + δ+y+

subject to:

Ax− y− + y+ = b

y− ≤ ε−

y+ ≤ ε+

x, y−, y+ ≥ 0 .

In the case of the integrated model, we add such slack and surplus variables to
all constraints.

Du Merle et al. (1999) provide multiple methods for updating the values of
both the cost coefficients δ− and δ+, as well as the bounds ε− and ε+ on the
values of the surplus and slack variables respectively are suggested. The method
we decided to use after some preliminary tests was to lower the bounds ε−
and ε+ every ten iterations by multiplying them with the values 0.40 and 0.90
respectively. For setting the values of the cost coefficients δ− and δ+ we used
a suggested approach of (Du Merle et al., 1999) to set them to the values of
the dual multipliers of the perturbed original constraints from the previous
iteration. Since the reduced cost of y+ is equal to the dual multiplier −δ+ we
see by inspecting the reduced cost that in case of y+ = ε+, the new value of
δ+ will be increased (clearly y+ was priced too favorably). Similarly, in case of
y+ = 0, the new value of δ+ will be decreased (clearly y+ was priced too highly).
We can look at the case of y− in a similar way.
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Solving the ILP

After the LP has been solved to optimality by means of column generation,
we are finished only if the obtained solution is integral. If we do not have an
integral solution, then we solve the original ILP formulation for a restricted set
of variables (gate plans and bus plans). We use the variables that are present in
the final instance of the LP plus the gate plans and bus plans that were generated
as extra columns while solving the pricing problems and all the variables that
were taken out in the column deletion step. Here we make sure that we only
add unique variables.

Solving the resulting ILP turned out to be still quite difficult. In order to speed
up this solution process, we added additional constraints to the problem. These
constraints act as a rounding heuristic. For each flight we check in which of the
selected gate plans it is contained. If all of these gate plans are of the same type,
then we add the constraint that the aircraft must be assigned to a gate of this
type, which implies that we know whether it will require a bus or not. Similarly,
we check for each bus in which of the selected bus plans it is contained; if these
all are of the same type, then we formulate this as a hard constraint. Although
these constraints might cause the actual optimal integral solution to be cut off,
our experiments showed that this was not the case.

6.3.2 Assigning gate and bus plans to the actual gates and buses

After solving the model from the previous section, we have for each gate type
exactly the number of gate plans as there are gates of that type and for each
bus shift exactly the number of bus plans as there are buses in the shift. We
now have to assign each of these gate plans and bus plans to the physical gates
and buses, respectively.

As with the solution of the gate assignment problem in Chapter 4 we can use
other properties (e.g. presence of waiting rooms, location at the pier) of the
individual gates within one gate type to assign the gate plans to the gates.
Since the size of these problems is relatively small (in the order of 5 to 10 gates
within one group) it is probably most effective to leave this up to the gate
planner to do manually. Since there are no such additional properties for the
buses, assigning the bus plans to the actual buses can be done arbitrarily.
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6.4 Computational experiments

For testing our model, we wrote a prototype implementation in C++ and ran
numerous experiments. All experiments were run on a Pentium 4 2.8 GHz
computer equipped with 1GB of RAM. The solver we used for solving all (I)LP
problems is CPLEX 9.1.3 (ILOG, 2005) via the Concert Technology interface.

AAS provided us with both data regarding the gate assignment problem, which
consisted of all flight information for three high-season (HS) days and three
low-season (LS) days, and data regarding the bus planning problem with all
information regarding buses for one complete month.

From the supplied data for the gate assignment we created two types of in-
stances. In one type of instance we aggregated all gates with identical properties
(e.g. size, region, ground handler, pier) into groups of gates. We refer to this
type of instance as Grouped Gates (GG). Furthermore, we also constructed an-
other type of instance where we did not aggregate gates with identical properties
into groups of gates, but considered every gate as a group with size one. The
only exception to this are the platform gates. We refer to this type of instance
as Single Gates (SG). This de-aggregation results in over twice the number of
gate types, as can be seen in Table 6.1. This way we created 12 instances with
regard to the gate and flight information.

To create a sufficiently large test set, we combined each of the 12 gate assign-
ment instances with each of the 30 bus planning problem instances. Since the
information provided regarding the buses considers all days of the week, while
the flight information only consisted of three consecutive days of the week, this
combination results in considering each gate assignment instance with different
availability of bus capacity.

We can expect that the set of buses available at each given time of the day is
approximately enough for driving all trips, due to the way that AAS orders the
buses from the bus company. This assumes that all flights arrive and leave at
their exact arrival and departure times.

From Table 6.2 we can see that there is a significant difference in size between the
High-Season (HS) instances and the Low-Season (LS) instances. The column
“After splitting” shows the total number of flights in the model after the extra
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Instance Gates Gate types Remote stands
Grouped 128 40 34
Single 128 94 34

Table 6.1: Sizes of the provided instances with regard to gates.

Instance Flights After splitting Arrival/Departure events
HS-1 607 699 1095
HS-2 594 680 1068
HS-3 592 688 1065
LS-1 518 602 937
LS-2 530 608 946
LS-3 523 593 933

Table 6.2: Sizes of the provided instances regarding flights.

flights representing the split parts of long-stay flights have been created. Finally,
in the last column the number of arrival and departure events (i.e. possible
triggers of platform buses) that were generated are shown.

Table 6.3 shows the information regarding the bus instances that were provided.
The column Buses shows the total number of buses that are driving around at
AAS during the complete day. The number of buses is greater than the number
of shifts because multiple buses can have the same shift. For whatever reason
the data for bus-09 were missing, while bus-08 seems to contain almost double
the amount. We decided to leave this anomaly in the data as it also will give an
idea what happens when a large number of buses is available. Finally, the last
column shows the number of shifts that are longer than 4.5 hours and therefore
require the driver to have an intermediate break.

Results for solving the LP

In Table 6.4 we present the general results of solving the LP part of the prob-
lem. Recall that we combined each instance of the gate assignment problem
with the shift information of 30 available instances of the bus planning problem.
We list the average solution time of the LP over 30 of such resulting instances
together with the minimum time and the maximum time. We also present the
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Instance Shifts Buses Long shifts
bus-01 14 50 10
bus-02 21 63 14
bus-03 23 61 12
bus-04 24 64 15
bus-05 19 64 12
bus-06 23 62 15
bus-07 20 62 12
bus-08 28 113 19
bus-10 24 61 13
bus-11 24 64 14
bus-12 21 64 14
bus-13 26 62 16
bus-14 21 62 13
bus-15 13 50 9
bus-16 21 63 13
bus-17 22 61 12
bus-18 24 64 15
bus-19 23 64 16
bus-20 23 62 14
bus-21 20 62 13
bus-22 14 50 10
bus-23 21 63 14
bus-24 26 61 16
bus-25 25 64 15
bus-26 21 64 14
bus-27 24 62 15
bus-28 22 62 14
bus-29 15 50 11
bus-30 20 63 13
bus-31 26 61 14

Table 6.3: Sizes of the provided instances regarding buses.
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Total time LP (s) Avg time (s)/iter
Instance Average Min Max Avg iter RMP Pricing
HS-01-GG 1129.6 967.8 1472.0 161.67 2.8 3.9
HS-01-SG 2070.1 1752.1 2657.7 171.90 4.8 6.8
HS-02-GG 973.9 864.7 1213.2 148.27 2.6 3.7
HS-02-SG 1847.4 1627.4 2337.8 163.07 4.4 6.5
HS-03-GG 1142.6 1010.4 1641.3 157.50 3.2 4.0
HS-03-SG 2575.2 2189.9 3970.3 212.77 4.6 7.2
LS-01-GG 658.5 560.3 769.3 165.17 1.1 2.7
LS-01-SG 1235.8 1094.6 1472.0 175.17 1.9 4.8
LS-02-GG 710.0 623.8 850.4 161.90 1.3 2.8
LS-02-SG 1383.4 1144.0 1661.5 175.87 2.5 5.0
LS-03-GG 595.0 474.6 775.1 141.37 1.2 2.8
LS-03-SG 1125.1 991.3 1422.4 151.70 2.2 4.9

Table 6.4: General results of solving the LP relaxation.

average number of iterations needed to solve the LP relaxation and finally, we
also present the average time needed in each iteration of the column genera-
tion process to solve the pricing problem and the time needed for solving the
restricted master problem (RMP) again.

From Table 6.4 we see that a significant amount of the time needed for solving
the LP-relaxation is spent in solving all the separate pricing problems. In case of
the High-Season instances this is about 55% of the time, while in the Low-Season
instances at least 66% of the time is spent on solving the pricing problems.
Since the pricing problems for different gate types and bus shifts can be solved
completely independent from each other, we could bring down the influence of
the pricing problems on the total time needed for solving the LP-relaxation by
making use of parallel programming. This ultimately would scale to the point
where for each gate type and bus shift we can dispatch the pricing problem to
one separate computer.

To investigate the effect of column deletion and stabilized column generation on
the running times needed for solving the LP-relaxation, we also ran the experi-
ments without these two enhancements. To keep the computation time within
reasonable limits, we ran each instance of the gate assignment problem with
only one instance of the bus planning problem. The results of this experiment
can be found in Table 6.5. It can be clearly seen that the time needed to solve
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Avg time (s)/iter
Instance LP time (s) Iterations RMP Pricing
HS-01-GG 44088.6 824 49.9 3.3
HS-01-SG 82042.2 845 90.6 5.9
HS-02-GG 43700.1 654 63.3 3.1
HS-02-SG 48344.9 626 71.0 5.7
HS-03-GG 72742.7 585 120.7 3.2
HS-03-SG 125375.2 755 159.7 5.7
LS-01-GG 9292.6 475 16.9 2.5
LS-01-SG 10785.0 480 17.8 4.4
LS-02-GG 15888.3 819 16.7 2.5
LS-02-SG 16447.4 663 20.0 4.4
LS-03-GG 16602.0 983 14.4 2.3
LS-03-SG 18366.7 985 14.0 4.4

Table 6.5: LP results without column deletion and stabilization and maximum of
20.000 extra columns per iteration.

the LP relaxation to optimality explodes without the use of column deletion and
stabilization. One reason for this huge increase in time is the large increase in
the average time needed for solving one iteration of the RMP. This is because
after a couple of iterations, the model quickly becomes very large due to the
fact that all columns remain in the model. Another result of this is that the
amount of memory needed also increases. When column deletion is enabled, we
do not have this problem, since every given number of iterations gate and bus
plans that do not look promising are completely removed from the model.

To test how the program would perform without column deletion and stabiliza-
tion but with fewer columns added in each iteration, we decided to run all flight
instances with 3 separate bus instances again, but now limiting the number
of new gate and bus plans added in each iteration to both 200, resulting in a
maximum of 400 extra columns added in each iteration, besides the minimum
reduced cost ones.

The results of this experiment can be found in Table 6.6. It can be seen that the
average time needed for solving an iteration of the RMP dropped dramatically
compared to the case in which we were adding a maximum of 20.000 extra
columns per iteration, but it still is more than the time needed when both
column deletion and stabilization are enabled.
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Total time LP (s) Avg time (s)/iter
Instance Average Min Max Avg iter RMP Pricing
HS-01-GG 9942.9 5608.9 12661.7 841.33 8.7 2.9
HS-01-SG 10944.5 6959.1 13951.4 783.67 8.1 5.5
HS-02-GG 10306.6 6214.0 12649.5 820.33 11.2 2.8
HS-02-SG 11667.7 8759.2 13588.3 777.00 10.2 5.2
HS-03-GG 22274.2 13816.3 36026.1 873.00 23.5 2.8
HS-03-SG 22999.4 16087.7 26496.2 830.33 23.9 5.3
LS-01-GG 1982.7 1590.6 2711.7 474.33 2.1 2.2
LS-01-SG 3165.2 2855.7 3468.8 493.33 2.6 4.0
LS-02-GG 3761.0 2280.9 5715.7 863.67 2.0 2.2
LS-02-SG 5965.2 5218.1 6741.8 785.00 3.4 4.2
LS-03-GG 5203.8 3069.6 8469.9 934.33 3.1 2.2
LS-03-SG 8016.2 5368.8 11550.0 1055.00 3.4 4.0

Table 6.6: LP results without column deletion and stabilization and maximum of
400 extra columns per iteration.

Two other interesting aspects seen from Table 6.6 are that the average number of
iterations needed to solve the LP-relaxation to optimality is higher without than
with column deletion and stabilization enabled, while the average time needed
for solving the pricing problems is lower. The increase in number of iterations
needed is an example of the so-called tailing-off effect. In the beginning there are
big improvements in each iteration, while more and more iterations are needed
when the algorithm comes closer to the optimum. Using stabilized column
generation has a positive effect on this tailing-off effect, as can be seen from
the number of iterations needed. The reason that the average time needed for
solving the pricing problems is lower is in a way due to the larger number of
iterations needed. In the final iterations, solving the shortest path problems for
the pricing problems requires fewer updates of the length property of each node,
implying that less time is needed for solving the shortest path in general.

We can see that the combination of column deletion and stabilized column
generation is responsible for a huge improvement in the time needed for solving
the LP-relaxation to optimality with column generation. Interesting is the fact
that the improvement seems larger when the instances are larger (see HS versus
LS).
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Improvement factor with regards to
Instance Avg. LP time Avg. iterations Avg. time RMP/iter
HS-01-GG 8.80 5.20 3.11
HS-01-SG 5.29 4.56 1.69
HS-02-GG 10.58 5.53 4.31
HS-02-SG 6.32 4.76 2.32
HS-03-GG 19.49 5.54 7.34
HS-03-SG 8.93 3.90 5.20
LS-01-GG 3.01 2.87 1.91
LS-01-SG 2.56 2.82 1.37
LS-02-GG 5.30 5.33 1.54
LS-02-SG 4.31 4.46 1.36
LS-03-GG 8.75 6.61 2.58
LS-03-SG 7.12 6.95 1.55

Table 6.7: Improvements with column deletion and stabilization.

Results for solving the ILP

As mentioned in Section 6.3 we added additional constraints to the model before
solving the actual ILP. The average number of constraints that was added for
flights as well as for buses is shown in Table 6.8. We can see that for about
100 flights and about 58 trips we restrict the possible assignment to only one
type of gate and shift respectively. This means that all gate and bus plans
that do not correspond with this type or shift respectively but do contain the
flight or the trip, are removed from the ILP model. Furthermore, when a flight
is assigned to a specific type of gate, the value for any NNTt variable that
corresponds to this flight is known also. This results in ILP models that are
a lot smaller. From the results of the experiments we found that adding these
additional constraints to the model did not have a significant effect on the value
of the final ILP solution. Furthermore, imposing these constraints did not result
in the ILP problem becoming infeasible. A possible reason for this can be the
fact that even after adding these constraints, there is a very large number of
gate and bus plans left to choose from in the model. Without these additional
constraints, the time needed for solving the ILP was significantly higher (i.e.
five to ten minutes on average).

One other way we used to speed up the process of solving the ILP was to first



6.4. COMPUTATIONAL EXPERIMENTS 141

Average additional constraints Average solution
Instance Flight constraints Trip constraints time ILP (s)
HS-01-GG 121.4 57.6 43.5
HS-01-SG 103.4 57.9 54.1
HS-02-GG 117.8 57.1 42.0
HS-02-SG 105.4 57.7 103.3
HS-03-GG 119.3 57.2 82.7
HS-03-SG 108.7 57.5 95.2
LS-01-GG 108.9 58.4 86.5
LS-01-SG 91.0 59.0 271.0
LS-02-GG 107.0 59.1 45.8
LS-02-SG 84.2 59.3 170.6
LS-03-GG 118.5 59.9 20.6
LS-03-SG 105.6 59.6 29.5

Table 6.8: General results ILP.

only solve the root node relaxation. We then added a threshold that is 0.5%
above the value of the root node and instructed the ILP solver to prune any
node that has a value above this threshold. Using this threshold boils down to
guessing that the integrality gap will not exceed this threshold.

One possible disadvantage of using such a threshold is the fact that if the final
ILP solution value would be above this threshold, it will not be found, since
the value of the node relaxation will be greater than the threshold meaning
the node will be pruned. To counter this problem, we have implemented an
approach that will increase the value of the threshold in case the problem has
become infeasible. However, setting the threshold to 0.5% above the value of the
root node relaxation is rather conservative and in our experiments increasing
the value of the threshold was never needed.

Furthermore, when looking at the time needed for solving the various final ILP
models, we can see that for Grouped Gates instances the maximum time needed
is around 86 seconds. For the Single Gates instances some more time is needed,
but even these times are still within acceptable running times, considering the
fact that these models provide a significant larger degree of freedom for model-
ing certain constraints for assigning flights to gates and contain over twice the
number of gate types.
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6.5 Conclusion and further research

We have investigated the integrated solution of two assignment problems that in
current practice are solved sequentially. We formulated the problem by one large
model for which we approximated the optimal solution by means of a column
generation approach.

We implemented our algorithm and tested it with real-life data provided by
AAS. The results indicate that our approach is capable of solving these real-
life instances within acceptable computation times, considering the fact that this
approach solves two problems within about the same time that is currently spent
at AAS for the computer to generate a solution for only the gate assignment
problem.

We also showed that our approach is still capable of solving the instances within
acceptable running times if we create a single gate type for each separate gate,
except for the remote stands. This different model leads to over twice the
number of gate types which significantly increases the size of the instances, but
allows for much more control over assigning flights to particular gates.

We have not compared the results obtained through the integrated approach
to the results by the sequential approach. To make a meaningful comparison
of this kind, we need to simulate the gate and bus assignment for an entire
day to find out about the number of and impact of the necessary re-plannings.
Similarly, we have not compared our plans to the plans used by AAS, since it is
not possible for us to retrieve the schedule to which we would like to compare
our solution, namely the initial schedule as produced by the computer for the
upcoming day. We are currently performing a simulation study of the model
for the planning of the platform buses to evaluate the robustness of the column
generation planning compared to a kind first-come-first-serve method as used
at AAS. We can clearly see that the column generation schedule is more robust,
in the sense that the idle time is spread more evenly.

An interesting possibility for further investigation is to start looking at a more
operational type of planning. Observe that the current approach creates a sched-
ule from scratch for the upcoming day that is as robust as possible. For example,
it would be interesting to find out how our suggested approach would perform if
we do not let it create a schedule from scratch but we supply it with a schedule
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and some disturbances and let the program try to re-solve this updated problem.

One of the main criteria that would have to be considered for this approach is
that any new solution should not deviate too much from the currently existing
solution. So when solving the problems after some parts are fixed (since they
already took place) and other events have changed properties (e.g. earlier or
later Estimated Time of Arrivals and Departures) the cost function would not
only have to consider the robustness of the schedule, but also the similarity to
the original day-ahead schedule, since too many changes in a schedule will result
in a lot of confusion for the different parties that depend on the schedule.

Other possibilities for further research are the integration of gate assignment
and/or bus planning with other problems such as the planning of push-back
trucks and the crew scheduling problems of the ground-handlers. Furthermore,
when information regarding the transfer connections of passengers is available,
another interesting direction for research is optimizing passenger comfort by
placing the aircraft such that the real walking distance between connecting
flights is minimized.


