
Retake Exam Pattern Recognition
Friday, March 13, 2015, 13.30-16.30 hours

General Remarks

1. Hand in your answers to part A (statistical pattern recognition) and part B
(geometrical pattern recognition) on separate sheets of paper.

2. If you only retake one of the two parts (either A or B) you have one and a half hours
time; otherwise you have 3 hours time.

3. Put your name and student number on every sheet.

4. You are allowed to use a calculator.
It is not allowed to consult books, notes, telephones, etc.

5. Always show how you arrived at the result of your calculations. Always explain your
answer, used symbols, etc. Be precise.

Part A: Statistical Pattern Recognition

Question 1: Linear Regression (10 points)

Answer the following questions:

(a) (4 points) Suppose you have fitted the linear regression model

y(x,Q1, Q2, Q3) = 1 + 2x+ 3Q1 + 1.5Q2 + 5Q3

where Qi is an indicator variable for the ith quarter, e.g. Q1 = 1 if the corresponding
x and t values are from the first quarter and zero otherwise. If the x and t values are
from the fourth quarter, then Q1 = Q2 = Q3 = 0; the fourth quarter is called the
base or reference level. At the last minute you discover that your boss wants you to
use the first quarter as the base rather than the last quarter. What regression results
should you give her?

(b) (3 points) For observations on selling price t and lot size x of each of 100 houses, it
is assumed that

t = w0 + w1x+ ε,

1



and it is proposed to estimate w0 and w1 by least squares. Suppose that every house
in the sample has the same lot size. What, if any, problem would this create?

(c) (3 points) Suppose you fit the regression model

t = w0 + w1x+ ε,

with N = 40 observations, where

N∑
n=1

tn = 140, and
N∑

n=1

xn = 20.

If the least squares estimate of the intercept is 2, what is the slope estimate?

Question 2: Logistic Regression (13 points)

We consider data that were collected in a marketing campaign for a new financial product
of a commercial investment firm. The campaign consisted of a direct mailing to customers
of the firm. The firm wants to identify characteristics that might explain which customers
are interested in the new product, and which are not. The target variable tn = 1 if the nth
customer responded to the mailing, and tn = 0 otherwise. The explanatory variables are
gender (male=1, female=0), activity (1 for customers that are already active investors, 0
otherwise), age (in years) and the square of age (divided by 100). The data set contains
N = 925 customers of whom 470 responded, and the remaining 455 did not respond. The
results of fitting a logistic regression model using maximum likelihood estimation to this
data set are summarized below:

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -2.48836 0.88999 -2.796 0.00517

gender 0.95369 0.15818 6.029 1.65e-09

activity 0.91375 0.18478 4.945 7.61e-07

age 0.06995 0.03561 1.964 0.04948

age^2/100 -0.06869 0.03410 -2.015 0.04394

(a) (3 points) Give a “common sense” interpretation of the sign of each of gender and
activity.

(b) (3 points) According to the fitted model, what is the probability that a 30 year old
male who is not yet an active investor will be interested in the new financial product?

(c) (5 points) What is the effect of including the square of age (divided by 100) as
an explanatory variable, in addition to just age? For the fitted model, describe in
qualitative terms what is the overall relation between the age of the customer and
the probability the customer is interested in the new product.

2



(d) (2 points) Which coefficients would be judged “significantly different from zero” at
significance level α = 0.05?

Question 3: Neural Networks/Optimization (15 points)

Some “classical” statistical methods can also be modeled as (degenerate) neural networks.
For example, we can model linear regression as a neural network without a hidden layer, and
a single output unit in which we apply the identity activation function (“linear output”).
There is a connection from each unit xi in the input layer to the unit in the output layer,
with associated weight wi. We also have a bias unit x0 which always outputs the value +1
and is connected to the output unit, with associated weight w0. As usual for regression we
use squared error as the error function. Consider again the direct marketing problem of
the previous exercise and the corresponding neural network:

1

2

3

x1 = gender

x2 = activity

x3 = age

w1

w2

w3

y

0

w0

x0 ≡ 1

4x4 =
age2
100

w4

We are training the neural network with gradient-descent using the back-propagation
algorithm. The current weight values are w0 = −0.05, w1 = 0.3, w2 = 0.2, w3 = 0.015,
and w4 = −0.01. We are processing a 50 year old male who is not yet an active investor.
He did not respond to the mailing (t = 0).

(a) (2 points) Compute the network output y for the given input values and the current
weight values, by using forward propagation through the network.

(b) (2 points) Compute the local error δ at the output unit.

(c) (4 points) Compute
∂E

∂w4

(d) (4 points) Assume the step size or learning rate η is 0.001. Give the new value of w4

after processing the given example.

(e) (3 points) What is the disadvantage of using linear regression, as opposed to logistic
regression, for this data analysis problem?
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Question 4: Support Vector Machines (12 points)

We receive the following output from the optimization software for fitting a support vector
machine with linear kernel and perfect separation of the training data:

n xn,1 xn,2 tn an
1 3 4 +1 0
2 2 2 +1 2
3 4 4 +1 2
4 1 4 +1 0
5 2 1 −1 1
6 4 3 −1 3
7 4 1 −1 0

Here xn,1 denotes the value of x1 for the n-th observation, an is the value of the Lagrange
multiplier for the n-th observation, etc. The figure below plots the same data set, where
circles indicate vectors of class +1, and crosses vectors of class −1.

You are given the following formulas:

b = tm −
N∑

n=1

antnk(xm,xn) (for any support vector xm)

y(x) = b+
N∑

n=1

antnk(x,xn) w =
N∑

n=1

antnφ(xn)
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Answer the following questions:

(a) (2 points) Give the support vectors.

(b) (4 points) Compute the value of the SVM bias term.

(c) (4 points) Which class does the SVM predict for the data point x1 = 3, x2 = 2?
Show your calculation.

(d) (2 points) Argue that a slight movement of the seventh observation would not affect
the maximum margin hyperplane.

Part B: Geometrical Pattern Recognition

1. (General) 10 points

(a) What is a formulation for an approximate optimization matching problem be-
tween two patterns A and B?

(b) What is an affine transformation in the plane? How is it represented by a
matrix? How many degrees of freedom does it have?

Explain your answers.

2. (Approximate point sets) 10 points

(a) Explain how the Earth Mover’s distance for n-m, approximate, partial finite 2D
point set matching works.

(b) What changes are needed to make it work in higher dimensions?

3. (Voting schemes point set matching) 15 points

(a) Explain how Pose Clustering (also called ”Generalized Hough transform”) works
for matching under rigid motions. What is the time complexity? Is it for exact
or approximate, partial or complete, 1-1 or n-m matching?

(b) Explain how the Alignment method works and what the time complexity is. Is
it for exact or approximate, partial or complete, 1-1 or n-m matching?

Explain your answers.

4. (Curve matching) 15 points

(a) Explain what the Hausdorff distance is.

(b) Give an algorithm to compute the Hausdorff distance between two sets of line
segments.
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