
Exam Statistical Pattern Recognition
Wednesday, January 27, 2016

17.00-20.00 hours

General Instructions

1. Write your name and student number on every sheet.

2. You are allowed to use a calculator.
It is not allowed to consult books, notes, telephones, etc.

3. Always show how you arrived at the result of your calculations.
Otherwise you cannot get partial credit for incorrect final answers.

4. There are four questions for which you can earn 50 points.

Question 1: Neural Networks (15 points)

Some “classical” statistical methods can also be modeled as (degenerate) neural networks.
For example, we can model logistic regression as a neural network without a hidden layer,
and a single output unit in which we apply the logistic sigmoid activation function. There
is a connection from each unit xi in the input layer to the unit in the output layer, with
associated weight wi. We also have a bias unit x0 which always outputs the value +1 and is
connected to the output unit, with associated weight w0. As usual for binary classification
problems, we use cross-entropy (negative log-likelihood) as the error function.

We consider data that were collected in a marketing campaign for a new financial
product of a commercial investment firm. The campaign consisted of a direct mailing
to customers of the firm. The firm wants to identify characteristics that might explain
which customers are interested in the new product, and which are not. The target variable
tn = 1 if the nth customer responded to the mailing, and tn = 0 otherwise. The explanatory
variables are gender (male=1, female=0), activity (1 for customers that are already active
investors, 0 otherwise), age (in years) and the square of age (divided by 100).

See the figure at the top of the next page for a graphical representation of the neural
network architecture.
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We are training the neural network with gradient-descent using the back-propagation
algorithm. The current weight values are w0 = −2, w1 = 1, w2 = 1, w3 = 0.1, and
w4 = −0.05. We are processing a 50 year old male who is not yet an active investor. He
did not respond to the mailing.

(a) Compute the network output y for the given input values and the current weight
values, by using forward propagation through the network.

(b) Explain how we should interpret the network output you computed under (a), that
is, what does it mean?

(c) Compute the local error δ at the output unit.

(d) Compute
∂E

∂w3

(e) Assume the step size (or learning rate) η is 0.001. Give the new value of w3 after
processing the given example.

Question 2: Support Vector Machines (15 points)

We receive the following output from the optimization software for fitting a support vector
machine with linear kernel and perfect separation of the training data:

n xn,1 xn,2 tn an
1 3 5 −1 0
2 4 2 −1 0
3 6 6 −1 2

5

4 6 10 +1 0
5 7 8 +1 2

5

6 9 9 +1 0
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Here xn,1 denotes the value of x1 for the n-th observation, an is the value of the Lagrange
multiplier for the n-th observation, etc. You are given the following formulas:

b = tm −
N∑

n=1

antnk(xm,xn) (for any support vector xm)

y(x) = b+
N∑

n=1

antnk(x,xn) w =
N∑

n=1

antnφ(xn)

Answer the following questions:

(a) Give the support vectors.

(b) Compute the value of the SVM bias term.

(c) Which class does the SVM predict for the data point x1 = 8, x2 = 6?
Show your calculation.

(d) Give the equation of the maximum margin linear decision boundary.

Question 3: Linear Model Selection: Subset Selection (12 points)

In a linear regression problem we have p potential predictors X1, X2, . . . , Xp. We perform
(1) best subset, (2) forward stepwise, and (3) backward stepwise selection. For each ap-
proach, we obtain p+ 1 regression models,M0, . . . ,Mp, containing 0, 1, 2, . . . , p predictors
respectively.

(a) Which of the three models with k predictors has the smallest RSS on the training
data? Answer this question for each value of k = 0, 1, 2, . . . , p.

(b) Indicate for each of the following statements whether it is true or false:

1. The predictors in the k-variable model identified by forward stepwise selection
are a subset of the predictors in the (k+ 1)-variable model identified by forward
stepwise selection.

2. The predictors in the k-variable model identified by backward stepwise selection
are a subset of the predictors in the (k+1)-variable model identified by backward
stepwise selection.

3. The predictors in the k-variable model identified by best subset selection are a
subset of the predictors in the (k + 1)-variable model identified by best subset
selection.

For a model with d coefficients (including the intercept), the Bayesian Information Criterion
(BIC) is given by

BIC =
1

n

(
RSS + log(n)dσ̂2

)
3



The estimate σ̂2 is based on the full model that includes all p predictors, that is:

σ̂2 =
RSSp

n
,

where RSSp denotes the residual sum of squares of Mp.

(c) For each of the three methods (best subset, forward stepwise, and backward stepwise)
we select the best model from the (p+ 1) candidates, based on its BIC score. Which
of the three selected models has the smallest BIC score? Motivate your answer.

Question 4: Unsupervised Learning: Clustering (8 points)

Suppose that for a particular data set, we perform hierarchical clustering using single
linkage and using complete linkage. We obtain two dendrograms.

(a) At a certain point on the single linkage dendrogram, the clusters {1, 2, 3} and {4, 5}
are merged. On the complete linkage dendrogram, the clusters {1, 2, 3} and {4, 5}
are also merged at a certain point. Which fusion will occur higher on the tree, or
will they fuse at the same height, or is there not enough information to tell? Explain
your reasoning.
Note: the elements of the given sets denote indices (“row numbers”) of observations,
not the observations themselves!

(b) At a certain point on the single linkage dendrogram, the clusters {4} and {5} are
merged. On the complete linkage dendrogram, the clusters {4} and {5} are also
merged at a certain point. Which fusion will occur higher on the tree, or will they
fuse at the same height, or is there not enough information to tell? Explain your
reasoning.
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