
Exam Pattern Recognition
Friday, January 30, 2015, 13.30-16.30 hours

General Remarks

1. Hand in your answers to part A (statistical pattern recognition) and part B
(geometrical pattern recognition) on separate sheets of paper.

2. Put your name and student number on every sheet.

3. You are allowed to use a calculator.
It is not allowed to consult books, notes, telephones, etc.

4. Always show how you arrived at the result of your calculations. Always explain your
answer, used symbols, etc. Be precise.

Part A: Statistical Pattern Recognition

Question 1 (12 points)

Answer the following questions:

(a) (3 points) In neural networks, what is weight decay? What is it used for?

(b) (3 points) In support vector machines we minimize the objective function

C
N∑

n=1

ξn +
1

2
||w||2.

What is the meaning and purpose of C in this expression?

(c) (3 points) An alternative expression for the slope of the least squares regression line
in the simple linear regression model is given by:

w1 =

∑N
n=1(xn − x̄)(tn − t̄ )∑N

n=1(xn − x̄)2
,

where x̄ = 1
N

∑N
n=1 xn denotes the average value of x. Similarly, t̄ denotes the

average value of t. Suppose x originally expresses the length of a person in meters
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(m), resulting in slope estimate wm
1 . Now we decide to change the data, and express

the length of a person in centimeters (cm) instead of meters. What is the new least
squares estimate wcm

1 of the slope?

(d) (3 points) What is the curse of dimensionality? Give an example of this phenomenon.

Question 2: Logistic Regression (13 points)

We want to assign songs to the correct music genre using features from the song lyrics. To
keep the problem simple, we only consider two genres: metal (t = 1) and blues (t = 0).
The value of a feature x is the number of times (0, 1, 2, 3, . . .) the word x occurs in the song
lyric. We estimate a logistic regression model on a data collection containing 20 examples
of class “metal” and 20 examples of class “blues”. The two features are counts of how many
times the words “dead” and “love” occur in the text. The results of fitting the logistic
regression model using maximum likelihood estimation are summarized below:

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 0.5130 0.4087 1.255 0.2094

dead 0.6004 0.7189 0.835 0.4037

love -1.2672 0.6770 -1.872 0.0612

(a) (4 points) Give a “common sense” interpretation of the sign of each of the coefficient
estimates.

(b) (3 points) According to the fitted model, what is the probability that a text that
contains the word “dead” twice, and the word “love” once, belongs to class “metal”?

(c) (3 points) Assuming we want to minimize the probability of an incorrect classification,
specify the classification rule we can derive from the fitted model.

(d) (3 points) Which coefficients would be judged “significantly different from zero” at
significance level α = 0.1?

Question 3: Neural Networks/Optimization (15 points)

Some “classical” statistical methods can also be modeled as (degenerate) neural networks.
For example, we can model logistic regression as a neural network without a hidden layer,
and a single output unit in which we apply the logistic sigmoid activation function. There
is a connection from each unit xi in the input layer to the unit in the output layer, with
associated weight wi. We also have a bias unit x0 which always outputs the value +1 and is
connected to the output unit, with associated weight w0. As usual for binary classification
we use the cross-entropy (negative log-likelihood) error function. Consider again the music
genre classification problem and the corresponding neural network (see next page):
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We are training the neural network with gradient-descent using the back-propagation
algorithm. The current weight values are w0 = 0.5, w1 = 0.5, and w2 = −1. We are
processing an example lyric of class “metal” (t = 1) in which the word “dead” does not
occur (x1 = 0), and the word “love” occurs once (x2 = 1).

(a) (4 points) Compute the network output y for the given input values and the current
weight values, by using forward propagation through the network.

(b) (3 points) Compute the local error δ at the output unit.

(c) (4 points) Compute
∂E

∂w2

(d) (4 points) Assume the step size or learning rate η is 0.1. Give the new value of w2

after processing the given example.

Question 4: Support Vector Machines (10 points)

We receive the following output from the optimization software for fitting a support vector
machine with linear kernel and perfect separation of the training data:

n xn,1 xn,2 tn an
1 3 5 −1 0
2 4 2 −1 0
3 6 6 −1 2

5

4 6 10 +1 0
5 7 8 +1 2

5

6 9 9 +1 0

Here xn,1 denotes the value of x1 for the n-th observation, an is the value of the Lagrange
multiplier for the n-th observation, etc. You are given the following formulas:

b = tm −
N∑

n=1

antnk(xm,xn) (for any support vector xm)

y(x) = b+
N∑

n=1

antnk(x,xn) w =
N∑

n=1

antnφ(xn)
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Answer the following questions:

(a) (2 points) Give the support vectors.

(b) (4 points) Compute the value of the SVM bias term.

(c) (4 points) Which class does the SVM predict for the data point x1 = 8, x2 = 6?
Show your calculation.

Part B: Geometrical Pattern Recognition

1. (Model fitting) 10 points

(a) (5 points) Explain how the Iterative Closest Point (ICP) algorithm works for
finding a translation to align two 3D finite point sets.

(b) (5 points) How does the Hough transform work to find a number of lines within
a finite set of points?

2. (Approximate point sets) 10 points

(a) (8 points) Give the formula for the Proportional Transportation Distance, and
explain how that works between two 2D finite point sets.

(b) (2 points) What changes are needed to make it work in higher dimensions?

3. (Voting schemes point set matching) 15 points

(a) (8 points) Explain how Geometric Hashing works for matching under rigid mo-
tions. What is the time complexity? Is it for exact or approximate, partial or
complete, 1-1 or n-m matching?

(b) (7 points) Explain how the Alignment method works and what the time com-
plexity is. Is it for exact or approximate, partial or complete, 1-1 or n-m match-
ing?

Explain your answers.

4. (Curve matching) 15 points

(a) (7 points) Give an algorithm to compute the Hausdorff distance between two
sets of line segments.

(b) (7 points) Give the formula for the Fréchet distance, and explain how it works.

(c) (1 point) What are the advantages of the Frchet distance over the Hausdorff
distance for curves?

Use pictures to explain.
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