
Exam Pattern Recognition
Monday, January 27, 2014

17.00-20.00 hours

General Remarks

1. Hand in your answers to part A (statistical pattern recognition) and part B
(geometrical pattern recognition) on separate sheets of paper.

2. Put your name and student number on every sheet.

3. You are allowed to use a calculator.
It is not allowed to consult books, notes, telephones, etc.

4. Always show how you arrived at the result of your calculations. Always explain your
answer, used symbols, etc. Be precise.

Part A: Statistical Pattern Recognition

Question 1 (20 points)

Answer the following questions:

(a) (4 points) In neural networks, what is weight decay? What is it used for?

(b) (4 points) In support vector machines we minimize the objective function

C

N∑
n=1

ξn +
1

2
||w||2.

What is the meaning and purpose of C in this expression?

(c) (4 points) Give a description of the gradient descent algorithm for optimization.

(d) (4 points) What is the curse of dimensionality? Give an example of this phenomenon.

(e) (4 points) What is the essential difference between generative and discriminative
models for classification? Give an example of both.
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Question 2: Regression (10 points)

According to Moore’s Law, the transistor count of integrated circuits doubles every two
years. Consider the following table of Intel CPUs, listing their year of introduction and
transistor count.

Intel CPU year transistors
4004 1971 2,154
8008 1972 3,481
8080 1974 6,190
8085 1975 6,494
8086 1978 27,384
80286 1982 133,352
80386 1985 261,016
80486 1988 1,211,528
Pentium 1992 3,162,278

In order to test Moore’s law, one could fit the non-linear regression model:

E[t | x] = a2bx,

where t denotes the transistor count, x denotes the year of introduction, and a, b are
unknown coefficients to be estimated from the data.

(a) What value would you expect the estimate of b to have if Moore’s law holds true?

An advantage of linear regression is that it has a closed-form solution for the least-squares
estimates of its coefficients.

(b) Is it possible to test Moore’s law using linear regression? If your answer is ‘no’,
explain why not. If your answer is ‘yes’, explain how it could be done.

Note: You don’t have to actually fit a model! The data was merely given for illustrative
purposes.

Question 3: Classification (20 points)

We receive the following output from the optimization software for fitting a support vector
machine with linear kernel and perfect separation of the training data:

n xn,1 xn,2 tn an
1 −2 2 −1 0
2 1 3 −1 1
3 3 1 −1 1
4 3 6 +1 0
5 4 4 +1 9

8

6 6 5 +1 0
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Here xn,1 denotes the value of x1 for the n-th observation, an is the value of the Lagrange
multiplier for the n-th observation, etc. The figure below is a plot of the same data set,
where the dots represent points with class −1, and the crosses points with class +1.

You are given the following formulas:

b = tm −
N∑

n=1

antnx
>
mxn (for any support vector xm)

y(x) = b+
N∑

n=1

antnx
>xn

ak(x) =
1

σ̂2
pooled

x̄kx−
1

2σ̂2
pooled

x̄2k + ln p̂(t = k) (univariate linear discriminant analysis)

Answer the following questions:

(a) Compute the value of the SVM bias term b.

(b) Which class does the SVM predict for the data point x1 = 5, x2 = 2?
Show your calculation (as always!)

(c) Give the univariate linear discriminant classification rule for this data set, using
variable x2 only (i.e., x1 is not used in fitting the model).

(d) Which class does k-nearest neighbor predict for the data point x1 = 3, x2 = 3, with
k = 1? Answer the same question for k = 3 and k = 5.
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Part B: Geometrical Pattern Recognition

1. (Model fitting) 10 points

(a) Describe three ways to model evidence whether a set of points forms a circle.

(b) How does the Hough transform work to find a number of lines within a finite
set of points.

2. (Exact point set matching) 10 points

(a) Give an algorithm to match two point sets by exact, 1-1, complete matching
under rotation.

(b) Explain what the time complexity of the algorithm is.

3. (Point set matching) 15 points

(a) Give an algorithm to compute the minimum Hausdorff distance under transla-
tion for finite point sets.

(b) Is it for exact or approximate, partial or complete, 1-1 or n-m matching?

Explain your answers.

4. (Curve matching) 15 points

(a) Explain what the Fréchet distance is.

(b) Give an algorithm to decide if the Fréchet distance between two polylines in the
plane is at most ε. Explain what the time complexity is.

(c) Give two variations of the Fréchet distance.
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