
Exam Advanced Data Mining

Date: 5-1-2012

Time: 14.00-17.00

General Remarks

1. You are allowed to consult 1 A4 sheet with notes written on both sides.

2. You are allowed to use a pocket calculator. Use of mobile phones is not
allowed.

3. Always show how you arrived at the result of your calculations.

4. You may answer in Dutch or English.

5. There are six questions, for which you can score a total of 100 points.

Question 1: Multiple Choice (16 pts)

For the following questions, zero or more answers may be true. In your answer,
give the numbers of the statements you think are true.

(a) Which of the following statements about graphical models are true?

1. An undirected graphical model is decomposable if and only if its
independence graph contains no chordless cycles of length greater
than three.

2. There is an algorithm that runs in polynomial time, which is guar-
anteed to find the tree-structured Bayesian network that maximizes
the MDL score.

3. In a Bayesian network, the Markov blanket of a node consists of its
parents and its children.

4. In learning a Bayesian multinet, we split the data according to the
value of the class variable, and learn a separate structure on the
attributes for each value.
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(b) Which of the following statements about classification trees are true?

1. For a numeric attribute, there are at most n−1 possible splits, where
n denotes the number of observations in the node concerned.

2. For each attribute there can be at most one split on that attribute
in a path from the root node to a leaf node.

3. If both children produced by a split have the same majority class,
and we use resubstitution error as an impurity measure, then the
impurity reduction of the split is zero.

4. From the viewpoint of computational complexity of tree construc-
tion, it is beneficial if each split that is performed divides the set of
observations in the node concerned exactly in half.

(c) Which of the following statements about frequent item set mining are
true?

1. Every item set has the same support as its closure.

2. All maximal frequent item sets are closed.

3. All closed frequent item sets are maximal frequent.

4. The worst case complexity of the Apriori algorithm is O(|R|2) where
|R| denotes the number of items.

(d) Which of the following statements about clustering are true?

1. The difference between k-means and k-medoids is that in k-medoids
the cluster representative (cluster center) is always an observed data
point whereas in k-means this is not the case.

2. In agglomerative hierarchical clustering, single-linkage means that
the distance between two clusters is taken to be the distance between
their cluster centers.

3. In k-means clustering, the minimum value of the error function can-
not go up when we increase the value of k.

4. The average silhouette value can go down when we increase the num-
ber of clusters.
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Question 2: Classification Trees (14 pts)

The tree given below, denoted by Tmax, has been constructed on the training
sample:
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In each node, the number of observations with class 0 is given in the left part,
and the number of observations with class 1 in the right part. The leaf nodes
have been drawn as rectangles.

(a) Compute the impurity of nodes t1, t2 and t3 according to the gini-index.

(b) Give the impurity reduction achieved by the first split.

(c) Compute T1, the smallest minimizing subtree of Tmax for α = 0.

(d) Compute the cost-complexity pruning sequence T1 > T2 > . . . > {t1}. For
each tree in the sequence, give the interval of α values for which it is the
smallest minimizing subtree of Tmax.
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Question 3: Undirected Graphs (20 pts)

Let M be the undirected graphical model on discrete variables (A,B,C,D,E)
with independence graph:

A

C D

B

E

(a) Does (A,B) ⊥⊥ (D,E) | C hold in this model? Explain.

(b) Give the observed = fitted margin constraints that must be satisfied by
the maximum likelihood fitted counts of M .

(c) Use the constraints of (b) together with the conditional independence
properties of M and general rules of probability, to find an expression for
the maximum likelihood fitted counts n̂(A,B,C,D,E) in terms of mar-
gins of the observed counts n(A,B,C,D,E). Justify each step in your
derivation.

Question 4: Bayesian Networks (25 pts)

Consider the following data on the admission (A) of applicants classified by
gender (G) to two different master programs (P ).

Admission
Program Gender Yes No
A Male 25 80

Female 35 115
B Male 220 75

Female 40 10

Consider a heuristic search for a Bayesian Network that maximizes the BIC
(=MDL) score

BIC(M) = L(M)− lnn

2
dim(M).

Here ln denotes the natural logarithm.

The algorithm performs a hill-climbing search where the neighbours of the cur-
rent model are obtained by either
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1. removing an arrow from the current model

2. adding an arrow to the current model

3. turning an arrow of the current model around

The initial model in the search is:

P

A

G

(a) Give all neighbours of the current model, and indicate which neighbours
are equivalent to each other, in the sense that they encode the same in-
dependence properties. Also indicate which neighbours are equivalent to
the current model.

(b) Compute the log-likelihood score L(M) of the current model on the given
data set, by filling in the maximum likelihood estimates in the log-likelihood
function. Use the natural logarithm in your computations, and use the
convention that 0 ln 0 = 0.

(c) Compute the BIC score of the current model on the given data set.

(d) Pick one of the neighbours that can be obtained by removing an edge, and
compute its BIC score. Show which part of the score of the current model
has to be recomputed, and which part remains the same.

Question 5: Frequent Item Set Mining (15 pts)

Given are the following six transactions on items {A,B,C,D,E}:

tid items
1 A,B,C
2 A,B,C
3 B,C
4 B,C,D
5 B,C,D,E
6 E

(a) Use the Apriori algorithm to compute all frequent item sets, and their
support, with minimum support 2. Clearly indicate the steps of the algo-
rithm, and the pruning that is performed.
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(b) Use the A-close algorithm to compute all closed frequent item sets, with
minimum support 2. Clearly indicate the steps of the algorithm, and the
pruning that is performed.

Question 6: Subgroup Discovery (10 points)

We are given the following data on age and income (in thousands) of 10 accepted
loan applicants. If the client defaulted on the loan this is coded as y = 0, if
the client did not default this was coded as y = 1. We are using the PRIM
algorithm to find groups of clients with a low default risk, with peeling fraction
α = 0.3 and minimum support β0 = 0.4.

Record age income y
1 22 28 0
2 46 31 0
3 25 24 0
4 23 27 0
5 29 32 0
6 45 30 1
7 63 58 1
8 36 52 1
9 24 40 1

10 50 29 1

(a) Give all the peeling actions on age and income that PRIM considers in
the first step on the given data set. Which of these peeling actions will be
chosen? Give the resulting box (rule), the average value of y in the box,
and the support of the box.

(b) Continue peeling until the stopping criterion of the top-down peeling al-
gorithm is met. Give all the boxes in the sequence, as well as their average
y values and supports.
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