
Exam Data Mining
Date: 6-11-2019 Time: 13.30-16.30

General Remarks

1. You are allowed to consult 1 A4 sheet with notes written (or printed) on both sides.

2. You are allowed to use a (graphical) calculator. Use of mobile phones is not allowed.

3. Always show how you arrived at the result of your calculations. Otherwise you can
not get partial credit for incorrect answers.

4. This exam contains five questions for which you can earn 100 points.

Question 1: Multiple Choice (18 points)

1. (Cost-complexity pruning) In cost-complexity pruning, the total cost of a tree
is a function of:

(a) its resubstitution error and number of leaf nodes.

(b) its impurity reduction and depth.

(c) its resubstitution error and the number of split variables used.

(d) its resubstitution error and depth.

2. (Graphical Models) Consider the undirected graphical model with independence
graph A−B − C −D. The formula for the maximum likelihood fitted counts is:

(a) n̂(A,B,C,D) = n(A,B,C,D).

(b)

n̂(A,B,C,D) =
n(A,B)n(B,C)n(C,D)

n(B,C)
.

(c)

n̂(A,B,C,D) =
n(A,B)n(B,C)n(C,D)

n(B)n(C)
.

(d) This model has no closed-form solution for the maximum likelihood fitted counts.
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3. (Graphical Models) Consider this table of counts on binary variables X1 and X2:

n(x1, x2) x2 = 0 x2 = 1 Total
x1 = 0 10 10 20
x1 = 1 10 10 20
Total 20 20 40

Which model has the best AIC score on this data?

(a) lnP (x1, x2) = u∅.

(b) lnP (x1, x2) = u∅ + u1x1 + u2x2.

(c) lnP (x1, x2) = u∅ + u1x1 + u2x2 + u12x1x2.

(d) The saturated model.

4. (Logistic Regression) In a logistic regression with hours of study as the only predictor
variable, and success on the exam as the class variable (pass=1; fail=0) we find
that the maximum likelihood estimate of the coefficient of the predictor variable is
β̂1 ≈ 0.215. Hence, according to the fitted model:

(a) Every extra hour of study increases the probability of success with about 21.5%.

(b) Every extra hour of study increases the probability of success with about 24%.

(c) Every extra hour of study increases the odds of success with about 21.5%.

(d) Every extra hour of study increases the odds of success with about 24%.

5. The main technique used in the PCY (Park-Chen-Yu) algorithm for frequent itemset
mining is:

(a) Cross-validation.

(b) Hashing.

(c) Random sampling.

(d) Bootstrapping.

6. Which of the following statements about frequent itemset mining are true?
(any number from 0 to 4 can be true!)

(a) All maximal frequent itemsets are closed.

(b) All subsets of a frequent itemset are frequent.

(c) All database transactions (baskets), regarded as itemsets, are closed.

(d) If all subsets of an itemset are frequent, then the itemset is frequent.
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Question 2: Classification Trees (22 points)

Consider the following data on numerical attribute x and class label y.

x 2 3 5 5 6 8 8 8 9 9
y 0 0 0 0 0 0 1 1 1 1

The class label can take on two different values, coded as 0 and 1. We use the gini-index
as impurity measure. The best split is the one that maximizes the impurity reduction.

(a) List all the splits on x that are allowed by the algorithm that was discussed during
the course.

(b) For which of the splits that you listed under (a) do we need to compute the impurity
reduction in order to determine the best split? (don’t list any more splits than strictly
necessary)

(c) Give the impurity reduction of the best split.

(d) In the lectures on classification trees we have discussed algorithms that only make
binary splits. Some classification tree algorithms, however, make a separate child
node for each possible value of a categorical variable. The impurity reduction of a
split s in node t generalizes in the obvious way:

∆i(s, t) = i(t)−
J∑

j=1

π(j)i(j),

where π(j) is the proportion of cases in node t with X = j, and i(j) is the impurity
of the child node for the cases in node t with X = j. Argue that such a split has an
impurity reduction at least as high as the impurity reduction of any binary split in
node t on the same attribute. Assume we use the gini-index to measure the impurity
of a node. You may use J = 3 to make your argument.

Question 3: Naive Bayes for Text Classification (20 points)

You are given the following collection of song lyrics with corresponding music genre:

songID words in lyrics Genre
s1 shake ya fanky fanky ya ya Funk
s2 shake baby shake Funk
s3 fire hell thunder hell Metal
s4 blood hell venom Metal
s5 hell ya burn ?

Here s1-s4 are the training examples, and s5 is a test example with unknown class label.
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(a) Use s1-s4 to estimate P (ya | Funk) and P (ya | Metal) according to the multinomial
Naive Bayes model. Use Laplace smoothing.

(b) Compute P (Funk | s5) en P (Metal | s5) according to the multinomial Naive Bayes
model. Use Laplace smoothing.

Question 4: Recommender Systems (20 points)

You are given the following utility matrix, representing the ratings (on a 1-5 star scale) of
five items, a through e, by three users A, B, and C.

Users
Items

a b c d e

A 4 5 5 1
B 3 4 3 1
C 2 1 3

(a) Give the Jaccard similarity between users A and B.

(b) Give the cosine similarity between users A and C.

(c) Give the most important disadvantage of using Jaccard similarity to compute the
similarity between users.

(d) Give the most important disadvantage of using cosine similarity to compute the
similarity between users.

Question 5: Bayesian Networks (20 points)

We analyse a text corpus with 320 genuine hotel reviews and 320 fake reviews, using
Bayesian networks. We made a small selection of terms from the corpus. The data is
summarized in the table below:

0 1
great 516 124
location 514 126
rude 542 98
towels 572 68
spam 320 320

For example, great = 1 means the review contains the word “great”, and spam = 1 means
the review is spam (fake).
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We perform a hill-climbing search starting from the empty graph (the mutual indepen-
dence model). Neighboring models are obtained by adding a single edge to the current
model. Deleting or reversing edges is not allowed. In the search process we compute the
change in score due to the addition of the different edges to the current model, the so-called
“delta scores”. Delta scores that have been computed in previous iterations, and that are
still valid, are not recomputed but retrieved from memory.

(a) Suppose that in the first iteration of the search process, the edge great→ location

has been added. Which delta scores have to be recomputed in the second iteration?

After completing the search we obtain a model with the following network structure:

great

location rude

towels

spam

The questions below are about this model.

(b) Which variables are, even in the presence of the other variables, relevant for the
prediction of spam?

(c) Give the essential graph.

(d) Suppose the log-likelihood score is L = −1500. What is the BIC score?
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