
Exam Data Mining
Date: 24-12-2015
Time: 13.30-16.30

General Remarks

1. You are allowed to consult 1 A4 sheet with notes written on both sides.

2. You are allowed to use a pocket calculator. Use of mobile phones is not allowed.

3. Always show how you arrived at the result of your calculations. Otherwise you can
not get partial credit if the final answer is incorrect.

4. There are five questions, with which you can earn 100 points.

Question 1 Short Questions (25 points)

Answer the following questions. Each question is worth 5 points.

(a) Consider the following claim: All maximal frequent item sets are closed. Is this claim
true or false? If it is true, give a convincing argument to demonstrate its truth. If it
is false, give a counterexample.

(b) Consider the labeled rooted ordered trees T1 = ab ↑ c and T2 = aacb ↑↑ b ↑↑ c. How
many times does T1 occur as an embedded subtree of T2?

(c) We specify a hierarchical log-linear model by listing its highest order interaction
terms. Consider the following hierarchical log-linear model on the variables A,B,C,
and D:

[ABC], [BD], [CD],

where the interaction terms are given between square brackets.

(1) Draw the independence graph of this model.

(2) Is this a graphical model?
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(d) Give the essential graph of the following directed independence graph:

D

A

C

B

(e) In link-based classification, consider the following link structure with labeled nodes.
The nodes represent articles that can be about subject A or B (the node labels). An
arrow from node i to node j, means that article i cites article j.

A

A

A

B

B

B

B

?

Fill in the values of the link attributes of the node labeled “?” in the table below
(copy the table to your answer sheet):

in-A in-B out-A out-B co-A co-B
Count Link
Mode Link
Binary Link

Here “in”, “out”, and “co” stand for in-links, out-links, and co-citation links
respectively.

Question 2: Classification Trees (15 points)

Consider the following data on numeric attribute x and class label y. The class label can
take on three different values, coded as A, B and C.

x 8 8 12 12 16 16 16 16 20 20
y A B A B B B C C B C

2



We use the gini-index as impurity measure. The optimal split is the one that maximizes
the impurity reduction.

(a) Which candidate split(s) do we have to evaluate to determine the optimal one?
(don’t list any more splits than strictly necessary) (5 points)

(b) What is the optimal split on x, and what is the impurity reduction of that split?
(10 points)

Question 3: Frequent Sequence Mining (15 points)

Consider the following database of sequences:

sid sequence
1 DATA
2 DADA
3 ADA

Use the GSP algorithm to find all frequent sequences with minsup=2. Visualize the search
process as a prefix tree. Write the support between brackets next to a candidate sequence
if and only if it needs to be counted on the database.
Put a cross below a sequence if its support is smaller than minsup.
(It is advised to rotate your answer sheet 90◦ to draw the tree in landscape mode.)

Question 4: Frequent Itemset Mining (20 points)

The table below contains all closed frequent itemsets and their support of a database with
transactions on items {A,B,C,D,E}:

itemset support
A 3
BD 3
CE 3
D 4
E 4
AD 2
BDE 2

(a) Give all frequent item sets and their support. (5 points)

(b) Is AD a generator in the A-close algorithm? If your answer is “yes”, give its closure.
If your answer is “no”, explain why not. (5 points)

(c) Is BD a generator in the A-close algorithm? If your answer is “yes”, give its closure.
If your answer is “no”, explain why not. (5 points)

(d) Give all maximal frequent itemsets. (5 points)
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Question 5: Bayesian Networks (25 pts)

Consider the following data on the admission (A) of applicants classified by gender (G) to
two different master programs (P ).

Admission
Program Gender Yes No
A Male 25 80

Female 35 115
B Male 220 75

Female 40 10

Consider a heuristic search for a Bayesian Network that maximizes the AIC score

AIC(M) = L(M)− dim(M).

Here M denotes a Bayesian network model, L(M) denotes the log-likelihood score of M ,
and dim(M) denotes the number of parameters of M .

The algorithm performs a hill-climbing search where the neighbours of the current model
are obtained by either: (1) removing an edge from the current model, (2) adding an edge
to the current model, or (3) turning an edge of the current model around.
The initial model in the search is:

P

A

G

(a) Give all neighbours of the current model, and indicate which neighbours are equiva-
lent to each other, in the sense that they encode the same independence properties.
Also indicate which neighbours are equivalent to the current model. (6 points)

(b) Compute the contribution of node A to the AIC score of the current model. Use the
natural logarithm in your computations. (8 points)

(c) Does the model obtained by removing the arrow from G to A have a better AIC score
than the current model? Justify your answer by showing the relevant calculations.
(8 points)

(d) State in a single sentence the independence assumption encoded by the model
obtained by removing the edge from A to G. (3 points)
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