
Example Exam Advanced Graphics 

 

Note: questions for the actual exam will be more carefully worded. 

 

1. In Whitted style ray tracing, the contribution of each point light is scaled by the material 

color, the dot product between the surface normal and a vector to the light and the inverse 

of the squared distance to the light source. Explain the physical basis of this approach. 

 

2. In his paper, Turner Whitted explains that shading calculations can be performed on three 

scales: microscopic, local and global. Until his paper, shaders operated on local data. The 

new model uses global information. What is local and global information in this context? 

 

3. Can you cast a shadow on a clean bathroom mirror? 

 

4. Specular reflections are handled separately in Whitted-style ray tracing and Kajiya-style path 

tracing. Why can’t we use BRDF sampling for these surface interactions?  

 

5. Explain the term total internal reflection. 

 

6. Describe the ‘Teapot in a stadium’ problem, and how it relates to acceleration structure 

construction. 

 

7. In the paper “Interactive Rendering with Coherent Ray Tracing” (Wald et al.), seven benefits 

of ray tracer over rasterization are listed. Write down and explain four. 

 

8. In the same paper, logarithmic scaling of rendering cost in the number of triangles is used to 

claim superior performance for sufficiently complex scenes compared to rasterization. Is this 

argument valid? 

 

9. Why is the regular grid (as used in e.g. 5 Faces by Fairlight) still be a good option in certain 

situations? 

 

10. Explain the kD-tree traversal process. 

 

11. Why is it often advantageous to have empty leaves in a kD-tree, and why do we not have 

these in a BVH? 

 

12. Explain how BVH construction is similar to QuickSort. 

 

13. What is ‘agglomerative clustering’? 

 

14. In the paper “Fast Agglomerative Clustering for Rendering”, the authors state that 

agglomerative clustering is a greedy approach, which the SAH also is. How do they explain 
the higher quality of the trees constructed using their method? 

  



15. Why do we use the area of a BVH node rather than its volume in the surface area heuristic?  

 

16. The surface area heuristic is evaluated lazily. What does this mean? What are the 

consequences? 

 

17. In the paper “Heuristics for Ray Tracing using Space Subdivision”, two heuristics are 

discussed. The first one is the SAH, what is the other one? 

 

18. Which problem does the spatial splits for bounding volume hierarchies solve? 

 

19. Give an example of an animation for which refitting would be suitable, and one for which it 

isn’t suitable. Provide explanation in both cases.  

 

20. How does ray packet traversal reduce bandwidth requirements of the ray tracing algorithm? 

 

21. Explain how ‘ranged traversal’ works. 

 

22. Whitted-style ray tracing is a point-sampling algorithm. Is this also true for distributed ray 

tracing (Cook style)? Why / why not? 

 

23. Explain the term ‘Distributed’ in the title of the paper “Distributed Ray Tracing”.  

 

24. In the rendering equation, we scale incoming radiance based on the incident angle. Explain 

how energy preservation holds despite this. 

 

25. Why is the diffuse BRDF albedo/pi? 

 

26. In what sense is ‘next event estimation’ a form of importance sampling? What is the PDF? 

Does this form of IS adhere to the requirements for a PDF? 

 

27. Next event estimation is generally more efficient for sampling light sources. Give an example 

of a situation where hemisphere sampling (implicit sampling) is more efficient.  

 

28. What is the ‘curse of dimensionality’ in the context of stratified sampling? 

 

29. Why don’t we use next event estimation for a path vertex on a pure specular surface?  

 

30. Explain why the PDF for sampling the Lambertian PDF is cos/pi.  

 

31. Explain how depth of field is calculated in a path tracer. 

 

32. A skybox is centered around the camera, and its size is irrelevant. Why is this? 

 

33. What is an IES profile? 


