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1 Introduction

The Network of Excellence AIM@SHAPE [1] has taken the initiative to organize a 3D shape retrieval
evaluation event: SHREC - 3D Shape Retrieval Contest [2]. The general objective is to evaluate the
effectiveness of 3D-shape retrieval algorithms.

3D media retrieval is overlooked in most commercial search engines, while at the same time it is
expected to represent a huge amount of traffic and data stored in the Internet. Indeed, “geometry is
poised to become the fourth wave of digital-multimedia communication”, where the first three waves
were sound in the 70’s, images in the 80’s, and video in the 90’s [3]. Recent advances in technology
have made available cost-effective scanning devices that could not even be imagined a decade ago. It
is now possible to acquire 3D data of a physical object in a few seconds and produce a digital model
of its geometry that can be easily shared on the Internet. On the other hand, most PCs connected to the
Internet are nowadays equipped with high-performance 3D graphics hardware, that support rendering,
interaction and processing capabilities from home environments to enterprise scenarios.

Three-dimensional shape retrieval is fundamentally different from two-dimensional shape re-
trieval. Most 2D methods do not generalize directly to 3D. This is due to the different nature of
the content: descriptors used for 2D images are concerned with color, textures, and properties that
capture geometric details of the shapes segmented in the image. While one-dimensional boundaries
of 2D shapes allow a direct parametrization (e.g. by arc length), the boundary of arbitrary 3D ob-
jects cannot be parametrized in a straightforward manner, especially when the shape exhibits complex
topology such as through-holes or handles. Most notably, feature extraction for image retrieval is
intrinsically affected by the so-called sensory gap, the gap between the physical object in a real world
scene and the digital description derived from a recording of that scene. The sensory gap makes the
description of objects an ill-posed problem and casts an intrinsic uncertainty on the descriptions due to
the presence of information which is only accidental in the image or due to occlusion and/or perspec-
tive distortion. On the other hand, the boundary of 3D models is represented explicitly, and therefore
does not need to be segmented from a background. Hence, while the understanding of the content of
a 3D vector graphics remains an arduous problem, the initial conditions are different and potentially
allow for more effective and reliable search results.

TREC, the Text Retrieval Conference [4], is a series of workshops on large scale evaluation of
text retrieval technology organized since 1992, which has had a major impact on the text retrieval
community. Following the successful example of TREC, a number of other competitions have been
organized, for example:
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Participant Affiliation Reference Run file Code
Chaouch et al. INRIA, France [11] 1 C1

2 C2
Daras et al. Thessaloniki, Greece [12] 1 D1
Jayanti et al. Purdue University, Indiana [13] 1 J1

2 J2
3 J3

Laga et al. NAIST, Japan [14] 1 L1
2 L2

Makadia et al. University of Pennsylvania [15] 1 M1
2 M2
3 M3
4 M4

Papadakis et al. Athens, Greece [16] 1 P1
Shilane et al. Princeton University, New Jersey [17] 1 S1

2 S2
3 S3

Zaharia et al. INT, France [18] 1 Z1

Table 1: SHREC2006 participants.

• TRECVID, the TREC Video Retrieval Evaluation [5].

• FRGC, the Face Recognition Grand Challenge [6].

• VOC, the Visual Object Classes challenge [7].

• MIREX, the Music Information Retrieval Evaluation Exchange [8].

• INEX, the Initiative for the Evaluation of XML [9].

• FVC, the Fingerprint Verification Competition [10].

Thirteen candidates registered for SHREC2006, five withdrew after the test collection was made
available. Within 48 hours after the release of the query set, each participant had to submit the retrieval
results of all queries as a ranked list per query. Up to five ranked lists could be submitted. The ranked
lists may be the result of runs of different algorithm, or runs of the same algorithm with different
parameter settings. Table 1 lists the participants and the coding of the run files used in the rest of this
paper.

2 Test collection

The collection to search in consists of all the classified models from the Princeton Shape Benchmark
(PSB) Version 1, both the models from the training set and those from the test set (1814 models).
The files have been renamed and put into a single directory, such that the classification of the objects
cannot be derived from the path and filename. The total collection consists of 1814 models, and has
been distributed via the SHREC website [2] and directly from the PSB website [19].
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Figure 1: The 30 queries of the contest.

3 Queries

Each participant was requested to submit five candidate queries that are not already in the PSB. From
all the submitted candidates, 30 queries were selected, see figure 1. Each query was classified into
one of the classes of the PSB. The relevance assessments is done according to this base classification
on a ternary relevance scale: highly relevant, giving a score of 2, marginally relevant giving score 1,
not relevant giving score 0.

All items in the query class are considered highly relevant. Items in sister classes are con-
sidered marginally relevant. Depending on the shape, sometimes other classes are also considered
(marginally) relevant. For example, query 21 is a short screwdriver. For this query, the screwdrivers
in the PSB are highly relevant, and the ice creams have been labeled marginally relevant. See the
website [2] for the full relevance assessment of all queries. The number of relevant items in the col-
lection ranges from 5 for queries 21 (screwdriver) and 28 (duck), to 104 for query 13 (fighter jet). The
number of marginally relevant items ranges from 0 to 218.
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4 Performance measures

For each query there exists a set of highly relevant items and a set of marginally relevant items.
Therefore, most of the evaluation measures have been split up as well. The evaluation measures
“xxx(highly relevant)” are based on the highly relevant items only, while the evaluation measures
“xxx(relevant)” are based on all relevant items (highly relevant items + marginally relevant items).

The submitted ranked lists are turned into a gain vector by replacing item IDs by their relevance
scores. A highly relevant retrieved item corresponds to relevance score 2, a marginally relevant re-
trieved item corresponds to relevance score 1, and a non-relevant retrieved item corresponds to rele-
vance score 0.

Throughout this document the following abbreviations are used.

• Ds: size of the dataset (1814).

• Ch: number of highly relevant classified items.

• Cm: number of marginally relevant classified items.

• Cr: number of relevant classified items (Cm + Ch).

• Cn: number of non-relevant classified items (Ds− Cr).

• V h: number of visible highly relevant items (i.e., relevant items in the ranked list).

• V m: number of visible marginally relevant items.

• V r: number of visible relevant items (V m + V h).

• V a: number of visible items (length of ranked list).

• V n: number of visible non-relevant items (V a− V r).

The following evaluation measures are used.

• True Positives(highly relevant) = V h.

• True Positives(relevant) = V r.

• False Positives(highly relevant) = V a− V h.

• False Positives(relevant) = V a− V r.

• True Negatives(highly relevant) = Ds + (V h− V a)− Ch.

• True Negatives(relevant) = Ds + V r − V a− Cr.

• False Negatives(highly relevant) = Ch− V h.

• False Negatives(relevant) = Cr − V r.

• First Tier(highly relevant) = (number of visible highly relevant items within the first d1 items
of the ranked list / d1 ) * 100% (if V a < Ch then d1 = V a else d1 = Ch).

• First Tier(relevant) = (number of visible relevant items within the first d1 items of the ranked
list / d1 ) * 100% (if V a < Cr then d1 = V a else d1 = Ch).
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• Second Tier(highly relevant) = (number of visible highly relevant items within the first d2 items
of the ranked list / d2 ) * 100% (if V a < 2 ∗ Ch then d2 = V a else d2 = 2 ∗ Ch).

• Second Tier(relevant) = (number of visible relevant items within the first d2 items of the ranked
list / d2 ) * 100% (if V a < 2 ∗ Cr then d2 = V a else d2 = 2 ∗ Ch).

• Precision(highly relevant) = V h/V a.

• Precision(relevant) = V r/V a.

• Recall(highly relevant) = V h/Ch.

• Recall(relevant) = V r/Cr.

• Average Precision(highly relevant) = average of the Precision(highly relevant) scores after each
highly relevant retrieved item.

• Average Precision(relevant) = average of the Precision(relevant) scores after each relevant re-
trieved item.

• Average dynamic recall (ADR) is defined as

ADR =
1
q

q∑
i=1

ri

where

q =

{
V a if V a < Cr
Cr otherwise

and ri = f/i, with

f =

{
number of visible highly relevant items within the first i items if i ≤ Ch
number of visible relevant items within the first i items otherwise

• The cumulated gain vector CG is defined recursively as [21]:

CG[i] =

{
G[1] if i = 1
CG[i− 1] + G[i] otherwise

• The discounted cumulated gain vector DCG is defined recursively as [21]:

DCG[i] =

{
CG[1] if i = 1
DCG[i− 1] + (G[i]/ log i) otherwise

• The normalized cumulated gain vector NCG is obtained by dividing CG by the ideal cumulated
gain vector ICG [21].

For example, let query q have Ch = 6 and Cm = 5, thus Cr = 5 + 6 = 11. Let the gain vector
be G′ = [2, 2, 1, 2, 2, 1, 0, 1, 0, 1, 2, 0, 0, 0], thus V h = 5, V m = 4, V a = 14, and V n = 5. Applied
to the example, we get the following performance values.

• True Positives(highly relevant) = 5.
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Figure 2: Query 3, a street sign, and the discounted cumulated gain vs. rank [1,100] for all submitted
ranked lists.

• True Positives(relevant) = 9.

• False Positives(highly relevant) = 14− 5 = 9.

• False Positives(relevant) = 14− 9 = 5.

• True Negatives(highly relevant) = 1814 + 5− 14− 6 = 1799.

• True Negatives(relevant) = 1814 + 9− 14− 11 = 1798.

• False Negatives(highly relevant) = 6− 5 = 1.

• False Negatives(relevant) = 11− 9 = 2.

• First Tier(highly relevant) = (4/6) ∗ 100% = 66.667%.

• First Tier(relevant) = (9/11) ∗ 100% = 81.818%.

• Second Tier(highly relevant) = (5/12) ∗ 100% = 41.667%.

• Second Tier(relevant) = (9/14) ∗ 100% = 64.285%.

• Precision(highly relevant) = 5/14 = 0.35714.

• Precision(relevant) = 9/14 = 0.6428.

• Recall(highly relevant) = 5/6 = 0.83333.

• Recall(relevant) = 9/11 = 0.8181.
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Rank Query 1 Query 3 Query 6
1 Z1 L2 M2
2 M2 L1 S3
3 D1 D1 M1
4 M1 S2 D1
5 C2 S3 S1
6 C1 C2 S2
7 J2 S1 Z1
8 J1 C1 J1
9 S3 P1 P1
10 P1 J2 J2
11 S2 M1 M3
12 L1 M2 C2
13 L2 M3 M4
14 S1 J3 C1
15 J3 M4 J3
16 M3 J1 L1
17 M4 Z1 L2

Table 2: Example ranking for individual queries.

• Average Precision(highly relevant) = (1/1 + 2/2 + 3/4 + 4/5 + 5/11)/5 = 0.80090.

• Average Precision(relevant) = (1/1+2/2+3/3+4/4+5/5+6/6+7/8+8/10+9/11)/9 =
0.94368.

• ADR = (1+1+0.667+0.75+0.8+0.667+0.857+0.875+0.777+0.8+0.818)/11 = 0.819.

• CG = [2, 4, 5, 7, 9, 10, 10, 11, 11, 12, 14, 14, 14, 14]

• DCG = [2.0, 4.0, 4.63093, 5.63093, 6.492283, 6.8791356, 6.8791356, 7.212469, 7.212469,
7.5134993, 8.091629, 8.091629, 8.091629, 8.091629].

• ICG = [2, 4, 6, 8, 10, 12, 13, 14, 15, 16, 17].
NCG = [2/2, 4/4, 5/6, 7/8, 9/10, 10/12, 10/13, 11/13, 11/14, 12/15, 14/16, 14/17, 14/17, 14/17].

• IDCG = [2.0, 4.0, 5.2618594, 6.2618594, 7.123213, 7.8969183, 8.253125, 8.586458, 8.901923,
9.202953, 9.492018].
NDCG = [2.0/2.0, 4.0/4,0, 5.2618594/5.2618594, ...., 8.091629/9.492018, 8.091629/9.492018].

In addition to the above performance measures, the average (discounted) cumulated gain versus
percentage recall, evaluated at each relevant item in the ranked list is plotted.

For a whole run over all queries, the following is computed:

• Mean Average Precision(highly relevant/relevant).

• Mean First Tier(highly relevant/relevant).

• Mean Second Tier(highly relevant/relevant).
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Rank Run code MADR value
1 M2 0.5498626
2 M1 0.54084843
3 D1 0.5242406
4 C1 0.50018275
5 P1 0.49523294
6 S3 0.4937149
7 Z1 0.49247277
8 S2 0.48770607
9 C2 0.42156762
10 S1 0.39706558
11 M3 0.39249521
12 M4 0.37667266
13 L1 0.32631385
14 L2 0.30619973
15 J2 0.26785165
16 J3 0.2370221
17 J1 0.23020707

Table 3: Mean average dynamic recall.

• Mean Average Dynamic Recall.

• Mean (Normalized) Cumulated (Discounted) Gain @ x (absolute rank).

5 Results

For each individual submitted query result list, the following performance measures are calculated:
Average Precision, First Tier, Second Tier, Precision, Recall, (all these are evaluated for only highly
relevant items, and all relevant items), Average Dynamic Recall, Cumulated Gain, Normalized Cumu-
lated Gain, Discounted Cumulated Gain, Normalized Discounted Cumulated Gain (all for the first 5,
10, 25, 50, and 100 ranked items), Average (Discounted) Cumulated Gain vs. Recall %, (Discounted)
Cumulated Gain vs. Rank [1,100], and Normalized (Discounted) Cumulated Gain vs. Rank [1,100].

None of the participants used an adaptive method to cut of the ranked list. Either 200 were returned
(Shilane et al.), or 1802 (Jayanti et al.) or all 1814 (the rest). Therefore, the performance measures
precision and recall are meaningless.

We further note that there are often no big differences between the performance measure for only
the highly relevant items and all relevant items. Also between the various versions of cumulative gain
there are no big differences.

Figure2 shows just one example query and its performance graph: query 3 and the graph of the
discounted cumulative gain vs. rank [1,100]. In many other query results, the lines in the graphs are
much closer together.

Of course, each single query says little about the overall performance of a method. Indeed, the
method ranked first in terms of cumulated gain [1,100] for query 1 (Z1), has the last rank for query 3.
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Figure 3: Mean normalized discounted cumulated gain graph over ranks [1,100]. At rank 100 the
order from top to bottom is M2, M1, D1, P1, S3, S2, Z1, C1, C2, S1, M3, M4, L1, L2, J2, J3, J1.

In turn, the method ranked first for query 3 (L2), has the last rank for query 6, see table 2. However,
the individual query performances may give insight into the strong and weak aspects of the methods.

The results per run file average the performance of a single method over all 30 queries, thus
providing an overall impression of the performance of an algorithm. Table 3 gives a listing of all runs,
ranked according their value for the Mean Average Dynamic Recall. This ranking is similar to the
ranking according to their value of the Mean Normalized Discounted Cumulated Gain at rank 100 for
example, in the sense that the head and the tail of the two lists are the same. Figure 3 plots the Mean
Normalized Discounted Cumulated Gain over all ranks [1,100].

An overview of results is presented at a special session of SMI06, Shape Modeling International
2006 [22].

6 Concluding remarks

The contest provides a nice selection of the state of the art in the 3D shape retrieval field. We believe
that the results provide an excellent opportunity to analyze the various algorithms, their strengths, as
well as their weaknesses. Using a common test collection allows a direct comparison of algorithms.
At the same time, a single test collection and (chosen) ground truth only shows part of the whole
picture. Care should be taken not to draw too far reaching conclusions from this single evaluation.

We now used an existing test collection and classification. It would be nice to use other collections
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as well in the future, in order to avoid too specific engineering and over-fitting towards a particular
test set, an effect that is also visible in the 2D shape classification and retrieval domain [23]. For
next year it is our intention to organize a multi-track contest. Possible track themes are partial and
whole matching, polygon soup and watertight model matching, mechanical part matching, molecule
matching, and 3D face matching. Also for the coming years the SHREC results will be presented at
the SMI conference.

Defining multiple tracks, deciding upon the test collection, queries, relevance assessment, and
performance measures is a substantial amount of work. However, it works well if participants have an
active role, as is shown for this edition of SHREC. We thank all the participants!
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