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Abstract

Communication will always be an important feature of agents. It allows
the agents to exchange knowledge, but also to cooperate with each other on
tasks. This is especially important for agents which are applied on the Inter-
net. However, to make this communication actually work, the agents have
to speak and understand the same language. A lot of work has been done
on standardizing agent communication by the Foundation for Intelligent
Physical Agents (FIPA). They have developed an Agent Communication
Language (ACL) based on communicative acts, which is being used more
and more.

Another problem with agents is that most agents today are programmed
in whatever language is found suitable by the programmer: Lisp, C, Java,
etc. There is no standard language for developing agents. At the moment,
the agent programming language 3APL is being developed and implemented
at the University of Utrecht. 3APL is an implementation language for cog-
nitive agents that have beliefs and goals as mental attitudes and can revise
or modify their goals. However, this language is currently only single agent.
We have made a start in extending this language to multi-agents by making
communication between agents possible.
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Chapter 1

Introduction

Agents have been a hot issue in AI research for the past 10 years and still
are. The term agents has moved from meaning a class of artifacts to a
new paradigm in software development. They can be used to implement
complex and dynamic software systems. However, like humans, agents work
more effectively if they are used in multi-agent systems. But simply putting
the agents together in a network does not make them work more effectively.
They need to use a way of communicating so that they can share information,
request actions from one another and cooperate on achieving goals. To do
this, a common language has to be used.

It is possible to define an ad-hoc language for each multi-agent system
that is created, but this makes that system almost inaccessible for outside
agents. Because these agent almost have to examine the programming of
the original agents to understand the semantics of the communication that
is used in that particular multi-agent system. And if an agent has the ability
to travel from one multi-agent system to another, e.g. by using the Internet,
then that agent will need to learn a new language every time he moves.

To help make these multi-agent systems as accessible as possible, sev-
eral different standard agent communication languages have been created.
These languages consist of several components and parameters, such as pro-
positional attitudes, ontologies, content-languages, etc. These are all used
to define the meaning of a specific message as accurately as possible.

The meaning of messages is normally defined through defining the mean-
ing of the parameters. This defines the meaning of a communicative act as
well. Defining the meaning of a communicative act has been studied a lot,
but usually the semantics of a communicative act is defined through pre-
conditions and postconditions. However, defining the meaning of sending
and receiving communicative acts is not a trivial task. It has been argued
in [11] that preconditions for a communicative act in which the sender is
supposed to have knowledge about the state of mind of the receiver are not
very realistic. These preconditions can never be checked, because the sender
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cannot verify whether they actually hold: beliefs of an agent are considered
private information and the sending agent cannot “look inside the head of
the receiver”.

Defining postconditions for communicative acts is also difficult. A sender
has an intended purpose when sending a message, but one cannot guarantee
that this purpose is actually achieved. This depends for a large part on the
receiver, which is autonomous. Therefore, the effect of a message is mostly
determined by the receiving agent. If strict postconditions are defined for
communicative acts, this poses heavy constraints on the way agents have to
handle messages and the mental updates they have to make.

The crux of the matter seems to lie in the balance between the autonomy
of the agents on the one hand and the wish to predict the effects of a com-
municative act on the other hand. The first is of prime importance for two
reasons. First, because autonomy is one of the most important characterist-
ics of agents. Secondly, in open agent systems one cannot predict how other
agents work internally and therefore are seemingly completely autonomous.
However, one also would like to give precise semantics for the messages and
their effects in order to standardize agent communication and for agents to
be able to reflect about communicative acts.

This thesis extends [2] and it explores the balance between the autonomy
of the agents and agent communication in the practical setting of an agent
programming language. This programming language is currently being de-
veloped at the Utrecht Institute of Information and Science, and is called
‘An Abstract Agent Programming Language’ (3APL1)[1, 5]. This agent pro-
gramming language can currently only be used to implement single agents.

We hope that the extension of the theoretical and semantical model leads
to an extension of the implementation. This is a first step in making it a
multi-agent programming language, but many more things have to be done.

1.1 Communicating Agents and Artificial Intelli-
gence

Most agent researchers agree that following characteristics are constitutive
of intelligent agents (taken from [5]):

• agents have a complex internal mental state which is made up of be-
liefs, desires, plans and intentions, and which may change over time;

• agents act pro-actively, i.e. goal-directed and reactively, i.e. respond
to changes in their environment in a timely manner, and

• agents have reflective or meta-level reasoning capabilities.

1pronounced ‘triple-a-p-l’
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3APL has these three characteristics in a restricted sense. As we see
later, 3APL agents have different sets to represent their goals and beliefs,
using their goal-base and belief-base respectively. When the agent is presen-
ted with input from its environment, this may be stored in the belief-base.
The agents can be provided with special rules that are triggered by the goal-
base and the belief-base, thereby making them reactive to their environment.
And finally, the belief-base is modeled using a Prolog engine. Queries to the
belief-base are answered using the proof-as-computation method and the
agents can use it to reason about themselves and others as well.

This already shows that the field of research of intelligent agents is a
part of the artificial intelligence research. However, extending these agents
with communication only provides them with more means to show intelligent
behavior. In the future this will hopefully allow agents to communicate with
each other over the Internet to exchange information or even to cooperate
with each other to reach common goals.

1.2 Outline of this thesis

The rest of this thesis is structured as follows:

Chapter 2 provides an introduction to the agent programming language
3APL. Along the way we provide the original definitions for the syntax
and semantics and conclude with a simple example of an agent.

Chapter 3 introduces two different communication languages (KQML and
FIPA ACL) and provides an intuitive comparison between the two.

Chapter 4 explains how the theoretical model and architecture of 3APL
can be extended to allow for communication. It also provides some
intuitive examples of communication between two agents.

Chapter 5 presents two different ways of defining the semantics for com-
municative acts from the FIPA ACL. First we define it in a static
way so that all agents must follow it and then we define it in a more
dynamic way, so that it is optional for the agent to use these rules.

Chapter 6 concludes this thesis with conclusions. We also show some open
problems and implementation issues and finally provide some pointers
for future work.
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Chapter 2

Introduction to 3APL

In this chapter we present the programming language 3APL[1, 5]. As the
name suggests, it is an (intelligent) agent programming language. It is one
of few agent programming languages which bridges the gap between the
logical specifications of intelligent agents and their implementation.

In section 2.1 we give a brief overview of the general idea of 3APL.
Then in section 2.2 we define the different components, for which we define
semantics in section 2.3. We conclude this chapter with section 2.4, in which
we show how the components all fit together and we show an example of a
3APL agent.

2.1 Introduction

According to most agent-researchers, intelligent agents have complex mental
states, which are made up out of an informational component, like beliefs,
and a motivational component, like goals. Agents are supposed to be pro-
active as well as reactive and may also have reflective capabilities so that
they can modify their beliefs and goals.

3APL provides means for all these aspects of agents: An agent has a
goal-base and a belief-base which form his mental-state. The belief-base is
implemented using logic programming, so that the idea of proof as compu-
tation can be used for querying the beliefs of an agent. On top of that, a
3APL agent also has so called practical-reasoning rules, which extends the
idea of recursive rules. Using these rules, an agent can monitor and revise
his goals and they also provide him with reflective capabilities.

2.2 The Programming Language 3APL

To represent beliefs of an agent, a representation language is needed. In
principle this can be any language, but we use a first-order language here.
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Definition 2.1 (beliefs language)
Given a set of predicates, Pred, and a set of terms, Term, which is composed
of a non-empty set of constants,Cons, function symbols, Func, and countably
infinite number of variables, Var, the knowledge representation language L
is then inductively defined as follows:

1. if p ∈ Pred and t1, . . . , tn ∈ Term, then p(t1, . . . , tn) ∈ L.

2. if ϕ,ψ ∈ L, then ¬ϕ,ϕ ∨ ψ ∈ L.

3. if x ∈ Var, ϕ ∈ L, then ∀x(ϕ) ∈ L.

This allows us to define the first basic part of a 3APL agent:

Definition 2.2 (belief-base)
Let a sentence be any formula from L, then an agent’s belief-base σ is defined
as any set of sentences from L.

As mentioned before, the idea of proof as computation is important in
the belief-base, because it is used to query the belief-base. In this process,
the substitution plays an important role. However, since we only use simple
ground substitutions, our definition of substitution differs somewhat from
standard definitions.

Definition 2.3 (substitution)
• A substitution θ is a set of bindings x = t, where x ∈ Var and t ∈ Term.

• The domain of a substitution is denoted by dom(θ) and is defined as:
dom(θ) = {x | ∃(x = t) ∈ θ}

• Given an expression e and a substitution θ, the expression eθ is the
expression obtained by simultaneously substituting ti in e for xi for
all xi = ti ∈ θ.

• The composition of two substitutions, θ, γ, is defined by:
θγ = θ ∪ {x = t | x = t ∈ γ, x /∈ dom(θ)}

• a ground substitution θ is a substitution such that for every pair x =
t ∈ θ the term t is ground, i.e. Free(t) = ∅

Besides beliefs, an agent also needs to be able to have goals, which are
defined below. First we present the definition of basic actions:

Definition 2.4 (basic actions)
Let a be an action symbol with a given arity and t1, . . . , tn ∈ Term. Then
a(t1, . . . , tn) is a basic action where n is the arity of a. The set of all basic
actions is denoted by BAct. These basic actions are names for the basic
actions in BasicAct. This set contains the basic actions together with their
pre- and postconditions. Given that Precondition and Postcondition are
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sets of formulas from L possibly containing variables from the (local) set
x1, . . . , xn, but also from Var, basic actions are defined in the following form:

{Precondition}
a(x1, . . . , xn)
{Postcondition}

Where the precondition specifies what needs to be true in the belief-base
before the action can be executed. The postcondition then specifies what
should hold in the belief-base after the action has been executed. Note that
the variables x1, . . . , xn are only used locally, the substitution here does not
create global variable bindings.

Definition 2.5 (goals)
The set of goals, Goal, is inductively defined by:

• Basic actions: BAct ⊆ Goal

• Tests: ϕ? ∈ Goal, for ϕ ∈ L

• Achievement goals: p(t1, . . . , tn) ∈ Goal if p(t1, . . . , tn) ∈ L

• Sequential composition: (π1;π2) ∈ Goal if π1, π2 ∈ Goal

• Nondeterministic choice: (π1 + π2) ∈ Goal if π1, π2 ∈ Goal

The goal-base, which contains the goals of an agent, is defined as subset of
Goal.

The third clause of definition 2.5 states that belief-formulas can be goals.
Used in this way, they can function as procedure calls, also called achieve-
ment goals. These are modeled using practical reasoning rules, which are
defined in definition 2.6. We assume that a formula cannot be both a belief-
formula and an achievement goal.

The fourth and fifth clauses define the way we can combine goals, using
the sequential operator and the non-deterministic choice respectively. Com-
bined with the test goals, these allow us to define the IF. . . THEN. . . ELSE. . .
construct as follows:

IF ϕ THEN π1 ELSE π2 = (ϕ?;π1 + (¬ϕ)?;π2)

Note that the semantics of the choice operator here are not as they
normally are. The semantics we define here are more like a procedural
choice. That is, if the test ϕ? fails, then the agent goes back to the choice
and chooses the other option.

Practical reasoning rules are at the heart of the functioning of 3APL
agents. They can be used to generate some sort of reactive behavior, to
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optimize the agent’s goals or to revise the agent’s goals to get rid of un-
achievable goals or blocked basic-actions. They can also be used to define
achievement goals (i.e. procedure calls).

To allow for the dynamic matching of rules, goal variables are needed.
These can be used as place-holders for goals and are defined using the set
GVar.

Definition 2.6 (practical-reasoning rules)
Let GVar be a set of goal variables, such that GVar ∩ Var = ∅, πh, πb ∈
Goal ∪ GVar and ϕ ∈ L, then a practical reasoning rule is defined as:

πh ← ϕ | πb

With the restriction that any goal variable occurring in πb also occurs in
πh.

Informally, this practical-reasoning rule can be read as follows: if the
head of the rule, πh, matches the current goals of the agent and the guard of
the rule, ϕ, is satisfied by the agent’s belief-base, then in the current goals,
πh is replaced by the body of the rule, πb.

Note that possibly πh and πb can be empty. If the head is empty, the
rule can be used to create new goals, separate from the current goals. And
if the body of the rule is empty, the rule can be used to drop goals from the
goal-base.

2.3 3APL Semantics

In [5] an operational semantics for the 3APL language is proposed which is
defined by means of a transition system. This semantics specifies transitions
between the agent’s configurations by means of transition rules. The state
of an agent is defined as follows:

Definition 2.7 (3APL agent)
The state of a 3APL agent is defined as a 5-tuple:

< Π, σ,BAct,Γ, θ >

Where Π is the set of goals of an agent, σ is the set of beliefs of an agent,
BAct is the set of basic action of the agent, Γ is his set of practical reasoning
rules, and θ is a substitution consisting of binding of variables that occur in
the agent’s beliefs and goals. (In the the rest of this chapter we leave out
BAct and Γ from the agent’s states since they are assumed not to change by
transitions.)

The binding of variables θ is generated and updated by transitions. For
example by the transitions that are responsible for the execution of test
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goals and the application of practical reasoning rules. Through its entry in
the tuple, the variable bindings in θ are passed through to other transitions.

Definition 2.8 (Agent transition)
Let Π = {π0, . . . , πi, . . . πn} ⊆ Goal, and θ and θ′ be ground substitutions.
Then,

< πi, σ, θ >−→< π′
i, σ

′, θ′ >

< {π0, . . . , πi, . . . πn}, σ, θ >−→< {π0, . . . , π′
i, . . . πn}, σ′, θ′ >

The above transition rule states that agents are multi-threaded systems,
each element of the goal-base is a sequence of goals, or a thread. These goals
can communicate through the use of shared variables, but can also exchange
information through the belief-base.

Note that the above transition rule goes from the agent-level below the
line to the goal-level above the line. Transitions at the goal-level can be di-
vided into three categories, basic actions, tests and applications of practical-
reasoning rules. However these are all not fixed, but can be defined differ-
ently for each agent, so we need a transition function L: BasicAct×T −→ L.
This function is used to specify the belief-update associated with a basic ac-
tion if it is consistent, otherwise, the action is not enabled.

Definition 2.9 (transition rule for basic actions)

T (a(~t ), σ) = σ′

< a(~t ), σ, θ >−→< E, σ′, θ >

Where E, the empty action, is used to denote successful termination
of the basic action (E;π = π). Note that θ does not change during this
transition. Basic actions only use local variables, so the global variable
bindings do not change.

Definition 2.10 (transition rule for test)
Let γ be a ground substitution, such that dom(γ) ranges over the free vari-
ables of ϕθ.

σ |= ϕθγ

< ϕ?, σ, θ >−→< E, σ, θγ >

So, unlike a basic action, a test-goal does change the global variable-
binding. In case of multiple possibilities for the variable binding γ, one
is chose non-deterministically. Also note that as long as the belief-base
does not satisfy the condition, the test-goal blocks. This can be useful in
combination with the sequential composition.
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Definition 2.11 (execution rule for sequential composition)

< π1, σ, θ >−→< π′
1, σ

′, θ′ >

< π1; π2, σ, θ >−→< π′
1; π2, σ′, θ′ >

The definition of the other goal-operator, the non-deterministic choice,
is given through two rules. One for choosing the left branch of the choice
goals and one for the right.

Definition 2.12 (execution rule for non-deterministic choice)

< π1, σ, θ >−→< π′
1, σ

′, θ′ >

< π1 + π2, σ, θ >−→< π′
1, σ

′, θ′ >

< π2, σ, θ >−→< π′
2, σ

′, θ′ >

< π1 + π2, σ, θ >−→< π′
2, σ

′, θ′ >

So far we have defined the basic semantics for the 3APL agents. However,
we still need to define the semantics of the most important feature of 3APL
agents:

Definition 2.13 (transition rule for PR-rules)
Let η be a most general unifier for π and πh such that πθ = πhη, and θ, γ
be ground substitutions, with dom(γ) ⊆ Free(ϕη).

Here we use an instance of the rule πh ← ϕ | πb in which all variables are
fresh, such that no implicit variable binding will occur with variables from
θ, Γ or other goal-bases.

σ |= ϕηγ

< π, σ, θ >−→< πbη, σ, θγ >

The idea of this transition rule is that first is checked whether the current
goal π together with θ is an instance of the head of some rule. If so, then
there is a most general unifier η for all goal- and first-order-variables in π and
the head of the rule, πh. This η can be obtained through pattern-matching
between π and πh. The second step is to check the guard of the rule (after
application of η) against the belief-base. This is done in the same way as
with a test, but any new variable bindings are entered in γ, which is later
added to the global variable-bindings. Note that here we have the same
non-deterministic choice for which binding is selected from the belief-base
as with the test-goals.

If the conditions of the rule are met, the goals in π are replaced with the
body of the rule, πb. Note that this rule only defines how a transition rule
can be applied, not which applicable rule is selected.

14



Find Rules
Matching Goals

Empty

No No No

Yes Yes Yes

YesYes

Yes

Finish

Start

Find Rules
Maching Beliefs

Select Rule
to Fire

Fire Rule
on Goal

Execute Goal
Select Goal
to Executeto Execute

Rules
Found?

Rules
Found? Selected?

Rule

Selected?
Goal

Found?
Goals

Goalbase?

No

Goal revision

Optional Goals

Goal execution No No

Figure 2.1: Deliberation cycle of a 3APL agent

2.4 Summary

In the previous two sections we have defined the different components of a
3APL agent and also the semantics of these components. In figure 2.1 we
see how all these components are related to each other and how they fit
together in the deliberation cycle.

At the beginning of each cycle the agent checks whether there are still
goals left. If not, he is finished, otherwise he enters the goal-revision stage,
where rules are tried to be found matching the current goals. If there are, it
is checked whether the guard of these rules can be derived from the current
belief-base. If there is more than one rule satisfying these conditions, then
one is selected and applied to the goal-base.

When the rule is applied or if there are no rules applicable, then the
agent checks again whether there are goals left to execute. If so, he selects
one and executes it. After the execution or if there are no goals to execute,
he goes back to the beginning and starts over again.

Example 1
The following is a simple example of a 3APL computer-sales agent. This
agent is equipped with the following basic actions:

{PCsAvailable(X), X > 0} SellPC() {PCsAvailable(X − 1)}
{PCsAvailable(0)} OrderPCs(N) {PCsAvailable(N)}

This means that the agent can execute two different actions, SellPC(),
which lowers the amount of available PC’s by 1 and OrderPCs(N), which
orders N new PCs when there are none available anymore.

For this example, we also provide the agent with two practical reasoning
rules:

← True |
SellPC()

SellPC();X ← PCsAvailable(0) |
OrderPCs(10);SellPC();X
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The first rule makes the agent form the goal to sell PCs when he has no
other goals. This is because the head of the rule is empty and the guard of
the rule is True, so that always holds.

The second rule can take care of a blocked SellPC() action. Because if
the number of available PC’s is 0, the agent cannot continue. So when the
SellPC() action is in the goal-base, possibly followed by some other actions,
and there are no more PC’s available, then the goal-base is prefixed by the
action OrderPCs(10). After this action is executed, then more PCs are
available so the agent can continue selling them.

Step Goal-Base Π Belief-Base σ
1. PCsAvailable(1)
2. SellPC() PCsAvailable(1)
3. PCsAvailable(0)
4. SellPC() PCsAvailable(0)
5. OrderPCs(10);SellPC() PCsAvailable(0)
6. SellPC() PCsAvailable(10)

Table 2.1: Example run of an agent

An example of a run of the agent is shown in table 2.1. In the first step
the agent has an empty goal-base and he believes he has one PC available
for sale. So because of his first PR-rule, in the second step he has the goal to
SellPC(). This succeeds, which brings us to the third step where the agent
again has an empty goal-base. But now he believes he has no PCs left.

However, the belief that he has no PCs left does not stop him from
again forming the goal to SellPC(). But the situation in step 4 satisfies the
preconditions for the second PR-rule of the agent: the goal of the agent is to
first do SellPC() and X is unified here with ∅. The belief PCsAvailable(0)
also follows from the belief-base, so the rule is applied, which brings us to
step 5. There we see the agent having the goals as specified in the post-
condition of the PR-rule.

In step 6 then, the action OrderPCs(10) has succeeded and the ordered
PCs have arrived, so that the agent can again go on doing SellPC().
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Chapter 3

Introduction to
Communication

Since the 1990s much work has been done on setting a standard for agent
communication languages (ACL). In the early 1990s there was the Know-
ledge Query and Manipulation Language (KQML),which was developed by
the ARPA Knowledge Sharing Initiative. It was subsequently refined by the
agent research community and it is discussed further in section 3.1. Later,
in 1996, the Foundation for Intelligent Physical Agents (FIPA) was formed.
One of its goals is to standardize Agent Communication and to this end
they have developed their own Agent Communication Language, which is
discussed in section 3.2. We conclude this chapter in section 3.3.

3.1 KQML

Around 1990 the Knowledge Sharing Effort was formed with researchers
both from industry as well as universities. The KSE focused on research for
knowledge sharing between knowledge bases. To be able to share knowledge
between these in a general manner, there needed to be a common language
with which they could communicate. And since the knowledge bases only
needed to exchange propositions, the language used propositional attitudes.
These are built up out of three things: an agent, a proposition and the
attitude the agent has to that proposition. E.g., < A, raining, hate > is a
propositional attitude.

Later on, this communication language was found very suitable for agent
communication as well, and it was revised so it could handle that [3].

The communication model proposed by the KSE is composed of three
components, each with its own language:

• Propositions Also called the content, which is specified independ-
ently from the attitude. The proposed language is the Knowledge
Interchange Format (KIF).
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• Performatives The expressed attitude to the content. The initial
KQML consisted of a set of these performatives.

• Ontologies Propositions have no meaning without their ontologies,
which have to be specified. In this case the language Ontolingua is
used.

The most important language here is KQML, which provides the propos-
itional attitudes, but it is also used as a wrapper around the KIF proposition.
In the messages the ontology is only specified by its name and it is assumed
to be fully specified elsewhere.

The initial design of KQML was intentionally very relaxed; even the
syntax could be changed. However, users soon realised that a stricter design
was necessary to build generally functional KQML agents, even choices as
obscure as the ending character of a message in a TCP stream need to be
specified otherwise the receiving agent does not know when the message has
ended.

3.1.1 KQML syntax and performatives

(tell :sender PC-shop
:receiver client3507
:content (price computer12 2500)
:ontology PC-sales
:language kif)

Table 3.1: Example of a KQML message

An example of a KQML message is in table 3.1. The syntax of these
messages are based on Lisp-expressions. The performative is specified as
the first item, followed by an unordered list of keyword/value pairs. The
keywords are always preceded by a ‘:’ for ease of parsing. For example, in
the message given above, the performative is tell. The agent initiating the
telling is the PC-shop, the receiver is known as client3507. The content of
the message is (price computer12 2500) and its meaning can be extrac-
ted using the specified encoding language, kif, and the specified ontology,
PC-sales.

KQML has a predefined list of keywords and performatives. However,
both are mandatory in the sense that a message does not need to contain
all keywords and an agent does not have to understand all the specified
performatives. The original KQML specification also considered the list of
performatives to be extensible, agents can choose to use additional perform-
atives if they agree on the interpretation of it. However, if a predefined

18



KQML performative is implemented, it should be interpreted as defined in
the KQML semantics.

The KQML specification also included a variety of agent architectures
to help with communication. To this end, it introduced a special class of
agents called communication facilitators. These are capable of processing (at
least) a specific set of KQML performatives, for example for maintaining a
registry of agent names, forwarding specific message, routing messages based
on content, and mediation and translation services.

However, the original KQML specification only described a concept and
a framework for future work. The first specification of it was informal, with
sometimes a suggestion for a reply performative. Critics believed this to
be one of the biggest shortcomings and later more formal semantics were
published and also a separate thread of research formed to look into legal
sequences of messages, also known as conversation policies.

One of the latest attempts to provide a new unified framework for KQML
was published in 1997 [8]. Around the same time another impulse was given
to the standardization process for agent communication languages, through
the formation of FIPA.

3.2 FIPA ACL

The Foundation for Intelligent Physical Agents is a non-profit organization
which has as its goal to promote the research in the area of Intelligent
Agents. The members of this foundation are from universities and corpor-
ations all over the world. These members are divided over several different
technical committees and working groups, each working on their own set of
specifications. After approval, these are then published on the website [4].

3.2.1 FIPA ACL syntax and performatives

The communicative acts described in the following examples are from the
FIPA Agent Communication Language. This language consists of several
different communicative acts. Each of these acts is built up in the same
way, using the same elements and structure. A list of elements which can
be used in communicative act is in table 3.2.

Any of these elements can be used to form a message, which has a struc-
ture that very much resembles that of KQML performatives. See table 3.3
for an example. This example has almost the same syntax and semantics
as the KQML example. The only difference in the syntax are the brack-
ets around the content and the name of the performative. This similarity
was created intentionally, not only because it is a proven concept and has
proven to be highly flexible, but also to make the transition from KQML to
the FIPA ACL easier.

19



Element Description
performative Type of communicative acts
sender Sender of the act
receiver Receiver of the act
reply-to Where the reply should be sent to
content Content of the act
language The language of the content
encoding The encoding used for the content
ontology The ontology for the content
protocol A reference to a negotiation protocol
conversation-id An identifier for the conversation
reply-with An expression to identify the following reply
in-reply-to An identifier for the reply (given in a previous

reply-with)
reply-by Denotes a deadline for the reply

Table 3.2: Elements of a FIPA ACL communicative act

(inform :sender PC-shop
:receiver client3507
:content (price computer12 2500)
:ontology PC-sales
:language FIPA SL)

Table 3.3: Example of a FIPA ACL message

Just like KQML, the FIPA ACL also uses a predefined set of performat-
ives. However if an agent is compliant with the FIPA ACL it is required to
understand the not-understood message. And if any of the other predefined
performatives are implemented, they must follow the semantics given in the
FIPA Communicative Act Library (CAL).

These semantics are defined using a quantified multi-modal logic so that
the meaning can be captured using different predicates and belief operators.
The meaning of communicative acts from the FIPA ACL are defined using
a formal model consisting of two things:

Feasibility Preconditions This defines the preconditions that must hold be-
fore a message can be sent.

Rational Effect Which contains the intended purpose of the message.

For example, the formal model of the inform is defined as shown in
table 3.4. It defines the formal model of an inform message that is sent from
i to j containing ϕ. The feasibility preconditions define that i must know
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Formal model: < i, inform(j, ϕ) >
Feasibility Preconditions: Biϕ ∧ ¬Bi(Bif jϕ ∨Uif jϕ)
Rational Effects: Bjϕ

Table 3.4: Formal model of the FIPA inform

that ϕ holds, but also that j does not know about ϕ (Bif jϕ) or is uncertain
about ϕ (Uif jϕ). And the rational effect contains what i wants to achieve
by sending this message, is in this case that j believes ϕ.

Agent architectures are not (yet) defined by the FIPA specifications,
but there are some interaction protocol specifications. These can be used
for agents to agree on a mode of negotiation, so that they know when to
expect messages and what kind of messages that will be. An example of this
can be seen in figure 5.1.

In appendix A is an excerpt of the FIPA Communicative Act Library,
showing the subset of performatives which are used in the rest of this thesis.

3.3 Conclusion

In this chapter we have shown two different agent communication languages.
At first hand they appear very similar, mostly because of the same syntax.
Going into the difference in semantics between the two languages is outside
the scope of this thesis. A very general comparison of the two languages,
including the semantics is in [7]. However, when we take a closer look at the
examples, we see that the languages are different. Changing a communic-
ative act from tell to inform is not a small issue, even more so when the
meaning also changes slightly. And also, as can be seen by the trajectory
KQML has made, it is not easy to define semantics for this kind of language.

Another problem besides the earlier lack of semantics, is that there is
no central authority over KQML. The original designers only publish pro-
posals and do not set standards. This can also explain the initial success of
the FIPA ACL, because committees and working groups of that foundation
decide over new standards. And they also watch out for legacy support.

The agent development community seems to opt for the FIPA ACL now
(see e.g. [7]) and this is also the language we choose to implement into 3APL.
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Chapter 4

Implementing
Communication in 3APL

In chapter 2 we discussed the semantics of the original 3APL. In the pre-
vious chapter we have compared KQML against the FIPA ACL and have
concluded that the FIPA ACL provides the best possibilities. The goal of
this thesis is to combine the two. And since the FIPA ACL is set as a
standard, we extend 3APL with a communication module compatible with
it. Section 4.1 gives a short introduction and then moves on to how to
extend 3APL and in section 4.2 we show some (theoretical) examples of
communication between two 3APL agents, using the FIPA ACL.

4.1 Extending the Semantics of 3APL

The specification of 3APL agents is basically designed for single agents. And
there is no account for agent communication. In order to model communic-
ation in the 3APL framework, the 3APL specification needs to be extended.
The first step is to explicitly name agents using an agent-identifier so that
messages can be addressed to it. The second step is to add a new set to the
agent-state, called a message-base. This message-base contains messages
that either are sent to other agents or are received from other agents.

This messages-base acts as a receiving buffer, meaning that any mes-
sages that are sent to the agent are automatically stored in it. This means
that agents do not explicitly have to form a goal to receive messages. And
also that sending agents can continue with their own goals after sending a
message. This is called asynchronous communication.

Another step in extending 3APL to the multi-agent level is to extend the
logical language L with modal operators for belief about other agents and
possibly also operators to represent the intentions of other agents. This is
necessary, because the FIPA ACL semantics uses these operators to define
the semantics. However, defining these operators is outside the scope of this
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thesis and here we use the assumption that the belief-operators are defined
using their intuitive meanings.

4.1.1 Message-Base

In order to send and receive messages, we add a message-base to the agent.
This message-base contains messages that are either sent to or received
from other agents. The definition of an agent state therefore needs to be
expanded.

Definition 4.1 (extended 3APL agent)
The state of a 3APL agent is defined as a 7-tuple:

< α,Π, σ,BAct,Γ, θ,Ω >

Where α is the agent-identifier, Π is the set of goals, σ is the set of
beliefs, BAct is the set of basic actions of the agent, Γ is his set of practical
reasoning rules, θ is the set of variable bindings and Ω is the message-base.

Apart from the replacement of definition 2.7 by the above definition,
adding a message-base does not change the original semantics of 3APL struc-
turally.

Before we define the message-base, we first define the messages them-
selves.

Definition 4.2 (messages)
Let ι, α, β, ρ ∈ Term and ψ ∈ Goal , then the set of messages, Msg, is defined
by:

ϕ ∈ Msg if ϕ is of the form: < ι, α, β, ρ, ψ >

Where < ι, α, β, ρ, ψ > is used to denote a message having ι as identifier,
α as its sender, β as its receiver, ρ is the performative of the message and
ψ is used to denote the content.

Note that ψ is defined to be only in Goal. However, because of the way
we defined achievement goals, belief-formulas are also part of Goal. So we
can use that notation to define that ψ can be either a belief or a (complex)
goal.

We use the message format < ι, α, β, ρ, ψ > to abbreviate the standard
FIPA ACL syntax. We assume that the parsing from and converting to
that syntax is done automatically. This representation is used here to define
basic semantics for the messages. It can be extended later to represent the
values of other keywords as well.

The message-base itself is defined as follows.
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Definition 4.3 (message-base)
Let < ι, α, β, ρ, ψ >∈ Msg, then the elements of the language M for the
message-base, Ω, of a 3APL agent, γ, are of the following form:

• sent(ι, α, β, ρ, ψ) if α = γ, meaning that γ is the sender of this message.
This predicate is used to represent the messages that are sent by the
agent.

• received(ι, α, β, ρ, ψ) if β = γ, meaning that γ is the receiver of this
message. This predicate is used to denote the messages received by
the agent.

4.1.2 Communication Actions

Simply adding a message-base is not enough. The next step is to add ac-
tions for sending and receiving of messages. But before we can define these
actions, we need to define a message-template.

Definition 4.4 (message-templates)
Let xι, xα, xρ ∈ Var, β ∈ Term and Ψ a variable ranging over Goal ∪ L
possibly containing variables. Then the set of message-templates, MsgT, is
defined as follows:

ϕ ∈ MsgT if ϕ is of the form: [xι, xα, β, xρ,Ψ]

Where xι can be substituted by a message-identifier, xα by an agent-
name, xρ by the name of a performative and the variable Ψ by a belief or
goal-formula.

Note that β is not a variable, this is because we use the message-
templates for the receiving action, defined below. There we need to have
that everything is a variable, except the name of the receiver.

Also note that because Ψ is a variable ranging over Goal ∪ L the uni-
fication is not straightforward and is discussed later. However, using these
definitions of messages and message-templates, we can define the commu-
nication actions:

Definition 4.5 (communication actions)
Let Msg be the set of messages and MsgT be the set of message-templates.
Then the set of 3APL goals, Goal is inductively defined by extending defini-
tion 2.5 with the following items, which define two standard communication
actions:

• Sending of messages: Send(ι, α, β, ρ, ψ) ∈ Goal if < ι, α, β, ρ, ψ > ∈
Msg

• Receiving of messages: Receive(ι, α, β, ρ, ψ) ∈ Goal if [xι, xα, β, xρ,Ψ] ∈
MsgT
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The semantics of Send and Receive is specified in terms of transition
rules. The idea is that the sending agent removes the communication action
Send from its goal-base after the execution of the send action, and stores
the information concerning the sending action in its message-base.

The receiving agent also stores its incoming messages in its message-
base. In general, we assume that agents can receive messages at any mo-
ment. In fact, we assume that the goal of every agent is of the form Π ‖
Receive(xι, xα, b, xρ,Ψ), which indicates that the agent is concurrently wait-
ing to receive messages.

Definition 4.6 (transition rules for communication actions)
The following three transition rules specify the semantics for sending and
receiving messages between agents and their synchronization, respectively.

<ϕ>=< ι, α, β, ρ, χ >

< α,Π ∪ {Send(ϕ);π}, σ, θ,Ω >
<ϕ>!−→< α,Π ∪ {π}, σ, θ,Ω ∪ {sent(ϕ)} >

[ϕ] = [xι, xα, β, xρ,Ψ]

< β,Π‖{Receive(ϕ)}, σ, θ,Ω >
[ϕ]τ?−→

< β,Π‖{Receive(ϕ)}, σ, θ,Ω ∪ {received(ϕτ)} >

A
[ψ]τ?−→ A′ , B

<ϕ>!−→ B′ , [ψ]τ =<ϕ>
M ∪ {A,B} →M ∪ {A′, B′}

Note that in the rule for receive the substitution is applied directly be-
fore the message is inserted into the message-base. After this is done, the
substitution is not needed anymore and is discarded. This also allows us to
use the same variable names again for a new receive goal.

The third rule, where the synchronization takes place, extends the trans-
ition system to a new level, namely the multiple agent level. On this level a
multi agent system can go to a new state if separate agent(s) of that system
can go into a new state. The first two rules, however, are on the level of a
single agent.

The unification of the message and the message-template is constructed
in the second rule, through matching of the template with the broadcasted
message which is on the arrow. The unification of the template and the
message is defined as follows:

Definition 4.7 (synchronization unification)
Let ϕ ∈ Msg be of the form < ι, α, β, ρ, χ > and ψ ∈ MsgT of the form
[xι, xα, β, xρ,Ψ]. Then the unification ψτ = ϕ is defined as follows:

[xι, xα, β, xρ,Ψ]τ =< ι, α, β, ρ, χ >

where τ is a substitution defined as follows:

τ = {xι = ι, xα = α, xρ = ρ,Ψ = χ}
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where the left-hand side is always a variable and the right-hand side is always
a term.

Before the message is unified, it is has already been established what
the receiver of the message is, so there is no need to unify that here. The
unification of the Ψ here does not pose a problem. This is because it only
happens here and it is always a matching-situation, i.e. with a variable at
one side and a first-order term on the other. And also, the unification-
information is discarded after it is applied.

4.1.3 Message Practical Reasoning Rules

In the next chapter we show two different ways of modeling the semantics
of the FIPA communicative acts in 3APL. The first way is by defining the
behavior through transition rules. That way the behavior for the agents is
fixed and the programmer cannot change it.

The second way of defining the semantics does allow input by the pro-
grammer. There we define the semantics using message practical reasoning
rules (MPR-rules). These rules are a variation of the normal practical reas-
oning rules so that they can operate on the message-base instead of the
belief-base:

Definition 4.8 (MPR-rules)
Let GVar be a set of goal variables, such that GVar ∩ Var = ∅, πh, πb ∈
Goal ∪GVar and ϕ ∈M, then a message practical reasoning rule is defined
as follows:

πh
MB←− ϕ | πb

With the restriction that any goal variable occurring in πb also occurs in
πh.

The informal meaning here is that if an agent has a goal that matches
with πh and ϕ is a subset of the message-base, then the current goals are
replaced by πb. And just as with the practical reasoning rules, possibly πh
and πb can be empty.

The semantics of the message practical reasoning rule is then defined as
follows.

Definition 4.9 (transition rule for message PR-rules)
Let η be a most general unifier for π and πh such that πθ = πhη. Here we

also use an instance of the rule πh
MB←− ϕ | πb in which all variables are fresh,

such that no implicit variable binding will occur with variables from θ, Γ or
other goal-bases.

ϕ ∈ Ω
< α, π, σ, θ,Ω >−→< α, πbη, σ, θ,Ω \ ϕ >
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The meaning of this transition rule is that first is checked whether the
current goals match with the head of the message PR-rule. If so, then the
guard of the rule is checked against the message-base. If all elements of ϕ
are also in the message-base, then the rule is applied and the goal-base is
replaced by πb (after application of η, the most general unifier).

Note that after application of the message PR-rule, the message ϕ is
removed from the message-base. This is done, because with PR-rules the
actions in the body of a PR-rule implicitly change the belief-base so that the
rule cannot be applied again. I.e., a PR-rule is applied because of a match
of the head with the current goal-base or because the condition follows from
the belief-base, or both. After it is applied, the goal-base is replaced with
a new set of goals. And in the deliberation cycle, after the applying of
PR-rules comes the execution of actions. So, after the first action has been
executed, the belief-base is changed. This means that the change of the
goal-base and the belief-base prevent the PR-rule from being applied again.

With MPR-rules, however, the message-base is not necessarily changed
by the actions in the body of the rule. So to prevent the message PR-rule
from being applied again the message has to be removed from the message-
base. All goals that are implied by the message can be put into the goal-base
by the rule. So a message is no longer needed after a rule has been applied
to it. The only possibility is that the agent may want to have an archive
of the messages that it has received. But this can also be done using the
belief-base.

There are two possibilities for removing the message from the message-
base after a MPR-rule has been applied. By the agent-programmer, he then
always has to explicitly put a Remove action at the head of the MPR-rule-
body. Another possibility is that it is done automatically by the MPR-rule
itself. We have chosen for the latter option.

Also, the MPR-rules only have conditions based on the message-base.
This can possibly be extended to the belief-base as well, but it makes it
more complicated. And since we have not yet encountered a situation where
conditions on both the belief-base and the message-base are necessary, we
have chosen to implement it this way.

4.2 Examples of Communication

In this section we show some simple (theoretical) examples of conversations
in 3APL using FIPA communicative acts. These examples also provide an
introduction to the definition of semantics in the next chapter.

Besides the Send action and the implicit Receive as given earlier, we use
another basic action: Update. We assume that this action revises the belief-
base with a new belief. A formal definition of this action is not given here.
Discussion about the semantics of similar actions can be found in e.g. [9].
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To represent the actions and the order in which these are taken, we use
a table. In the first column is the step number, the second shows the titles
of the different sets for each agent. The third column is for agent A, the
fourth column for agent B. Each cell in the column of an agent shows the
sets that make up the state of that agent at that particular step. First we
have the goal-base (GB) to show what the agent is planning to do in the
next steps. Then we have the belief-base (BB), which shows the beliefs the
agent has at that moment. And finally we have the message-base (MB) to
show what messages the agent has received and has not yet processed.

For simplicity we assume that each agent executes one action each step.
This restriction is only for the ease of representation, the communication
protocol does not require it. Also, we assume that the agents know each
other, have agreed to trust each other completely and that they also have
agreed on a protocol (standard FIPA), ontology and content language (Pro-
log).

4.2.1 Inform Example - Table 4.1

The global idea of this example is that agent A, a computer sales-agent, tells
agent B, a customer, that comp1 costs e500. In this example we follow the
FIPA semantics as given in the appendix.

So, in table 4.1 the agents start off in the first step: Agent B is completely
blank and awaits instructions. Agent A however starts off with some beliefs:
he believes that comp1 costs e500 and he also believes that agent B does
not know that. These are the required preconditions for the inform that he
has planned in his goal-base. After the first step, the message has been sent
from A to B. So in the second step the message is gone from agent A’s GB
and has appeared in agent B’s MB.

In the third step, agent A starts revising his beliefs because he has just
sent a message. Following the minimal meaning of an inform according to
the FIPA ACL semantics, agent A believes that agent B believes that A
believes that comp1 costs e500 (BABBBAcosts(comp1, 500)). So, he has
added an Update action to his GB. Agent B on the other hand, has just
received a message, so he starts processing it and updates his belief with the
belief that agent A believes that the computer costs e500 and subsequently
removes the message from the MB.

In the fourth step both agents have finished processing the message and
have update their belief-bases with the beliefs following from that message.
We use a double line to signal the end of the FIPA ACL definition. However,
we continue the example here, to show what happens when complete trust
is assumed between the agents.

In the fifth step, agent A examines his beliefs and from the assumption
of complete trust and the belief BB(BA(costs(comp1, 500))), he can con-
clude that BA(costs(comp1, 500)). So he puts an Update action in his GB.
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Agent B can also conclude something using the complete trust assumption.
Because then he knows that A is telling truth and can therefore update his
BB with costs(comp1, 500). And this finally gives us step six in which both
agents are finished and their final belief-bases are shown.

4.2.2 Request Example - Table 4.2

In this example in table 4.2 we again have the computer sales-agent, A, and a
customer, B, and now agent B requests agent A to modify the configuration
of a computer, comp1. This is done through the action modify(comp1, cpu,
cpu1.8), which we will abbreviate to Act in this example. Also, both agents
have the following in their belief-bases:

Buyer(B), Seller(A), ConsistsOf(comp1,(cpu1.6, hd40, mon17)),
Computer(comp1), CPU(cpu1.6), CPU(cpu1.8), Speed(cpu1.6,
1.6), Speed(cpu1.8, 1.8), Monitor(mon17), Size(mon17, 17),
Harddisk(hd40), Size(hd40, 40)

Agent A here starts of with an achievement goal. This goal specifies that
agent A is ready to receive requests and also provides a function f : G→ L
to decide when to grant requests. Agent B starts with the action of sending
the request to agent A. After the first step, this message is sent and appears
in the MB of agent A in the second step. Agent B then has an empty GB
and waits for response from agent A.

In the third step, agent A uses the function f provided by the achieve-
ment goal to decide whether to grant the request or not. We do not show
the decision process here, but we assume that agent A is willing to do the
action for agent B, so A starts planning the action. This means that he first
sends an agree to agent B, then executes the action, followed by an assess
achievement goal, to see whether the action succeeded and this also informs
agent B about the result of the action. This GB is shown in step 4.

In step 5, the sending action has been executed, so both agents have
something in their MBs. This leaves only the requested action, followed by
the belief update in agent A’s GB. In the sixth step, agent B removes the
agree message from his MB and updates his belief-base with the knowledge
that agent A is intending to do the action. Agent A, on the other hand, has
left the sent agree message in his MB for now and has executed the action.
Now he goes on to assessing the action. Note also that the action itself has
had an effect on the BB of A.

When agent A assesses whether the action has had the intended effect,
he concludes that it has and sends a message to agent B to inform him about
this. So in step 8 both agents have a new entry in their message-bases, which
they process in step 9. There, agent B plans to update his belief-base with
BA(done(A, Act)) and agent A updates his with BBBA(done(A, Act)). This
is exactly what happens normally after an inform.
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The table ends here, but eventually agent B will revise his belief-base so
that he has done(B, Act) in his BB and he will have removed IntA(do(A,
Act)) from it. And agent A will also update his belief-base with the belief
KB(Done(A, Act)). When this is done, both agents are finished and can
move on to other things.
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Chapter 5

Semantics of the FIPA
Communicative Acts in
3APL

In the previous chapter we have shown how the 3APL architecture is ex-
tended to allow communication. In this chapter we show how we can define
semantics using the new architecture. We do this for several communicative
acts in two different ways. The communicative acts are from the FIPA ACL
and we also follow their definition of semantics for them, where it is feas-
ible. The communicative acts we define are: inform, request, agree,
refuse, failure, propose, accept-proposal, reject-proposal and
not-understood.

In section 5.1 we show how the semantics can be defined using transition
rules and in section 5.2 we show it using message PR-rules. We conclude
this chapter with section 5.3 where we revisit the examples of section 4.2.

5.1 Defining Semantics using Transition Rules

In chapter 2 we have already shown how the semantics of 3APL is defined.
This is done through Transition Rules, so they might also be a suitable
candidate for defining the semantics of these communicative acts. So in
this section we explore this possibility. In this chapter we assume that the
messages have been transmitted using the Send, Receive and synchronize
rules that we have shown in the previous chapter.

5.1.1 Inform

Before we begin with defining our own semantics, we give a short summary
of the meaning as defined by FIPA in their Communicative Acts Library
(CAL). According to the CAL, the inform can be used to tell another agent
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that a proposition is true. They also give preconditions which must be
satisfied before the inform can be sent: the sender must believe the fact
that he is sending out, furthermore, he must also believe that the receiver
does not already believe the proposition. The ultimate goal of the sender is
that the receiver believes the proposition, but this need not happen.

Earlier we have defined that sending a message is done through the
transition rule for ‘Send’. However, before an inform message is sent, two
preconditions have to be checked, that the sender believes the proposition
and also that he does not believe the receiver already knows the proposi-
tion. The only way to check these preconditions is through making a new
transition rule for sending a message, this time specifically for an inform:

Definition 5.1 (sending an inform)
(We leave out θ from the state of an agent here and in the rest of this section
because it is not changed through communication.)

ϕ =< ι, a, β, inform, ψ > ∧ σ |= ψ ∧ σ |6= Bβϕ

< a,Π ∪ {Send(ϕ);π}, σ,Ω >
ϕ!−→< a,Π ∪ {π}, σ,Ω ∪ {sent(ϕ)} >

So the preconditions of the transition rule here are that the message is an
inform message, with sender a. Furthermore, the content of the message, ϕ,
follows from the belief-base and the belief-base does not modelBβϕ, meaning
that the sender does not believe that the receiver believes the proposition.
The last precondition is there to prevent useless informs. And because of
the closed world assumption, it should not be hard for the sender to check
whether this condition holds or not.

After the message has been sent, some conclusions can be drawn con-
cerning the beliefs of the receiver. Both by the sender as well as the receiver.

Definition 5.2 (conclusions for the sender of an inform)

< a,Π, σ,Ω ∪ {sent(ι, a, β, inform, ϕ)} >→< a,Π, σ ⊕ {BβBaϕ},Ω >

So when a message is sent and this is entered into the message-base, this
transition rule is used. It removes the proposition from the message-base
and updates the belief-base, using ⊕, with a new belief: agent a believes
that agent b believes ϕ. This is as in the description of the inform in the
FIPA semantics.

Note that the sent-proposition is removed from the message-base to pre-
vent the rule from being applied again. It is also possible to add a belief
about sending the inform to the belief-base, but we leave that to the pro-
grammer of the agent.

Definition 5.3 (conclusions for the receiver of an inform)

< b,Π, σ,Ω ∪ {received(ι, α, b, inform, ϕ)} >→< b,Π, σ ⊕ {Bαϕ},Ω >
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The proposition about the receiving of the message is removed from the
message-base and the belief-base is updated with a new belief. Here we only
update the belief-base with the minimal conclusion (α believes ϕ). Any
other conclusions can be drawn from there.

5.1.2 Request, Agree, Refuse and Failure

We now move on to defining the semantics of the request using transition
rules. When these rules are used, they are incorporated into the compiler
and the programmer does not have a choice about it. This poses a problem
for the receiver of a request, since a decision is needed whether to agree
to a request or not. In this section we define two different ways of dealing
with this decision. First by predefining it in the transition rules, thereby
hardwiring it into the compiler, and second by leaving an option for the
programmer to decide about what to do with the request. A third option
is to use a function provided through an achievement goal as shown in the
example in the previous chapter. This option is shown when we define the
process using MPR-rules.

Another issue with the request is that the FIPA semantics do not define
anything about the complexity of the requested action. The FIPA semantics
define the request as a message having an ‘action expression’ as its content.
According to the semantics, this action expression is defined as a sequence
of actions (possibly void), combined using sequence (;) or nondeterministic
choice (|).

In 3APL we have that goals are also sequences of basic actions, with the
same operators for combining these actions. But we also have achievement
goals which can be goals as well. These achievement goals are more complex
than basic actions, since these goals are handled through PR-rules and can
possibly lead to an infinite sequence of actions. This is an important issue
for the receiver of a request, because he has to decide whether to agree to
it or not. That is why we make a distinction between basic and non-basic
actions when defining the semantics for deciding about a request.

The intuitive meaning of a request is that one agent asks another agent
to do an action. The FIPA ACL also contains an interaction protocol to
define what responses are valid after a request. This protocol is shown in
figure 5.1. The definitions in this section follow the protocol and the protocol
itself is explained along the way. The numbers in the figure correspond to
the numbers of the definitions.

According to the FIPA ACL, there are preconditions which have to be
met before a request message can be sent: the sending agent must believe
that the receiving agent is capable of doing the action and also that the
sender does not believe that the receiver already has the intention to perform
the action. One may think that this can be formally specified using the
following conditions for a Send transition rule: σα |= capable(β,Action) and
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Figure 5.1: FIPA Request Protocol (taken from [4])

σα |= Intβ(do(Act)) (where α is the sender and β the receiver).
We choose not to model these preconditions, since it is not possible for

the sender to know about all the possible actions the receiver can do. And
there is also the possibility for the receiver to refuse to perform the action
if he is not capable of the act. And, regarding the second precondition, it is
not always possible for the sender to know the intentions of the receiver, i.e.
what goals the receiver currently has (cf. [11]). So this precondition is hard
to satisfy. For these reasons we leave this discussion for future research.

The FIPA ACL semantics also do not specify any behavior after the
request has been sent. The interaction-protocol only shows restrictions on
what the receiver of a request can do. So the only thing we have to do is
to remove that proposition from the message-base. We can also update the
belief-base, but we leave that to the agent-programmer.

Definition 5.4 (conclusions for the sender of a request)

< a,Π, σ,Ω ∪ {sent(ι, a, β, request, Action)} >→< a,Π, σ,Ω >

The behavior for the receiver of a request is more complicated. Once an
agent receives a request, he has three options as can be seen in figure 5.1. We
assume that a not-understood message is only sent when the agent cannot
parse the message, so we do not model it here with transition rules. So that
leaves two options: agree and refuse. Before the agent can decide which
one to send, he has to consider the request itself. Depending on whether he
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chooses to grant the request he either sends a refuse message or an agree
message. And in the latter case, he also has to plan the action, execute it
and then send an inform when the agent has completed the action.

Earlier we have already pointed out that there are several possibilities
for the content of a request. If the request only contains a single basic
action, this makes it easier to provide rules for agreeing to it or not. Here
we assume that the agent will agree to the request if the preconditions for
the action are satisfied at this moment. However, this does not guarantee a
100% successrate, because the action is not executed immediately, since an
agree message is sent first. Should the action fail, then there is always the
possibility of sending a failure message.

In the FIPA ACL, the agree can also contain conditions for the agree-
ment. We have chosen not to model this yet, because it also does not seem
to be part of the request interaction protocol. That is, the sender of a re-
quest cannot say anything about possible conditions for the action. And
also, once the receiver of a request has agreed given some conditions, then
according to the request interaction-protocol, there is no possibility for the
sender of the request to refuse these conditions.

Semantics for the receiver of a request with predefined agree con-
ditions

First we define rules for the receiver of a basic action request with a pre-
defined agree-condition:

Definition 5.5 (conclusion for the receiver of a basic action request)

({ϕ}Action{ψ}) ∈ BasicActb ∧ σ |= ϕ

< b,Π, σ,Ω ∪ {received(ι, α, b, request, Action)} >→< b,Π ∪ πagr, σ,Ω >

Where:

• BasicActb is b’s set of basic actions.

• {ϕ} Action {ψ} is the definition of the basic action Action, which has
ϕ and ψ as it pre-condition and post-condition respectively.

• πagr is {Send(ι′, b, α, agree, ϕ); ϕ ; assess(done(ϕ), α)}

The above rule specifies that if b is capable of doing the requested basic
action and the preconditions for that action hold at that moment, then he
will agree to the request. For b agreeing to the request means that he answers
the request with an agree message, then executes the action and afterwards
assesses whether the action has succeeded. Transition rules for the assess
function are provided later.

Currently 3APL agents are defined to block on actions when they cannot
succeed, so the assessment function is only executed once the agent has
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successfully executed the action. This assessment function can then be used
to determine whether the intended result is achieved. This function can also
be used when the agents are equipped with a possible time-out for blocked
actions. This can be especially useful for actions that are done for other
agents, since these have a lower priority then self-initiated actions.

However, the above request-receiver-definition only works if the request
contains a single basic action. When a sequence of basic actions is reques-
ted, we need a function to determine whether that sequence of actions can
succeed or not.

Definition 5.6 (conclusion for the receiver of an action-sequence request)

σ |= pre(Actions)
< b,Π, σ,Ω ∪ {received(ι, α, b, request,Actions)} >→< b,Π ∪ πagr , σ,Ω >

With πagr is {Send(ι′, b, α, agree, Actions); ϕ ; assess(done(ϕ), α)}. And
pre() is a function, which maps a sequence of actions to their preconditions.

This rule states that when an action-sequence request is received, the
agent checks whether the preconditions for these actions hold. However,
checking this for sequences of basic actions is hard, because after the first
action the function has to check the preconditions of each action with the
belief-base together with the effect the previous actions had on the belief-
base.

Although the FIPA semantics do not account for achievement goals, the
above rule can also be used for (sequences of) achievement goals. However,
calculating the preconditions of achievement goals is even harder than for
basic actions. Consider a situation with many requested sequential achieve-
ment goals and arbitrarily many PR-rules for each achievement goal. Then
the problem becomes similar to satisfying first-order formulas, which is
proven to be undecidable (see e.g. page 64 of [10]). So then checking whether
the preconditions hold for a sequence of achievement goals can become more
complicated than executing the actions.

Semantics for the receiver of a request without predefined agree
conditions

The two definitions above defined the semantics for the receiver of a request
using a fixed precondition. Should an agent use these rules, then the pre-
conditions for agreeing to a request become hardwired into the agent. This
is because transition rules become part of the compiler and agents are then
always equipped with these rules. So, if we want to allow the programmer
to decide about the agree-conditions, we cannot model this using transition
rules.

Another way of defining the semantics for the receiver of a request is
defined below. There we do allow the programmer’s input on the decision
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about a request. We assume that once a request is received, the agent uses a
programmed (set of) MPR-rule(s) to see whether to grant the request or not.
The outcome of this process is then signaled to transition rules through the
use of flags in the belief-base of the form agree(ι, α, β, request, Action) or
refuse(ι, α, β, request, Action). An example of an MPR-rule which captures
the decision process:

MB←− received(ι, α, β, request, Action)|
(trust(α)?;Update(agree(ι, α, β, request, Action)))
+
(¬trust(α)?;Update(refuse(ι, α, β, request, Action)))

This rule specifies that the agent will agree to a request if the receiver
trusts the requesting agent. The rule uses the if-then-else construct as
defined before. The flags are then set using the Update action. The condi-
tion trust(α)? is used as an example here. The programmer is free to specify
his own condition, as long as he updates the belief-base with the matching
flag.

One of both flags needs to be set, since it is not possible to use the
negation of either of the two. This is because the agents use a closed world
assumption in their belief-base, so that if a proposition does not hold in the
belief-base, then the proposition is assumed not to be false. So if we would
only use agree and ¬agree flags, then the refuse rule is always triggered.

Both the agree and refuse acts are defined with preconditions in the FIPA
ACL semantics. The preconditions for an agree message are that the sender
must have the intent to execute the action and also that the receiver does
not already know this ( σα |= Intα(do(Action))∧¬Bβ(Intα(do(Action))) ).
We do not model these preconditions here because the agree message is only
used when replying to a request. The decision process defined above does
not allow agents to send multiple agrees to a single request and the rule we
define next also defines that the agent forms the goal to execute the action,
thereby satisfying the first precondition. The discussion about this is left
for future research.

The preconditions for sending a refuse message is that the sender believes
that (1) the action is not feasible, (2) the requesting agent thought it was
feasible, (3) the action has not been done nor does the sender intend to do it,
and (4) the reason for refusal is true. We do not model these preconditions
for the following reasons: ad (1): we have defined a way for the programmer
to decide when to refuse a request and assume that that decision holds, ad
(2): the refusing agent cannot look inside the head of the requester and also
the requesting agent is not in the best position to judge the feasibility of
the act, ad (3): we do not believe that sending a refuse message is a reason
for limiting the agents’ future behavior. And ad (4): we do not define here
how an agent comes to a reason for refusal, but we assume that the reason
holds.
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Definition 5.7 (conditions for the sender of an agree)

< b,Π, σ ∪ {agree(ι, α, b, request, Action)},Ω >→< b,Π ∪ πagr, σ,Ω >

With πagr = { Send(ι′, b, α, agree, Action);
Action;
assess(done(Action), α)}

So when the agent grants the request he adds a new set of goals to his
goal-base. He first informs the requester that he is going to do the action,
then he performs the action. Once the action has been done, the agent
informs the requester that the action has been done. This informing of the
requester is done through the assess-function, as mentioned earlier and we
provide rules for it later. And to prevent the agent from doing it again, the
agree(. . . )-belief is removed from the belief-base.

Definition 5.8 (conditions for the sender of a refuse)

< b,Π, σ ∪ {refuse(ι, α, b, request, Action)},Ω >→< b,Π ∪ πref , σ,Ω >

with πref = {Send(ι′, b, α, refuse, (Action, ρ))}

So the only action that is taken when refusing a request is that the
requester is informed of the refusal. Also, ρ is assumed to be the reason
given for the refusal. However we do not define here how this reason is
formed. Note that the refuse(. . . )-belief is removed from the belief-base as
well.

When the requesting agent has received an agree message, he can add
the belief that the action will be done by the agent sending the agree:

Definition 5.9 (conclusions for the receiver of an agree)

< a,Π, σ,Ω ∪ {received(ι, β, a, agree, Action)} >→< a,Π, σ ⊕ σagr,Ω >

With σagr = {Inta(do(β,Action))}

We use the formula Intβ(do(β,Action)) to represent that β has the intent
that β does Action. Once β has completed the action, he will move on to
the assess function where he decides whether to send an inform-done or a
failure message.

However, before we get to that, the agent could also have sent a refuse
message. The rule for the receiver of a refuse is given below. There the
belief-base is updated with the negation of the belief-update of the agree
message, together with an extra predicate, refused, to store the reason for
refusal, given by ρ.
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Definition 5.10 (conclusions for the receiver of a refuse)

< a,Π, σ,Ω ∪ {received(ι, β, a, refuse, (Action, ρ))} >→
< a,Π, σ ⊕ σref ,Ω >

With σref = {¬Intβ(do(β,Action)), refused(β,Action, ρ)}

So, now we move on to the sender of the inform-done and failure message.
Before the agent can send either of these messages, he has to decide which
one. This decision process is modeled through the assess-goal, which we
match with in the transition rules. The condition for the inform-done is
checked through the function post : Goal → L. This checks whether the
post-conditions of the action(s) hold. This is always true for current 3APL
agents, but this can change if, e.g., we add a time-out value for requested
actions.

Definition 5.11 (condition for sending an inform-done)

σ |= post(Action)
< b,Π ∪ {assess(Action, α)}, σ,Ω >→

< b,Π ∪ {Send(ι, b, α, inform, done(Action))}, σ,Ω >

Definition 5.12 (condition for sending a failure)

σ |6= post(Action)
< b,Π ∪ {assess(Action, α)}, σ,Ω >→

< b,Π ∪ {Send(ι, b, α, failure, (Action, ρ))}, σ,Ω >

Note that we have not modeled the possible attempts of the agent to
execute the action again. After the first attempt the requesting agent is
notified of success or failure. He can then decide whether or not to request
the action again.

Once the requesting agent receives the inform, it is handled like a regular
inform. However, because here it is part of the request-protocol, some more
conclusions can be drawn after the normal rule is applied.

Definition 5.13 ((extra) conclusions for the receiver of an inform-done)

σ |= Bβdone(β,Action) ∧ Intβ(Do(β,Action))
< a,Π, σ,Ω >→< a,Π, σ ⊕ {¬Intβ(do(β,Action)), done(β,Action)},Ω >

So when the inform is received by the agent, the belief-base is updated
with the belief: Bβdone(β,Action). The original belief about the intention
of β to do the action is then removed from the belief-base. The belief-base
is then also updated with the belief that β has done the action.
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Definition 5.14 (conclusions for the receiver of a failure)

σ |= Intβ(do(β,Action))
< a,Π, σ,Ω ∪ {received(ι, β, a, failure, (Action, ρ)} >→

< a,Π, σ ∪ {failed(β,Action, ρ)},Ω >

The receiver of a failure message can conclude that the sender does not
have the intention to do the action anymore, so that belief is removed from
the belief-base. The belief-base is also updated with a new belief, to reflect
that the sending agent failed to do the action and the reason why. The
receiver of a failure message is then free to send another request message to
make the sender try again.

5.1.3 Propose, Accept-proposal and Reject-proposal

The meaning of the propose message is similar to the request message. But
the agent eventually taking the action is now the initiator of the interac-
tion protocol, not another participant of the interaction. This small differ-
ence, makes the propose message very suitable for negotiations and auctions,
where one agent calls for proposals for a specific action and all other agents
respond to that with different proposals. In such situations, the difference
in these proposals lie in the conditions (e.g. the price) given for a specific
action.

A standard propose interaction protocol is given in 5.2 where the num-
bers in the figure refer to the numbers of the definitions in this section.
There are other (more advanced) propose interaction protocols, these are
available from the FIPA repository on their website [4].

X

Initiator Participant

not−understood

propose

accept−proposal

reject−proposal
21

19

18

17

1615

Figure 5.2: FIPA Propose Protocol (taken from [4])
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The preconditions for the propose as defined by FIPA are that the sender
must believe that if the receiver has the intention that the sender does an
act with some preconditions, then the sender also has that intention. This
is expressed in the formula below.

Intjdone(< i,Action >,ϕ)⇒ Intidone(< i,Action >,ϕ)

The second precondition is that the sender must not believe that the
receiver already knows the above formula. The idea is that the second
precondition expresses that the sender has not already sent an identical
propose.

Again, we do not believe that any agent can look inside the head of an-
other, so there is no way any agent can be sure of the intentions of another.
And there is also the problem with how far an agent must go to discover
the intentions of another agent. So for now, we choose not to model these
preconditions and only make the agents follow the standard protocol. Dis-
cussion about this is left for future research.

Definition 5.15 (conditions for the sender of a propose)

< a,Π, σ,Ω ∪ {sent(ι, a, β, propose, (Action, ϕ))} >→< a,Π, σ ⊕ σpro,Ω >

With σpro = {Intβ(do(β,Action))→ plan(ϕ,Action)}

This means that when an agent has sent a propose message, he updates
his belief-base with a new belief. This new belief represents his commitment
to the action pending the acceptance of the proposal by the receiver. Later
on, when the agent receives an accept-proposal, we use this to plan the
action once the precondition ϕ hold.

If we follow the interaction-protocol for this proposal message, we now
move on to the receiver of the proposal. Here we have the same problem as
with the receiver of a request: he has to consider the proposal and we cannot
let the agent do it himself when we only use transition rules. Because the
decision process for accepting a proposal is so similar to the request-decision
process, we only show the semantics for the receiver of a propose using the
input from the agent programmer.

The input from the programmer in the propose-decision process is given
through an MPR-rule like the following example:

MB←− received(ι, α, β, propose, (Action, ϕ))|
(trust(α)?;Update(accept(ι, α, β, propose, (Action, ϕ))))
+
(¬trust(α)?;Update(reject(ι, α, β, propose, (Action, ϕ))))

The condition trust(α) is used as an example here. The above rule can
set one of two flags: an accept(. . . )-flag to signal that the agent should accept
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the proposal and a reject(. . . )-flag to signal rejection. After the agent has
considered the proposal, he needs to let the proposing agent know about his
decision. So we use two different rules, depending on the outcome of the
deliberation. So, if the belief-base is updated with the accept(. . . )-flag, then
we send an accept-proposal.

Definition 5.16 (conditions for sending an accept-proposal)

σ |= accept(ι, α, b, propose, (Action, ϕ))
< b,Π, σ,Ω >→< b,Π ∪ πacc, σ,Ω >

With πacc = {Update(¬accept(ι, α, β, propose, (Action, ϕ)));
Send(ι′, b, α, accept-proposal, (Action, ϕ))}

And when the condition is false, we reply with a reject-proposal message.

Definition 5.17 (conditions for sending a reject-proposal)

σ |= reject(ι, α, b, propose, (Action, ϕ))
< b,Π, σ,Ω >→< b,Π ∪ πrej , σ,Ω >

With πacc = {Update(¬reject(ι, α, β, propose, (Action, ϕ)));
Send(ι′, b, α, reject-proposal, (Action, ϕ, ρ))}

According to the FIPA ACL semantics, a reason for rejecting a proposal
is also necessary, we have modeled the reason here with ρ. We have not
specified yet how we come to this reason, as that is still an open problem.

Now that we have established suitable replies for the receiver of a propose
message, we move back to the original sender. Because he now needs rules
to process those replies.

Definition 5.18 (conclusions for the recipient of an accept-proposal)

< a,Π, σ,Ω ∪ ωacc >→< a,Π, σ ⊕ σacc,Ω >

With σacc = {Intβ(do(β,Action))}
ωacc = {received(ι, β, a, accept-proposal, (Action, ϕ))}

This new belief, together with the belief from the original propose mes-
sage allows the agent to conclude plan(ϕ,Action)). This means that the
agent does the action when the precondition ϕ holds. This is captured in
the following rule.

Definition 5.19 (execution of a planned proposal)

σ |= ϕ

< a,Π, σ ∪ {plan(ϕ,Action)},Ω >→< a,Π ∪ {Action}, σ,Ω >
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However, should the agent receive a reject-proposal message, then the
original belief following the propose can be removed from the belief-base.
And since a reason is sent along with the rejection, we add that to the
belief-base. Because this reason can be of help in deciding about future
proposals.

Definition 5.20 (conclusions for the recipient of a reject-proposal)

σ |= Intβ(do(β,Action))→ plan(ϕ,Action)
< a,Π, σ,Ω ∪ ωrej >→< a,Π ∪ πrej , σ,Ω >

With ωrej = {received(ι, β, a, reject-proposal, (Action, ϕ, ρ))}
πrej = {Update(¬Intβ(do(β,Action))→ plan(ϕ,Action));

Update(rejected(β,Action, ϕ, ψ))}

So if an agent receives a reject-proposal, then he removes the belief
from the original propose from his belief-base and also updates the belief-
base with a new belief, rejected(. . . ). This belief represents the reason for
rejection and uses four arguments. The first is the name of the agent sending
the rejection, followed by the action which was originally proposed. The
third argument is the precondition which was given in the proposal and the
last argument is the reason given for the rejection, which was given using ρ.

5.2 Defining Semantics using MPR-Rules

In this section we define the semantics using MPR-rules (message practical
reasoning-rules). These have been introduced in the previous chapter, see
definition 4.8. When these rules are defined and implemented, they are
not fixed in that they will not become a static part of the agent. These
are only rules that can be used by the programmer as default rules for
communication.

When defining the semantics using the MPR-rules, we assume that the
messages have been sent using the Send, Receive and synchronize rules as
given in the previous chapter.

5.2.1 Inform

First we describe the semantics of the sending agent of the inform, but now
using message practical reasoning-rules. However, because we cannot change
the Send action using MPR-rules, we still need that transition rule to check
whether the preconditions for sending an inform hold. After the inform has
been sent, we use the following rule to describe what happens next.

Definition 5.21 (conclusions for the sender of an inform)

MB←− sent(ι, a, β, inform, ϕ) | Update(BβBaϕ)
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The behavior of the agent using this rule is exactly the same as an agent
using the transition rule given earlier. When he has sent an inform, he
updates his belief-base with the following belief: BβBaϕ.

Definition 5.22 (conclusions for the receiver of an inform)

MB←− received(ι, α, b, inform, ϕ) | Update(Bαϕ)

This is the same as with the transition rule approach. The agent simply
updates his belief-base with the belief Bαϕ.

5.2.2 Request, Agree, Refuse and Failure

Now we move on to the semantics for the request-protocol using MPR-rules.
As before, the sender of a request does not have to do anything after he has
sent a request. In the previous section, we only removed the message from
his message-base and defined that the agent does not do anything else. This
can be modeled with an MPR-rule as well:

Definition 5.23 (conclusions for the sender of a request)

MB←− sent(ι, a, β, request, ϕ) |

This rule has an empty head and an empty body, so it does not change
the goal-base. But because of the way we defined the MPR-rules, it does
remove the the matching message in the condition from the message-base.
The semantics for the receiver of a request, however, are more complicated.
The main difference with the transition rule approach is that now we can
incorporate the considering process directly. It is even possible to combine
it all into one rule:

Definition 5.24 (conclusions for the receiver of a request)

handle request(f) MB←− received(ι, α, β, request, Action) |
(¬f(Action)?;
Send(ι′, β, α, refuse, (Action, ρ)))

+
( f(Action)?;
Send(ι′, β, α, agree,Action);
Action;
(¬post(Action)?;
Send(ι′′, β, α, failure, (done(Action), ρ′)))

+
( post(Action)?;
Send(ι′′, β, α, inform, done(Action))))
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This rule specifies the semantics for the receiver of a request, but also
for the sender of an agree, failure and inform-done. For explaining this rule,
we split it in six different parts:

handle request(f) This achievement goal provides the function with which
the agent decides whether to agree to the request or not. It is a
function f : Goal → L, which maps a goal-expression to a belief-
formula, which is used to determine whether to grant the request or
not. This achievement goal also gives the agent the opportunity to
decide for himself when to process the request, since this rule cannot
be used if the goal is not in the goal-base.

received(ι, α, β, request, Action) The main subject of this rule, the received
request message.

¬f(Action)?;Send(ι′, β, α, refuse, Action) This is the first part of an IF. . .
THEN. . . ELSE construct. It specifies what happens when the function
does not hold for the action, meaning that the agent decides not to
agree with the request. So then he sends a refuse message with a
reason for refusing, ρ.

f(Action)?;Send(ι′, β, α,agree,Action); Action; Here we see what happens
when the agent chooses to agree with the request. The choice for this
is represented with the first line and this decision is shared with the
requesting agent in the second line. Then the action is executed.

¬ post(Action)?; Send(ι′′, β, α, failure, (done(Action),ρ′)) After the action
has been executed, the agent must see whether it succeeded or not.
We use the function post : Goal → L to determine whether the post-
conditions of the action hold or not. Here we are again in the first part
of an IF. . . THEN. . . ELSE construct and here we specify what happens
if the action has failed. The agent then sends a failure message to let
the other agent know what happened. A reason for this failure, ρ′, is
also sent along.

post(Action)?; Send(ι′′, β, α, inform, done(Action)) If the postconditions
of the action hold, then it (probably) means the action has succeeded.
Therefore we can inform the requesting agent that the action has been
done. This message is also called an inform-done.

When the requesting agent receives an agree message he can conclude
that the requested action will be performed. The agent then updates his
belief-base with a belief to represent that.

Definition 5.25 (conclusions for the receiver of an agree)

MB←− received(ι, α, β, agree,Action) | Update(Intα(do(α,Action)))
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And when he receives a refuse message he can conclude that the action
will not be performed. The belief-base is then updated with a belief to show
that α does not have the intent to do the action. A reason is also sent along
with the refusal and this is stored using the refused predicate.

Definition 5.26 (conclusions for the receiver of a refuse)

MB←− received(ι, α, β, refuse, (Action, ρ)) |
Update(¬Intα(do(α,Action)));Update(refused(α,Action, ρ))

After the requested agent has executed the action, he can send either
an inform-done or a failure message. The first following rule specifies the
conclusions for the receiver of an inform-done after the regular rule for the
inform has handled it. Extra conclusions can be drawn here as it is part of
the interaction protocol. The inform-done message is then already removed
from the message-base, so for the extra conclusions following an inform-done,
we use a normal PR-rule.

The rule itself uses the belief from the inform-done (Bαdone(α,Action))
and the belief from the agree (Intα(do(α,Action))) as conditions. When
the rule is executed, this last belief is removed from the belief-base, which
is then consequently updated with the belief that the action has been done.

Definition 5.27 ((extra) conclusions for the receiver of an inform-done)

← Bαdone(α,Action) ∧ Intα(do(α,Action)) |
Update(¬Intα(do(α,Action)));Update(done(α,Action))

The rule for the failure message is handled with a MPR-rule again. It
removes the belief that α is planning to do the action and also updates the
belief-base with a new belief about why the action has failed.

Definition 5.28 (conclusions for the receiver of a failure)

MB←− received(ι, α, β, failure, (Action, ρ)) |
Update(¬Intα(do(α,Action)));Update(failed(α,Action, ρ))

5.2.3 Propose, Accept-proposal and Reject-proposal

We move on to describing the semantics of the propose message and its
replies, accept-proposal and reject-proposal. The process described in the
MPR-rules differs somewhat from the semantics given by the transition rules.
This is due to the different nature of these rules. One of the first differences
is that we do not have a rule for the sender of a propose message. We
assume that the sending agent sends the message and then waits for the
other agent to reply. So then we start with a rule for the receiving agent
of a propose. This rule is constructed similarly to the request rule, using a
function provided by an achievement goal and an if-then-else construct.
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Definition 5.29 (conclusions for the receiver of a propose)

handle propose(f) MB←− received(ι, α, β, propose, (Action, ϕ)) |
(¬f(Action, ϕ)?;
Send(ι′, β, α, reject-proposal, (Action, ϕ, ρ)))

+
( f(Action, ϕ)?;
Send(ι′, β, α, accept-proposal, (Action, ϕ))

The function f : Goal → L decides whether the agent accepts the pro-
posal or not. If he rejects it, a reason ρ is also sent along with the reject-
proposal message. We assume that this reason is known to the agent.

After the receiver of the propose has replied with his decision, the pro-
poser also has to process this reply. We define the following two rules:

Definition 5.30 (conclusions for the receiver of an accept-proposal)

MB←− received(ι, α, β, accept-proposal, (Action, ϕ)) |
Action

Meaning that when the proposal is accepted, the agent simply executes
the goal. And a similar rule is used to define the semantics should the agent
receive a rejection.

Definition 5.31 (conclusions for the receiver of a reject-proposal)

MB←− received(ι, α, β, reject-proposal, (Action, ϕ, ρ)) |
Update(rejected(β,Action, ϕ, ψ))

The agent receives a rejection to his proposal, containing the action, the
preconditions he provided for that action and a reason for the rejection.
Using this MPR-rule the agent updates his belief-base with a belief about
this rejection.

5.3 Examples of Communication Revisited

Now that we have provided 3APL with formal semantics, we re-examine the
examples from section 4.2. This time however, we only show how the MPR-
rules are applied during the whole process described in the two tables. We
only specify how the MPR-rules are applied during the example, because
we believe that these rules provide a better definition of the semantics than
the transition rules. There is more on the difference between the two kinds
of rules in the next chapter.

The explanations here are given as an example and are not a trace of an
actual execution.
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5.3.1 Inform Example Revisited - Table 4.1

The idea of this example is that agent A informs agent B about the price,
e500, of the computer comp1. In the first step we see that agent A has the
goal to send the inform to B. A’s belief-base also models all the necessary
preconditions as defined in definition 5.1. So the inform can be sent.

Now in the second step, agent A has an entry in his message-base about
sending the inform, so he can apply the rule from def. 5.21 to remove it from
his message-base and perform a belief-update. This update for agent A is
specified in step 3.

Meanwhile, agent B in step 2 has a received-entry in his message-base,
which triggers the MPR-rule as defined in def. 5.22. This removes the mes-
sage from his message-base and also provides B with a belief-update. This
update is also shown in step 3.

The example in table 4.1 then continues outside the scope of the defined
semantics. The last steps show what can happen when the agents assume
complete trust.

5.3.2 Request Example Revisited - Table 4.2

This example shows agent B requesting agent A to perform an action. The
action here is that A modifies comp1 ’s cpu: modify(comp1, cpu, cpu1.8).
We abbreviate this to Act. The contents of the belief-bases of both agents
are defined in section 4.2.2.

In step 1 agent A starts with the achievement goal handle request(f).
This is used to show that the agent is ready to process requests and also to
provide the function for deciding whether to grant the request or not. Agent
B starts with a goal to send the request to agent A. We have not defined any
preconditions for sending this request, so it is sent using the default Send
rule. Together with the Receive and the synchronize rules, this results in
step 2, where we have entries in both of the message-bases of the agents.

Step 3 is not shown in the table. Agent B simply applies def. 5.23
to remove the entry from his message-base. Agent A on the other hand,
has a complex goal in his goal-base, namely the body of the rule specified in
def. 5.24. And if we assume that agent A is willing to grant the request, then
the goal-base of step 4 shows the relevant part of that MPR-rule. However,
there we have abbreviated the last IF. . . THEN. . . ELSE part of the rule to
an assess achievement goal.

In step 5 agent A has sent the agree to agent B using the default Send
rule. Both agents then have a new entry in their MBs, but only agent B
acts on it. He applies the rule as defined in def. 5.25 to form a new goal as
given in step 6. That belief-update is then simply executed.

Also in step 6, agent A has reached the point where he will execute
the assess-goal. That goal is actually an abbreviation for the last part of
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def. 5.24. That part defines that if the action has succeeded, then the agent
must send an inform-done message to the requester. This goal is shown in
step 7.

In step 8 both agents have a new entry in their MBs concerning the
inform-done sent by agent A. Agent A does a double step and applies an
MPR-rule to remove the sent-agree entry and also applies def. 5.21. Agent
B only applies def. 5.22 in step 8. This gives us the situation in step 9, where
both agents have an empty MB and have the belief-updates following the
inform in their GB. Agent A is finished after step 9, but agent B can then
apply def. 5.27 to form the extra conclusions following an inform-done. His
BB will then be updated with done(B, Act) and ¬IntA(do(A,Act)).
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Chapter 6

Conclusions, Open Problems,
Implementation Issues and
Future Work

This chapter concludes this thesis with conclusions in section 6.1. We also
point out some open problems in section 6.2 and in section 6.3 we discuss
some issues which can be important for the possible implementation. Finally,
in section 6.4 we point out some issues for future work.

6.1 Conclusions

This thesis started in chapter 1 with the observation that the current 3APL
architecture is only single agent. We also pointed out that multi-agent
systems are becoming more popular today. This makes it necessary to extend
the theoretical framework and architecture of 3APL to allow implementation
of multi agent systems. The first step toward that extension is taken in this
thesis by extending 3APL to allow agents to communicate with each other.

In chapter 2 we discussed the original model and architecture of the
single agent 3APL. This is followed by chapter 3 in which we introduced
communication. In that chapter we also compared KQML and the FIPA
ACL and we conclude the chapter by presenting our reasons for the choice
for the FIPA ACL.

To accommodate communication we extended the 3APL architecture
and framework in chapter 3. There we extended the definition of an agent-
state with an agent-identifier and a message-base. This message-base acts
as a set in which messages are placed that are either sent by or to the
agent. And to distinguish between the two, we use elements that are either
of the form sent(. . . ) or received(. . . ). Next, we introduced the message
practical reasoning-rule (MPR-rule). This kind of rule is similar to the
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normal practical reasoning rule (PR-rule), but the conditions of an MPR-
rule are not on the belief-base, like with a PR-rule, but on the message-base.

In chapter 5 we used the MPR-rule in our second approach of defining
the semantics of the FIPA ACL in 3APL. In the first approach we used
transition rules. The transition rule approach gives us the means to rigidly
define the semantics of the ACL, so that every 3APL agent is always FIPA
compliant. However, in some senses this approach is too rigid, since it is
hard to allow the agent control over, e.g., the conditions for agreeing to
requests.

The second approach seemed to be more elegant. There we defined the
semantics of the FIPA ACL using MPR-rules. These rules are more dynamic
and allow for easier representation of the semantics of the FIPA ACL and
interaction protocols. As shown in chapter 5, the behavior for the receiver of
a request can even be captured in a single MPR-rule. The goal of the MPR-
rule approach is to provide a set of standard rules that an agent-programmer
can choose to use. If an agent is equipped with these rules he will be FIPA
compliant, but since the programmer has a choice there, not all 3APL agents
will be FIPA compliant.

The main difference between the two approaches is in how dynamic they
are. The transition rule approach is fixed and becomes a static part of every
agent when it is implemented. Whereas the MPR-rule approach only defines
an optional set of default rules. This difference is both an advantage and
a disadvantage, because if the semantics are implemented using the MPR-
rules, and therefore flexible, then FIPA compliance cannot be guaranteed.
But on the other hand, if we do fix the semantics using transition rules, then
for example the conditions for agreeing to a request also become fixed.

Another possibility is to combine the two, as we have shown with the
semantics of the request using transition rules. Then the transition rules are
activated through flags in the belief-base, which are set using MPR-rules.
This approach makes the agent fully FIPA compliant, because the most part
of the semantics is fixed. And it gives the programmer the opportunity to
control when an agent agrees with a request or not. However, this approach
poses a restriction on the agent-programmer. He must implement these rules
with a predefined set of flags. And by using these flags the expressivity of
the belief-base is restricted as well.

All things considered, it is not a straightforward choice between the two
different approaches. We believe that the MPR-rule approach allows for the
most flexibility and is therefore the best approach in this case. This does
not automatically give the agent FIPA compliance, but using the standard
set of rules, any programmer can choose to let his agents be compliant.

The FIPA compliance is also a point of discussion: the definitions of the
semantics of the communicative acts are not always clear. Most of the time
they are only defined for the sender of a communicative act. The meaning for
the receiver is then defined using the interaction protocols. In the case of the
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propose this is acceptable, since several different interaction protocols are
defined. The semantics for the receiver of this act is then defined through
the specification of an interaction protocol. However, for communicative
acts such as the agree, refuse or reject-proposal, nothing is defined. This is
partly because no behavior is needed for the specified agent, but this is not
formalised either. The FIPA specifications are still a work in progress and
we look forward to their future work.

6.2 Open problems

In this section we give an overview of the open problems for the semantics
of communication in 3APL.

• Belief operators When defining the semantics we used the belief and
intent operators several times. However, the logical language of 3APL
still needs to be extended to contain these operators.

• Sending rejection When we defined the semantics for refuse and
reject-proposal, we assumed that a reason for the refusal is sent along.
We have not specified how the agents come to this reason and what
should be in it. Restrictions for this reason are also not given by FIPA.

• Protocol following Because we have chosen to use MPR-rules, agents
are not automatically FIPA compliant and are therefore not guaran-
teed to follow protocol. However, it is not enough for FIPA compliance
that agents use these rules. To be able to prove that agents follow a
specified interaction protocol, at least two other restrictions have to
be set on agents: (1) Agents do not have (M)PR-rules that discard
goals and (2) all goals that the agents have will be executed.

But even then, proving that agents always follow a certain interaction-
protocol is not straightforward.

• Not-understood message We have not defined semantics for this
type of communicative act yet. We only assumed that when a message
cannot be parsed by the interpreter, then a not-understood message
is returned. However, the not-understood can also be used when, e.g.,
a message is received that was not expected because an agent was
expected to follow a certain protocol.

However, defining the semantics of this communicative act in logic is
a problem, because even the FIPA definition does not capture the full
meaning of the not-understood. And they also point out that it is
hard to capture the idea of ‘not understanding’ in logic.
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6.3 Implementation Issues

The following issues are important when the implementation of this com-
munication extension is considered.

• Parsing of messages One of the assumptions when we defined the
semantics was that before messages are sent/received, they are con-
verted to/from the standard FIPA syntax.

• Belief formulas An agent having beliefs about other agents has not
been implemented yet. Several issues arise when this is to be imple-
mented: ranging from what kind of logic is assumed for these beliefs,
to how to represent the different belief-operators.

• Agent identities The agents in 3APL are (being) implemented in
Java, but the belief-base is in Prolog. It is still an issue how to express
agent-identities over these two platforms.

• Yellow pages The agents have to have some point where they can
lookup other agent identities. This can be through the agent platform
mentioned above, but can also be done in other ways.

6.4 Future Work

This thesis provides an abstract framework within which a few communicat-
ive acts are provided. It is not finished yet and below are some suggestions
for future work.

• More communicative acts Here we have defined the semantics for
a small subset of the FIPA communicative acts. This needs to be
extended to the full set. However, with this framework in place, it
should not give too much problems.

• Expanding MPR-rules It is not clear yet whether it is useful to ex-
pand the conditions of MPR-rules to include constraints on the belief-
base as well. Or even whether there are situations where this expansion
of the condition is necessary.

• Sending message buffer The semantics in this thesis assume asyn-
chronous communication and also that messages are sent immediately.
However, the message-base can also be used as a buffer for storing mes-
sages that are sent once a connection is established. This is important
when an implementation is considered for for example mobile assist-
ants on PDAs. This idea does raise some issues, such as what should
be done when the belief about ϕ is changed and an inform about ϕ is
planned to be sent.
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• Modeling preconditions The semantics only define the FIPA pre-
conditions for the inform. The preconditions of other communicative
acts have not been defined, because of various reasons given earlier.
This still has to be reexamined.

• Agent platform Communication is an important part in making
agents cooperate with each other. However it is not enough to achieve
that goal. An agent platform helps with the cooperation and coordin-
ation of agents. An example of an agent platform is in the FIPA
specification repository [4] and a working implementation can be seen
at [6]. This platform consists of three parts:

Directory facilitator This is an agent which provides a yellow pages
service to other agents. Agents register with a directory facilitator
and can later use it to find out what services are provided by other
agents.

Agent management service This service has control over what
happens on the agent platform. It possibly coordinates the agents
and all agents must register with it. The agent management
service also provides a white pages service so that agents can get
the specific address of another agent.

Message transport system The FIPA ACL does not specify a
transport system that should be used. However a FIPA compliant
agent platform provides this service so that each agent on the
platform can send messages to the other using addresses obtained
from the agent management service.
The agent platform also defines a universal naming scheme so
that agents from outside the platform can send messages to agents
within it or vice versa.
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Appendix A

FIPA Semantics of
Communicative Acts

This appendix contains the FIPA semantics of the communicative acts, taken
from [4]. They have been rewritten so that the meaning of the sender and
the receiver is described seperately, where possible.

Communicative Act: inform
Summary: The sender informs the receiver that a given pro-

position is true.
Meaning (Sender): The content of this message is a proposition that

the sender believes is true. The sender can only
send this message when it believes the propos-
ition, wants the receiving agent to also believe
this proposition and does not believe the receiv-
ing agent already believes the proposition.

Meaning: (Receiver): The receiver can now believe that the sender holds
the proposition for true and it can also believe
that the sender wishes that the receiver also be-
lieves the proposition. The receiver can decide for
itself whether to believe the proposition or not.

Formal model: < i, inform(j, ϕ) >
Feasibility precondi-
tions:

Biϕ ∧ ¬Bi(Bif jϕ ∨Uif jϕ)

Rational Effects: Bjϕ
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Communicative Act: request
Summary: The sender requests the receiver to perform some

action.
Meaning: The content of this message is a description of the

action to be performed. The action can be any-
thing that the receiving agent is capable of doing.
The receiver can reply with a refuse message or
with a agree message. After which it has to per-
form the act and (optionally) inform the requester
that the action has been completed.

Formal model: < i, request(j, a) >
Feasibility precondi-
tions:

FP (a) [i\j] ∧Bi Agent(j, a) ∧ ¬Bi Ij Done(a)

Rational effect: Done(a)

Communicative Act: agree
Summary: The sender agrees to perform the requested ac-

tion, with optional preconditions.
Meaning (Sender): The sender responds to an earlier request and

commits himself to executing the action. After
which it will send an inform message if it suc-
ceeded or a failure if not.

Meaning (Receiver): The receiver knows that the sender will (eventu-
ally) perform the action.

Formal model: < i, agree(j,< i, act >, ϕ) >=
< i, inform(j, IiDone(< i, act >, ϕ)) >

Feasibility precondi-
tions:

Biα ∧ ¬(Bifjα ∨Uif jα)

Rational effect: Bjα
With: α = IiDone(< i, act >, ϕ).
Note that the only difference with the accept-
proposal lies in which agent performs the action.
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Communicative Act: refuse
Summary: The sender refuses to perform the requested ac-

tion.
Meaning (Sender): The sender responds to an earlier request and in-

forms the receiver that he refuses to perform the
action. A reason for refusing can be sent along
with the the refuse.

Meaning (Receiver): The receiver can conclude that the sender does
not commit himself to the action.

Formal model: < i, refuse(j,< i, act >, ϕ) >=
< i, disconfirm(j,Feasible(< i, act >));
< i, inform(j, ϕ∧
¬Done(< i, act >) ∧ ¬IiDone(< i, act >)) >

Feasibility precondi- Bi¬Feasible(< i, act >)∧
tions: Bi(BjFeasible(< i, act >)) > ∨

UjFeasible(< i, act >))∧Biα∧¬Bi(Bif jα∨Uif jα)
Rational effect: Bj¬Feasible(< i, act >) ∧Bjα

Where
α = ϕ∧¬Done(< i, act >)∧¬IiDone(< i, act >).
Agent i informs j that action act is not feasible,
and further that, because of proposition ϕ, act
has not been done and i has no intention to do
act.
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Communicative Act: failure
Summary: The sender of the failure tried executing the

requested action but failed because of a given
reason.

Meaning (Sender): The sender tried to execute the action which he
believed was feasible, but failed because of the
given reason.

Meaning (Receiver): The receiver can conclude that the action has not
been done, but it was considered feasible.

Formal model: < i, failure(j, a, ϕ) >=
< i, inform(j, α) >

Feasibility precondi-
tions:

Biα ∧ ¬Bi(Bif jα ∨Uif jα)

Rational effect: Bjα
Where α = (∃e)Single(e)∧Done(e, Feasible(a)∧
IiDone(a)) ∧ ϕ ∧ ¬Done(a) ∧ ¬IiDone(a)) >
This expresses that agent i informs agent j that
just before i tried to execute the action a, i
thought it was feasible and had the intention to
do it. But now a has not been done and i no
longer has the intention to do a. Also, ϕ is true.
The informal implication is that ϕ is the reason

that the action failed, although this causality is
not expressed formally here.
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Communicative Act: propose
Summary: The sender proposes the receiving agent that the

sender performs an action given certain precondi-
tions.

Content: The content contains an action description and a
proposition representing the preconditions for the
performance of this action.

Meaning (Sender): The sender proposes to execute the action given
the preconditions specified in the message.

Meaning (Receiver): The receiver of this action is expected to send an
accept-proposal to accept the proposal, a reject-
proposal to reject it. This also depends on
the protocol that is specified using the protocol
keyword or that has been agreed upon earlier.

Formal Model: < i, propose(j,< i, act >, ϕ >=
< i, inform(j, IjDone(< i, act >, ϕ)⇒
IiDone(< i, act >, ϕ)) >

Agent i informs j that, once j informs i that j
has adopted the intention for i to perform action
act, and the preconditions, ϕ, for i performing act
have been established, i will adopt the intention
to perform act.

Feasibility precondi-
tions:

Biα ∧ ¬Bi(Bif jα ∨Uif jα)

Rational Effects: Bjα
Where α = IjDone(< i, act >, ϕ) ⇒ IiDone(<
i, act >, ϕ)
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Communicative Act: accept-proposal
Summary: The sender accepts a proposal that was previously

received.
Content: The content contains the proposal that is accep-

ted.
Meaning (Sender): The sender of the accept-proposal informs the re-

ceiver that the sender intends that (at some point
in the future) the receiving agent will perform the
action, once the given precondition is, or becomes,
true.

Meaning (Receiver): The receiver of the accept-proposal is expected to
commit himself to the original proposal with the
given preconditions.

Formal Model: < i, accept-proposal(j,< j, act >, ϕ)) >=
< i, inform(j, IiDone(< j, act >, ϕ)) >

Feasibility precondi-
tions:

Biα ∧ ¬Bi(Bif jα ∨Uif jα)

Rational Effects: Bjα
Where: α = IiDone(< j, act >, ϕ)

Communicative Act: reject-proposal
Summary: The sender rejects a previously received proposal.
Content: The content contains the proposal that is rejected

(including the preconditions) and the reason for
rejecting the proposal.

Meaning (Sender): The sender does not want the receiver to perform
the action, because of the reason specified in the
message.

Meaning (Receiver): The receiver knows he does not have to commit
to the action. He can however choose to send a
new proposal with different preconditions.

Formal Model: < i, reject-proposal(j,< j, act >, ϕ, ψ) =
< i, inform(j,¬IiDone(< j, act >, ϕ) ∧ ψ) >

Feasibility precondi-
tions:

Biα ∧ ¬(Bif jα ∨Uif jα)

Rational Effects: Bjα
Where: α = ¬IiDone(< j, act >, ϕ) ∧ ψ
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Communicative Act: not-understood
Summary: The sender informs the receiver that the sender

does not understand what the receiver just did.
There can be several different reasons for this:
The sender is not capable of parsing a particular
kind of performative, the sender was not expect-
ing that performative because he was following a
strict protocol, etc.

Content: The content of this message is the perceived act
and reason why I does not understand this act.

Meaning (Sender): The sender was not able to parse the previous
message.

Meaning (Receiver): The receiver knows that the receiver did not re-
ceive/understand the previous message.

Formal Model: < i,not-understood(j, a, ϕ) >=
< i, inform(j, α) >

Feasibility precondi-
tions:

Biα ∧ ¬Bi(Bifjα ∨Uif jα)

Rational Effects: Bjα
Where α = φ∧ (∃x)Bi((ιeDone(e)∧Agent(e, j)∧
Bj(Done(e) ∧Agent(e, j) ∧ (a = e))) = x).
Note: It is not possible to fully capture the pro-
cess of not-understanding and action. The se-
mantics here only cover that an event was ex-
ecuted by the receiver of the not-understood mes-
sage.
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